Behavioral Learning I

Reinforcement Learning



The model

@ Agent, connected to environment via sensations
(inputs) and actions (outputs).

® Environment: discrete states.

@ Agent: discrete actions.

@ Inpufts:
— State of the environment (or some indication

thereof)
— Reinforcement signal (real number)

@ Outputs: Actions



The learners task

@ Find an action policy such that some long-
term goal is optimized.

@ Goal is specified in terms of the
reinforcement.

@ Example: if reinforcement stands for food,
goal would be fo maximize long term food

supply



@ In each step, the agent:

1. receives perceives state of the environment (or
some indication thereof)

2.makes an action (needs to make a decision)

3.receives a reinforcement signal (often in [0,1])

@ Example:

1. You are in world state 1. You can stay or leave.
2.1l stay.
3.You receive a reinforcement signal of O.



@ In each step, the agent:

1. receives perceives state of the environment (or
some indication thereof)

2.makes an action (needs to make a decision)

3.receives a reinforcement signal (often in [0,1])

@ Example:

1. You are in world state 1. You can stay or leave.
2.1'll stay.

3.You receive a reinforcement signal of O.

1. You are in world state 1. You can stay or leave.
2.I'll leave.

3.You receive a reinforcement signal of 1.



@ In each step, the agent:

1. receives perceives state of the environment (or
some indication thereof)

2.makes an action (needs to make a decision)

3.receives a reinforcement signal (often in [0,1])

@ Example:

1. You are in world state 1. You can stay or leave.
2.1'll stay.

3.You receive a reinforcement signal of O.

1. You are in world state 1. You can stay or leave.
2.I'll leave.

3.You receive a reinforcement signal of 1.

1. You are in world state 2. You can stay or leave.
2.1'll stay.

3.You receive a reinforcement signal of O.



Reward signal

@ Depends on the state of the world and on
the action: reward function r(s,a)

@ Only gives information about immediate
utility of the behavior, not about optimality
with respect to long-term interests.



Optimal behavior

@ Defined in terms of maximizing the long
term expected reward.

@ Examples:

[
— finite horizon E Zfrt

— infinite horizon E|» +'r|; 0<y<1

| 1
- average lim F |




Learning

@ Optimal policy is not known -> learn it by
evaluating the dafta.

@ Performance measures for learning algorithms:
— Convergence to optimal policy.
— Speed of convergence.

— Regret: Expected decrease in reward due to
using the learning algorithm rather than using
the optimal policy from the start.



Exploration vs.
exploitation

@ Learner needs to explore to learn, but also
needs to collect rewards -> that can be a
conflict.

@ Example: k-armed bandit problem
"world”: k gambling machines.
actions: agent can pull h tfimes altogether.
has to choose strategy.
one-armed bandit j returns reward O or 1
according to unknown probability p;



Bayesian reasoning

@ Assume prior distribution P(p;)

@ Typically uniform prior

@ Bandit j was played n, times with payoffs w;
@ Belief state: {n,,w;}i=1.. &

@ Expected payoff remaining, given h pulls total,
assuming the remaining pulls are used optimally:



Dynamic Programming

@ If we know the value V* for all believe states with
| pulls remaining, then we can compute it for any
belief state with l+1 states remaining.

@ Basis: » n; =h -> no pulls remaining -> V*=0.
j
@ Recursion:

R L g Y S g, (3 R A S nk,wk)}
® Max over all actions [expected future payoff if
agent takes action j, and acts optimally thereafter].



Dynamic Programming

@ q: posterior probability. Using a flat prior, we
find that ._wj+1
C]] A nj —|— 2

@ Expense of filling in the V* values for all
believe states: linear in the number of
believe states -> exponential in h.



Heuristic approaches:
1. Greedy

@ Always choose action with highest expected
payoff.

@ Problem: sampling errors -> may choose
suboptimal action, never discover optimal action

@ Possible fix: give an exploration bonus.
Example: Curiosity-driven RL.



2. Random

. 1 A
@ Boltzmann Exploration: P(j) = Ee_TE[R(J)]

@ E[R(j)] Expected reward for choosing action j.

@ This is exploration via policy randomization! The
"temperature” T controls magnitude of random
fluctuations.

@ Not realistic in ferms of animal behavior. Exploration
can be a directed behavior, not necessarily random.

@ Is there a better way to model exploration?



Confidence interval

@ Compute the upper bound of 100*(1-c)% confidence
interval on the success probability of each action.
Illustration: ¢ = 0.05: with 95% probability, the
probability of reward will be in the interval [0.6;0.7]

@ Choose the action with the highest upper bound.

@ Larger values of ¢ drive to more exploration, because
more data is needed to make a more reliable
statement (higher probability).

@ Related to optimal experiment design.

@ Not a model for exploration (no explorative strategy)



Curiosity driven RL

@ Predict the next external reward, compute
(some measure of) prediction error.

@ Introduce an “internal reward”: proportional
to prediction error.

o : Exploration and novelty detection
are rewarded.



Curiosity driven RL

® Problem: Heuristic, ad hoc measures. How to
chose the error measure? Several have been
used - no theoretical guidance

@ Better: Compute information gain. CDRL
computes relative entropy between prior and
posterior.

@ Problem: This assumes a parametric bayesian
learning paradigm. What about non-
parameftric learning?



More than one world
state - MDP

@ Markov Decision Process:

@ world states: s; set of world states S
@ actions: a; set of actions A

@ reward function r(s,a)

@ state transition function (probabilistic) p(s’ls,a)



Value of a state

@ Expected future reward if agent starts in
world state s and uses the optimal policy

Vis max E_, brel s
(s) = L (a) ZV t

5 Wrn‘ung ou’r the expectation value

R Zv re| S ZT&' aplsg = s) (r(ag, s)+

Y Z p(s1lao, so = s)w(ai|s1)(r(a1, s1) +

$1,01

v Y plsalas, s1)m(az]s2) (r(az, s2) +...))

52,02

® Can write down recursive formula!

Br(a)( Zﬂa\s a, s +’YZP '8, @) En(a)(s")




Dynamic Programming

@ For deterministic policies, this simplifies to

Eﬂ(a) (S) s T(CL, S) ey ZP(S/‘S, a)EW(a) (S,)

@ Value: V(s)= m(a>)<E7r(a)( s)

@ Is Unique! It is the solution to the
simultaneous equations

V(S)—max (r(sa —I—fyZV (s'|s, a));VsES



Dynamic Programming

@ Bellman Equation (507%). Discrete version of the
Hamilton-Jacobi equation.

@ Idea: Any optimal policy must be such that
regardless of previous decisions, the remaining
decisions are optimal with respect to the state
resulting from previous decisions

@ Limits the set of potentially optimal policies.

® Have to work backwards in time to determine
optimal policy!

@ Suffers from the “curse of dimensionality”.



Optimal Policy
7 (a) = arg max (r(s, a) + WZ V(s )p(s'|s, a))

@ Find it by:
— Value iteration
— Policy iteration

@ Problem: large computational complexity



Value Iteration

@ Initialize V(s) arbitrarily

@ Loop until policy good enough

Loop over s

Loop over a
Q(s,a) =r(s,a) —|—sz (5'|s,a)

end
V(s) = max Q(s, a)

end "

end

@ Problem: Not obvious when to stop.



Policy Iteration

@ Chose arbitrary policy
@ Loop until there is no change in policy:
@ compute value function of policy:

oL ( )+ 7 VRl (s >>)

@ Improve policy at each s’ra’re.

T (sl="arg max (r(s, a) + WZ V(s)p(s']s, a))



Learning

@ What if we dont know the reward function
r(s,a) and the transition probabilities p(s’'ls,a)?

@ Objective: to learn optimal policy without
that knowledge:

A) Make a model of the structure of the
environment and use that to learn
optimal policy

B) Learn policy without a model (model-free)



Model-free learning

@ Main problem: How to fell how good an
action is? Immediate reward is not a good
enough measure, because an action taken
now may have far reaching consequences!

@ Known as “temporal credit assignment”



Temporal Difference learning
(Sutton&Barto, '80s)

@ Adaptive version of policy iteration

@ Value function: instead of solving the linear
equations

Vi) = ( )+ 7 Vel >>)
it is computed by (TD(O) algorithm)

Vis)=V(s) (1 —a)+ oz(fr + AV (s ))

@ experience tuple (s,a,r,s)
learning rate «



Temporal Difference learning

Vis)=V(s)(1—a)+ oz(fr + ny(s’))

@ Every time state s is visited, V(s) is closer to
r+~yV(s')

]
I estimated value of next state
instantaneous reward

@ Idea: r++V(s') is a sample of the value V(s),
incorporating the actual instantaneous
reward. In the long run should estimate the
expectation value and thus compute true V(s).



Temporal Difference learning

@ If learning rate is slowly decreased in the
proper way, and the policy is fixed, then
TD(0) is guaranteed to converge to the
optimal value function.

@ TD(0) looks only one step ahead. More
general: TD(\) updates all states according
to some eligibility criterion. Faster than
TD(0), but more computationally expensive.



Q-learning
(Watkins, '89)

@ Integrates value estimation and policy optimization
@ Easier to implement than TD

@ Extremely popular (“the only RL algorithm that
actually works”)

@ Insensitive to exploration: Q values will eventually
converge to optimal values independent of specific
exploration strategy; BUT: all state action pairs
have to be tried often enough!



Q-learning

@ Action value function, assuming that learner
takes action a in state s and then acts
optimally ever after: QQ*(s,a)

@ Value of s, assuming that the best action is
taken initially: | 1+ (s) = max Q* (s, a)

@ Can write Q recursively

Q(s,a) =1(s,a) +7 ) p(s']s, ) max Q*(s',a')

@ Optimal policy 77(s) = argmax Q*(s',a’)

a



Q-learning

Q(s,0) =7(s,a) +7 ) _p(s'ls,a) max Q*(s', a)

@ Estimate the Q values on-line using a method
similar to TD(0).

@ Use them to define the policy (by taking the
action with maximum Q value.

@ Q-learning rule:

Q(s,a) = Q(s,a) (1 — a) + 04(7” - 7y max Q(s', a,’))



Q-learning

@ Asymptotically converges (each action tried an
infinite number of times in each state) and the
learning rate is decreased appropriately

@ During learning, It may not be appropriate to
take the action with the highest Q value
because it may mean that some action-state
pairs are no fired enough times
-> Exploration?

@ No theoretical guidance for exploration-
exploitation trade-off. Heuristics are used.



Partially observable
environments

@ Most real-world environments: agent can not
measure the state of the world

@ Instead agent senses signals that carry
information about the state of the world,
but this information has to be extracted.

@ Agent can use internal states to estimate
world states.



PoMDP

@ Partially observable Markov Decision Process.

@ Model the environment as an HMM (using known
techniques such as forward-backward algorithm).

> action
input: current sensafion [F * ‘,

@ Use that model to find the optimal policy.

belief state

>

@ Difficulty: belief state space is continuous.



Some successful
applications

@ Backgammon Player TD-Gammon
@ Pole-stick balancing and juggling

@ Elevator dispatching



TD-Gammon

Tesauro, 90

@ Backgammon has roughly 10”20 states
@ Can not learn by using a lookup table (too large)

@ Uses function approximator for the value function:
3-layer feed-forward neural net; backpropagation
algorithm.

@ Learn map: Board position -> Probability of victory



TD-Gammon

@ observe a sequence of board positions starting
with opening position and ending with final
position: x(t), t = O, ..., t+T.

@ the network output signal y(t) for each x(1) is the
estimate of the expected outcome of the game

@ network weights are changed using TD()):
t

Aw = oAy Z)\t_k V w Yk
k=1
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TD-Gammon

@ Training by months of self-play.
@ No exploration strategy used; just greedy action

@ Convincing results:

Hidden | Treiming Opponents Resulis TD-Gammon 0.0:
Units Games I

[ TD-Gam 0.0 300,000 Tied for Best «——— Poor results
| TD-(Gam 1.0 “ H_DhEItlE: Magnnﬂ: wo | =13 pta f 51 games agains.l. human

[TD Gam20 | 40| 800,000 ~T pts /38 gammes

TD-Gam 2.1 | 80 | 1,500,000 B bertic —1 pts / 40 games expert players

TD Cam 50T 80 T TSW000 +6 pts /20 games

@ 1.0 up Involved hand-crafted features of
backgammon board positions!

@ Does not easily carry over to other games such
as GO and Chess



