
ICS 443: Parallel Algorithms

Homework 3

Due: Wednesday, October 11, 2017, 9am

Instructions: You may discuss the problems with other students in the class,
but you must write up the solutions on your own and give credit to the students
with whom you discussed each problem.

1 Quicksort – 50 pts

In lecture we saw an overview of how to implement quicksort in parallel using
segmented prefix sums. In this homework you will work out the details of the
algorithm.

1: function quicksort(keys, n) . sort array keys[1..n]
2: flags = new array of size n . segment boundaries
3: pivots = new array of size n
4: cmp = new array of size n
5: par-init(flags, n, 0) . initialize flags[1..n] to 0’s
6: flags[1] = 1
7: while (not isSorted(keys, n)) do . check if the array is sorted
8: pivots← segmented-copy(keys, flags, n)
9: cmp← compare(keys, pivots, n)

10: partition(keys, cmp, flags, n)
11: updateFlags(flags, keys, pivots, n)
12: end while
13: end function

The above quicksort operates as follows. The algorithm repeats until the
whole array of keys is sorted. It picks the first element of each segment to be a
pivot. To compare the pivot with each element of a segment, it replicates the
selected pivot across the entries of the segment (line 8). Then it can perform
the comparisons of line 9 efficiently. The array cmp stores the results of the
comparisons. Specifically, cmp[i] = −1 if key[i] < pivot, cmp[i] = 0 if key[i] ==
pivot and cmp[i] = 1 if key[i] > pivot. Then using the information from cmp, it
partitions keys within the segment into sections that are smaller than, equal to,
and greater than the pivot (line 10). Finally, in preparation for the next round,
updates the flags with new boundaries of the segments (line 11).

Here is an example of execution of the above algorithm:
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keys = [6 9 3 1 8 4 9 3]
flags = [1 0 0 0 0 0 0 0]

pivots = [6 6 6 6 6 6 6 6]
cmp = [0 1 −1 −1 1 −1 1 −1]
keys = [3 1 4 3 6 9 8 9]
flags = [1 0 0 0 1 1 0 0]

pivots = [3 3 3 3 6 9 9 9]
cmp = [1 −1 1 0 0 0 −1 0]
keys = [1 3 3 4 6 8 9 9]
flags = [1 1 0 1 1 1 1 0]

In this problem, you will write down the pseudocode for each procedure of
quicksort. Make sure that each of your procedures runs in at most O(log n)
time and O(n) work in the CREW PRAM model.

(a) (10 pts) Write down the pseudocode for isSorted(keys, n) procedure, which
tests if the input is sorted. Argue why your pseudocode returns the correct
result and analyze its time and work complexity.

(b) (10 pts) Consider the binary operator copy which returns the first of its two
arguments:

a← copy(a, b)

Prove that copy is an associative operator. What is the identity of copy?
If you cannot find it, modify the above definition of copy so that your
new copy operator is still associative and contains the identity. Conclude
that you can implement segmented-copy(keys, flags, n) in line 8 of the
quicksort algorithm in O(log n) time and O(n) work.

(c) (10 pts) Write down the pseudocode for compare(keys, pivots, n) proce-
dure. Analyze the time and work complexity of your implementation.

(d) (10 pts) Write down the pseudocode for partition(keys, cmp, flags, n) pro-
cedure. It should place all items within a segment that are smaller than the
pivot to the left, all items that are greater than the pivot to the right, and
all items that are equal to the pivot in the middle of the segment, similar to
the example above. Make sure you do not use more than O(n) space across
all processors. Prove that your algorithm works correctly. Analyze the time
and work complexity of your algorithm.

(e) (10 pts) Write down the pseudocode for updateFlags(flags, keys, pivots, n)
procedure. Make sure it sets flags[i] = 1 at the beginning of each of the
three new segments (smaller than, equal, and greater than the pivot) within
each old segment. Analyze the time and work complexity of your algorithm.
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(f) (BONUS: 10 pts) The above quicksort implementation chooses the first
item of a segment as a pivot. How would you modify it to choose a ran-
dom item within the segment as a pivot? You may assume you have
a procedure rand(k), which returns a random integer between 0 and some
integer parameter k in O(1) time.

2 Parallel Search – 50 pts

In lecture we have learned how to search for some value x in a multiway (p+1)-
way tree in O(logp+1 n) time. We also saw a relationship between binary search
in a sorted array and a search in a balanced binary search tree (BST). There is
a similar relationship between parallel (p + 1)-way searching in a sorted array
and searching in a balanced multiway (p + 1)-way search tree. In this problem
you will design a parallel algorithms to search for a value x in a sorted array in
O(logp+1 n) time without constructing the search tree.

Recall the definition of a (p+ 1)-way search tree: Each node v of the search
tree contain p keys, key[1..p], and p + 1 pointers to p + 1 children, child[0..p].
Then in a valid (p + 1)-way search tree, every node v stores in the subtrees
rooted at the i-th child, the following elements:

• All keys stored in the subtree rooted at child[0] are smaller or equal to
key[1].

• If 1 ≤ i ≤ p−1, all keys stored in the subtree rooted at child[i] are greater
than key[i] and smaller than or equal to key[i + 1]

• All keys stored in child[p] are greater than key[p].

(a) (10 pts) One way to search in a sorted array of items is to first construct
a balanced (p + 1)-way search tree on the elements of the array. Given a
sorted array A of n items, which elements of A will be in the root of the
tree? You may assume that p divides n evenly.

(b) (10 pts) Let A[l] = key[i] and A[r] = key[i+ 1] in a node v of a search tree.
Which elements of array A would be stored in the subtree rooted at child[i]
of v?

(c) (30 pts) Design an (p+1)-way searching algorithm on a sorted array. Write
down the pseudocode and prove its correctness. Analyze the time of your
algorithm if it were implemented in a p-processor CREW PRAM model.
Hint: generalize binary search to (p + 1)-way search using the information
from parts (a) and (b).
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