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Abstract

Wireless ad-hoc sensor networks collect data in real time. In this
paper we present routing protocols and data display techniques that
we have applied in a wireless ad-hoc sensor network used to study en-
dangered plant species. The two routing protocols are MOR, which
balances transmission load across all available paths, and GEO, which
uses a new approach to exploiting the inherent scalability of geo-
graphic routing. Both protocols provide higher performance than es-
tablished protocols originally developed for routing in Mobile networks
(MANETs). The display algorithms are designed to maximize the in-
telligibility of the large amounts of data collected by these networks.

Keywords: wireless sensor network, routing protocol, energy-efficient
routing, sensor network data display, environmental data display.
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1 Introduction

Wireless sensor networks are becoming more common as the technology
evolves. Enabling technology includes energy-efficient processors with more
memory and more processing power, as well as new short-range wireless
communication systems and standards including 802.11, Bluetooth, and pro-
prietary serial radio systems. These sensor systems can be used to build
networks where every system transmits data of its own and also forwards
data from other nodes. These networks are referred to as ad-hoc networks
if there is no central organizing point of communication and all nodes are
equivalent peers.

The Pods project at the University of Hawaii has been designing and
building wireless ad-hoc sensor networks to observe the environment in ar-
eas where endangered plants live. Hawaii has many endangered species of
plants and animals. Hawaii also has pronounced microclimates, so that a dry
ecosystem may be just a few miles away from a rainforest. Accurately map-
ping these microclimates has been challenging, since conventional weather
stations are both too expensive and, in sensitive areas, too large and dis-
ruptive. The pods, in contrast, are designed to be inexpensive and easily
camouflaged, so they can be deployed every few hundred feet between the
area of interest and the nearest Internet connection. Current pods are de-
signed to measure sunlight, temperature, wind, and rainfall. Some pods are
also equipped to take high-resolution images of the plants and their environ-
ment. We have already made preliminary deployments of pods to monitor
a rare plant species, Silene Hawaiiensis, in the Hawaii Volcanoes National
Park, and are planning future deployments.

Figure 1: One of the first ever pictures of a Silene Hawaiiensis in flower,
recorded by a pod in a preliminary deployment.

The data is transferred from one pod to the next until it reaches a pod
that is connected to the Internet. Data transfer needs to be in near real time,
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so that scientists monitoring the data can determine whether the situation
is of sufficient interest to warrant a relatively expensive site visit. In our
design, we have chosen to support the arbitrary TCP/IP traffic, among
nodes themselves and between nodes and the base station.

Of the many issues involved in building such a network and making it
reliable, this paper focuses on two: routing the data around the network,
and conveying the resulting data to users in ways that usefully summarize
the information. Section 2 describes MOR, a routing algorithm for wireless
ad-hoc networks that tries to avoid depleting the energy in a particular node
by load balancing different routes to a given destination whenever possible.
Section 3 describes Geo, a routing algorithm for wireless sensor networks
that uses geographic routing whenever possible, and a small amount of in-
formation about the network as a whole for those times when geographic
routing is not feasible. Note that MOR is suitable for both mobile and fixed
ad-hoc networks but relies at least partly on broadcasts, which become inef-
ficient if the network is extremely large. In contrast, Geo is scalable to very
large networks, but is not particularly appropriate for networks where units
might be mobile. Finally, Section 4 addresses our techniques for displaying
and summarizing multivariate geographic data, Section 5 relates our work
to other work in the field, and Section 6 summarizes the paper and presents
some conclusions.
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2 MOR: The Multipath On-demand Routing Pro-
tocol

The MOR protocol is an on-demand routing protocol designed to be energy
efficient and robust for use in sensor networks. MOR utilizes a multipath
scheme to achieve robustness in the face of node failures and to prolong
network lifetime by distributing energy use. MOR was designed as an on-
demand protocol both to conserve energy while idle, and because other on-
demand routing protocols were observed to perform well in mobile ad-hoc
wireless networks [3].

2.1 Network Model

MOR is modeled as a set of nodes, each with an address, a sequence number,
a cost, a routing table, and a queue. Every node is uniquely identified by
an address. Sequence numbers are used to detect duplicate packets, and are
useful for controlling network floods. As in distance-vector routing, the cost
of a node is added to the cost field of each packet the node receives. The total
cost of a route is then measured by adding the cost of all the nodes which
received the route message. MOR discovers routes in two ways, actively
through route control messages, and passively by observing traffic passing
by.

2.2 Route Discovery

Routes in on-demand routing protocols are typically discovered via a net-
work flood. While MOR also makes use of a network flood to discover routes,
it takes measures to minimize the number of network floods necessary for
packet delivery.

If node A wants to communicate with node B, and node A does not have
a route to node B, then A will broadcast a route control message indicating
it is looking for B. Each node which forwards this message will add its cost
to the message, until the message reaches B. Nodes forwarding the route
control message construct a route entry (RE) for the route back to A.

RE ≡ (dest, seq, cost, next_hop, last_used) .

If a node receives the route message and already has a route entry for A, it
will

• ignore it if the cost is higher,
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• ignore it if the message is old (by comparing sequence numbers),

• delete old REs and treat the message as new if the cost is lower, and

• construct another RE if the cost is the same and next_hop is different.

The purpose of the network flood is to effectively create a gradient with
node A as the sink. Node B will then send a route return message to A.
This message propagates back along the gradient.

Multiple routes are formed by a route control message, so node A will
not need to execute another network flood to find B unless all the multipaths
breaks. Since the nodes forwarding the network flood now have one or more
routes to A, they will not need to execute a network flood to find A. If A
was the base station in a sensor-network, all nodes sending data to A will
not need a network flood. If all data gathered were destined for the base
station, then just one network flood could setup all necessary routes.

Besides network floods, MOR also discovers routes by observing traffic.
A data packet from node A, forwarded by neighbor node B, can be used to
construct a route to A if the route does not already exist. This behavior
further minimizes the use of network floods and discovers routes without the
need to transmit control packets.

2.3 Multipath and Load balance

If multiple routes exist, it is possible to load balance traffic among those
routes. Given multiple route entries (REs), a node should choose a different
RE for each consecutive data packet routed. Any number of schemes may
be used: round robin, random RE, or least recently used. MOR currently
uses the least recently used scheme, which chooses the RE with the smallest
value of last_used.

2.4 Protocol Analysis

Since simulation was done in ns-2 [5], protocols readily available in ns-2
were considered for comparison. DSDV and TORA were not considered for
this presentation because only DSR and AODV performed well in [3] and in
our simulations. A comparison between our protocol, DSR, and AODV is
presented.
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Figure 2: Example test topology.

2.4.1 Experiment Setup

The topologies used in our experiments were randomly generated sensor-
networks with an observation area and a base station. The observation area
has a radius of 400m, while the center of the observation area is 1200m from
the base station. 100 nodes were randomly placed in the observation area
while 24 nodes were randomly placed to relay data to the base station. Since
we are interested in getting detailed observations of the observation area,
nodes in the area are fairly close together and many packet collisions are
expected due to the density.

Nodes have a range of 250m and were given a large amount of initial
energy, measured in energy units (eu). The receive/transmit energy ratio of
rx
tx = 0.5 was taken from that of the Proxim RangeLAN2 card mentioned by
Jones et al [12].

Ten topologies were randomly generated from the above constraints and
used to test the routing protocols.

2.4.2 Data Traffic

Nodes in the observation area are equipped with either a weather sensor or a
camera. There are 10 camera nodes and 90 weather nodes, with the camera
nodes sending ∼ 1

2MB of data and the weather nodes sending ∼ 7KB of
data every hour. The task amounts to sending ∼ 4.94MB of data.
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TCP with a large maximum window was used to test the protocols in
realistic network conditions.

2.4.3 Metrics

In comparing the protocols, the following metrics were used.

• Time: The amount of time it takes for each protocol to complete the
task. In a sensor network, nodes often take measurements, transmit
them to the base station, and then sleep until the next scheduled sync
time. If a protocol is known to complete a task in no more than X sec,
then the network may safely go to sleep X seconds after a sync. Being
able to sleep earlier saves energy as sleeping devices take considerably
less energy than active devices1.

• Energy : The energy use of the entire network. This energy was used
for data packet transmission/reception, and control packet transmis-
sion/reception. In this measurement, we do not include the idle power
energy consumption of the card, nor the energy required for com-
putation. Since all protocols delivered a fixed amount of data, the
energy/data ratio was calculated to express the energy required for a
certain amount of work done.

• Delivery ratio: Due to collisions, packet drops occur in our experi-
ments, resulting in TCP retransmissions. The delivery ratio is the
TCP measurement of the number of bytes received over the number
of bytes sent.

• Max node energy use: The energy used after completion of the task
by the node with the highest energy usage in the network.

2.4.4 Results

Table 1 shows the performance of MOR and of DSR and AODV under
the experimental setup described above. We have also run the geometric
routing protocol, GEO, on some of these topologies – the results for GEO
are discussed at the end of the next section.

MOR has lower numbers in all metrics except for delivery ratio, which
is higher. It can be concluded that MOR is more energy efficient than the

1The WaveLAN I card was measured to have a 177.3mW of power for sleep versus a
1319mW of power for idling [6]
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Table 1: Comparison of Protocols. Values were averaged over 10 experi-
ments.

MOR DSR AODV
Time (sec) 785.20 1242.0 1316.9
Energy Use (eu) 8660.2 13512 11231
Delivery Ratio 0.853 0.850 0.794
Energy/Data ( eu

KB ) 1.6718 2.6087 2.1683
Max Node Energy Use (eu) 105.97 151.24 126.07

other protocols measured, in part because of its multipath nature and in
part because more of its packets reached their final destination.

MOR and DSR have nearly the same delivery ratio, but DSR used 56%
more energy than MOR. This suggest that DSR has a much higher op-
erational overhead than MOR. Feeney [6] observes that the cost of source
routing headers isn’t very high, but operating in promiscuous mode for route
caching and response is extremely expensive. The energy difference may be
due to promiscuous mode since MOR does not need to operate in such a
mode.

AODV used 30% more energy than MOR, but completed the task much
more slowly. AODV sends more broadcast traffic than DSR, and initiates
route discovery more often [6]. The cost of broadcast traffic is also very
high [6], so the difference in energy between AODV and MOR could be
explained by MOR’s multipath nature, which minimizes route initiations,
network floods, and retransmissions.

The max node energy use indicates that all protocols load balance in
about the same manner, largely because most of the nodes in the network
(100/124 nodes) were sending packets at the same time.

Our simulations also show that the energy used for transmission only
constitutes about 1-2% of the energy used for sending and receiving packets,
so the remainder is used for receiving packets.
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3 The Geometric Routing Protocol

The Geometric Routing Protocol (GEO) is designed for moderate to large
scale wireless network such as the networks built for the Pods project. GEO
uses the geographic position of the wireless nodes and of the destination to
route packets in an ad-hoc network. Using the geographic information to
route an incoming packet to the desired destination by greedily sending to
the neighbor which is closest to the destination is intuitive, and the resulting
route should be the shortest path from the source to the destination – this
is known as Geographic Routing [7]. Note that locations can be represented
as integers – straightforward encodings give a precision of approximately
0.009m in the east-west direction and 0.005m in the north-south direction.

Problems with geographic routing arise since the algorithm always for-
wards data in the direction of the destination, but there may be no nodes
in that direction. In fact, one node may finds itself closer to the destination
than all its neighbors, and yet a path that temporarily sends the packet
farther away could eventually reach the final destination. In other words,
the packet is stuck at a local maximum, and a greedy algorithm cannot get
around the obstacle. In these cases, some other routing method must be
applied.

3.1 The Geometric Routing Algorithm

GEO solves the problem of local maxima by using a variant of the link state
routing algorithm. GEO distinguishes interior nodes, which are surrounded
by their neighbors, from nodes on the edge of an “empty” area – these are
perimeter nodes. Intuitively, a node is surrounded if, for any given direction,
it has at least one neighbor to which it can greedily send packets for that
direction. More formally, a node is surrounded if the angle between each
two successive neighbors is 120 degrees or less. If the angle is 120 degrees or
less, a node is guaranteed to be able to find a neighbor closer to an arbitrary
destination. If the node is not surrounded, it is a perimeter node. Perimeter
nodes exchange information about their own location and their perimeter
neighbors’ locations. This information is used to build a spanning tree of
the shortest path to each node on the perimeter, and the spanning tree is
used to forward packets when pure geographic forwarding fails. The packet
is forwarded along the shortest part of the perimeter connecting to the node
on this perimeter that is nearest the destination, then geographic forwarding
resumes.

GEO has been designed specifically for wireless sensor networks with low
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mobility. This gives some advantages when comparing to other common
routing techniques:

• The perimeter information is collected periodically, and thus the over-
head can be considerably less compared to on demand protocols such
as DSR, which require flooding the entire network to discover routes
to new destinations.

• If the wireless network has n nodes and only p of these nodes are on
the perimeter, the number of nodes exchanging routing information is
p rather than n. This can be a considerable performance improvement
compared to a conventional link state algorithm. In a worst-case de-
ployment p could be as large as n, but in the common case can be as
small as O(

√
n).

3.1.1 Geographic Forwarding for Surrounded Nodes

We assume that radio range extends a fixed distance in all direction around
a node. While this is not true in practice, it is a reasonable approximation
of reality and is a common assumption in research.

Destination

BA

P2 P1

120 degrees

C

N1N2

S

Figure 3: A node’s surrounded status depends on the angles among succes-
sive neighbor nodes.

Lemma 3.1 For an arbitrary destination node D and a surrounded node
S, either D is within range of S, or S can find a neighbor which is closer to
D.

Proof: Suppose Node S is surrounded. Nodes N1, N2 are two neighbor
nodes of Node S that are adjacent, that is, there is no other neighbor node
of S that is between N1 and N2. These nodes are at distances d(N1, S)
and d(N2, S) from node S. By the definition of a surrounded node, the
angle N2 − S − N1 must be less than or equal to 120 degrees. Set R =
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max(d(N1, S), d(N2, S)), and find points P1 and P2 at distance R from S
and at the same angle from S as N1 and N2. Draw an arc centered at S
with radius R, and select point C in the middle of the arc. Call A the area
outside the arc P1− C, and B the area outside the arc P2− C.

If the angle P1 − S − P2 is 120 degrees exactly, d(P2, S) is equal to
d(P2, C), since all angles are 60 degrees and the triangle is equilateral. Every
point D along or outside the arc SC (i.e. in the area B) is closer to N2
than to S, since the angle D−S−N2 is less than 60 degrees while the angle
D −N2− S is larger than 60 degrees. Likewise, any point in the area A is
closer to N1 than to S. If the angle P1 − S − P2 is less than 120 degrees,
these inequalities still hold, but are strict.

Note that there can be no nodes inside the arc, since such nodes should
be reachable directly from S, violating the premise that N1 and N2 are
adjacent neighbors.

3.2 Simulation results and analysis

3.2.1 Simulation environment

We simulated GEO in ns-2, using the wireless extensions developed at
Carnegie Mellon. This simulation environment offers high fidelity, as it
includes full simulation of the IEEE 802.11 physical and MAC layers. More-
over, by using the same simulation code base as the measurement study
used to evaluate DSR, we ensure our results are directly comparable to
those published previously[3].

Most researchers use topologies where nodes are placed at random within
a given area (method 1). This has the limitation that the network may not be
connected. We randomly place nodes within radio range of the previously
placed node (method 2). GEO was tested against DSR in two randomly
generated topologies generated by Method 2. The networks contain 80 and
200 nodes respectively, shown in Figure 4, parts (a) and (b). Part (c) of the
same figure was also used for testing, as a particularly challenging example
for geographic routing.

The layer setup was FTP over TCP over IP over GEO over 802.11 with
one channel for data packets. Route packets used GEO over 802.11 with
one channel. The bandwidth was set at 2Mb/s and the TCP window set at
20KB.

For each test, 100, 200, 400 and 800 pairs of TCP traffic are generated
according to a designated pattern. Every minute a random pair is generated
and carries out an ftp session, which lasts 1.5 minutes. The source and
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destination of the TCP traffic are randomly selected.

Figure 4: Topologies for testing the performance of GEO.

3.2.2 Results

The number of TCP packets received is counted network-wide. Comparison
is between GEO and DSR on all three topologies. The result is shown in
Figure 5.

Figure 5: Number of TCP packets sent, plotted against number of nodes in
the network and number of pairs of nodes communicating.

As the figure shows, TCP is able to transmit slightly more packets with
GEO than with DSR. Given the same topology and same way to generate
the random TCP pairs, the number of received TCP packets reflects the
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fact that GEO has the ability to send TCP packets faster than DSR. In the
remainder of this section we consider the factors that lead to this difference
in performance.

Figure 6: Overhead (in packets), plotted against number of nodes in the
network and number of pairs of nodes communicating.

Figure 6 shows the routing protocol overhead, measured as the ratio of
the number of routing packets sent to the number of TCP packets sent. DSR
has more overheads than GEO since after GEO finishes exchanging perime-
ter information, the only overhead is that each node periodically broadcasts
its existence to its neighbors, whereas DSR must flood for each route that
is established. The figure shows that the overhead increases more for DSR
than for GEO when the network becomes larger. This reflects the scalability
of the GEO, which works better with large networks.

The latency of a TCP packet is the interval from the time the packet is
sent to the time the packet is received. The data shown in Table 2 is the
percentage of packets sent with a latency in the range of 0 − 0.1 seconds,
0.1−0.2 s, 0.2−0.5 s, and more than 0.5 s. In general, our simulation results
show that GEO packets are delivered with less latency, i.e. more quickly,
than DSR packets.

some of the topologies on which we have tested MOR, DSR, and AODV.
In these simulations, GEO had wide variance on completion time, sometimes
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Table 2: Comparison of delivery times (in seconds).

time up to 0.1 0.1-0.2 0.2-0.5 0.5 or more
GEO 42.8% 26.6% 24.0% 6.6%
DSR 38.7% 24.4% 27.2% 9.7%

taking more than twice as long as MOR, but most of the time taking ap-
proximately the same time as MOR to complete the given task. The energy
consumed was comparable to the energy used by AODV, and the maximum
energy for any one node was somewhat less than for AODV and somewhat
higher than for MOR. We note that these are relatively small networks,
with a diameter of approximately 7 hops, and we expect GEO to substan-
tially outperform the other protocols as the network size increases. This is
confirmed by the graphs in Figures 5 and 6. We also note that these tests
do not exercise the perimeter routing features of GEO, since all packets are
delivered by pure geographic routing.

3.2.3 Discussion

GEO is designed for sensor networks in which the nodes either don’t move
or move relatively slowly. Therefore, the simulation and comparison is done
without considering mobility. DSR is designed for Mobile Ad hoc networks
(MANETs), and as we have seen performs poorly compared to an algorithm
designed specifically for static sensor networks. In addition, GEO is designed
to scale to very large sensor networks.
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4 Data Display

To display all the information gathered by a series of pods and sent back
by our wireless sensor networks, we are developing an information interpre-
tation system. The objective of this system is to convert raw climate and
weather data into visual formats that can be easily understood by people.
The system also provides an environment on the Internet for people to access
the data and to observe the area in which the sensor networks are deployed.
In this system, users can get current (near real time) or historical views of
environmental data and thus derive conclusions based on substantial under-
standing of the available data. We also expect that people can form online
communities to exchange their conclusions about their observations and to
discuss their points of view interactively in this system. By means of these
features we can fulfill our ultimate goal - not only gather the data from the
area in which sensor networks are deployed, but also convey and translate
them for scientists to analyze and discuss.

In the development of this information system we adopted and combined
several technologies: database management systems, geographical informa-
tion systems, interactive web programming and human computer interactive
design technology. We have a GPS (Global Positioning System) position for
each pod, and one challenge we encountered is how to display the distri-
bution of the data attributes in a real-world map in ways that would be
intuitive and easy to talk and think about. There are services on line to
allow this kind of application, and we tried some of them, but they did not
meet our requirements. So instead we selected a geographical information
system, or GIS, as the main platform to display the data. Another challenge
was how to handle the human computer interaction when people are access-
ing the data display page on the Internet. To address this challenge we are
collaborating with a human computer interactive learning project and fo-
cusing on concepts from usability engineering. This section discusses these
two technologies in more details below, as follows. First, we focus on how
we generate maps displaying the distribution of data attributes by means of
information visualization techniques. Then we will discuss how to apply the
technology of usability engineering to develop an asynchronous interactive
learning system. Because of space limitations we limit our description to
the key ideas we successfully applied in our project.
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4.1 Information Visualization

In order to pursue the goal of providing the information for people to review
and examine, we applied to our information design process the technology
of information visualization, in which visual features such as shapes and
colors can be used to code different attributes of the data. We needed to
choose a software platform to execute this function, and we selected the
GRASS GIS [9] (GRASS stands for Geographic Resources Analysis Support
System).

Since we are dealing with a large amount of data, we use a database
for data storage. Our project relies on the PostgreSQL database. The data
stored in the database includes rainfall, temperature, light level and moisture
gathered from the areas under observation.

In adopting GIS technology to our project, we need to import real-world
maps and do image processing and rectification on these maps. This is done
in GRASS. We also developed an interface between the GIS GRASS and
PostgreSQL. This interface is used to get the data from the database into
the GIS for processing, and to convert the data from the database format
– decimal or floating point – to the integer formats that are suitable for
GRASS.

The main algorithm we adopted in GRASS is the one for generating
Voronoi Diagrams in which each polygon covers one pod. As an impor-
tant geometric data structure in geographic analysis, Voronoi diagrams are
pervasive in GIS [20]. Voronoi diagrams segment the space into distinct
polygons (called Thiessen polygons), and each tile covers the area that is
nearest to one pod. In GRASS we use the sweepline algorithm developed
by Steve J. Fortune [8]. His algorithm avoids the difficult merge step of the
divide and conquer technique and runs with complexity O(n log n). This
property is important for relatively complicated data processing because we
are dealing with large amount of information.

After Voronoi Diagrams have been generated, we apply our color cod-
ing scheme to group neighboring sites with the same attribute data into a
uniform area with the same color, as follows.

The purpose of the color coding scheme is to use different colors to
represent the levels of attribute data such as temperature, light, and rainfall.
However, the data collected by the sensors are independent of each other.
This means we have to find a way to combine them in one diagram. The goal
of information design is to help users perceive, interpret, and make sense of
what is happening [21]. In order to pursue this goal, we designed the data
representation scheme in terms of the information visualization perspective.
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For example, we use bright color to represent areas where the sun shines
more brightly, and we use colors such as blue for cold and red for warm
temperatures. This is strongly related to people’s perception, and it gives a
good context to interpret the displayed information. Over several iterations,
we carefully designed the color coding scheme according to people’s intuition.
It is easy for viewers to understand what is going on in that area with the
colored display.

Some parameters are more easily represented using shapes and symbols
than using colors. In this case, as much as possible we use familiar shapes, for
example, we use rain drops to indicate the area where it is raining. Hence,
by color coding and shape representation we successfully convey detailed
information to people who wish to observe or examine the environmental
conditions on the site of their interested areas.

In addition to designing the color scheme and grouping the areas nearest
each pod, we also apply the standard deviation to make areas with similar
data levels the same, and areas with sufficiently different data levels dis-
tinctly different. For instance, when our system shows an area on the map
that has higher brightness than the average for the whole map, an observer
knows that the brighter area is at least one standard deviation brighter than
what is reported by the other points on the map. The one standard devia-
tion threshold is the default when the user initially accesses the map display
page – we also plan to let users assign the threshold levels. In the section fol-
lowing this one we talk about how to let user to input the data interactively
in a specific environment – an asynchronous interactive learning system.

The last step of our information visualization process is to display the
data on real-world maps. As mentioned before, we import existing maps
into GRASS. These maps are used as the background in the data display
page. We merge the maps with the Voronoi Diagrams that we generate in
GRASS according to our color coding scheme. Thus we can display the
distribution of attribute data in a two-dimensional space, i.e. a map. This
is a feasible way for people to view and examine the data in an acceptable
visualization format.

The final result resembles the map shown in Figure 7.

4.2 Interactive Data Access

The major advantage of user interface design technology based on usability
engineering over traditional displays such as maps is the possibility for dy-
namic redisplay. Computer-based displays can be dynamically restructured,
changed in size, filtered, and animated [21]. This indicates the feasibility
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Figure 7: Example map displaying the data returned by four deployed pods.

of constructing an interactive system to provide an online environment for
viewers to query the data from the database, observe the events on different
sites, and interactively discuss their points of view. We need a variety of
web development technologies to design and implement this functionality,
and to do this we are cooperating with a research team led by Dan Suthers
of the University of Hawaii.

As has been indicated to us by Kim Bridges, a botanist at the University
of Hawaii and a PI of the pods project, the interpretation and analysis
of the data gathered so far in our observations of the rare plant Silene
hawaiiensis has never been done in the field of ecology. As in all scientific
studies, hypotheses need to be proposed, tested against the available data,
and refined appropriately [24]. In order to work with these hypotheses and
reach the appropriate conclusions, we need to combine the data visualization
tools we developed, some of which emphasize the spatial distribution using
maps as we described above, while others may showed in the chronological
charting of the data. With all these restructured data formats, we need
to build an online asynchronous collaborative learning environment named
artifact-centered discourse [24] to form an online community among the
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participants who are viewing the data. In this community, the professionals
or students can build their individual hypotheses and arguments based on
the results of investigation, by accessing the data visualization tools to view
the current or historical data stored in the data base. Users can then discuss
their hypotheses asynchronously and interactively in various conversation
threads, which may lead them to draw reliable conclusions and to refine
their theories [23].

The concept of knowledge representation has also been emphasized by
Dan Suthers [24] because the conversations about the data will be as mul-
tifaceted as the data itself, with relevant lines of thought being distributed
across multiple conversational threads and associated with different arti-
facts.

In brief, the goal of this subproject is to apply technology of scenario-
based development of Human-computer interaction, discussed in modern us-
ability engineering topics, to our information interpretation system. There-
fore, end users can get relatively reasonable and accurate conclusions with
little ambiguity. This functionality is currently under development. While
we are developing this information interpretation system specifically for the
pods project, we also expect it will apply to more generic sensor networks,
including wired networks. The end result should be to make the sensor
networks friendlier to users and more flexible to meet the requirements of
different applications.
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5 Related Work

Earlier stages of this work were summarized in an article [1] co-authored by
one of the authors of this paper. In comparison to that work, this paper
provides substantially more details about the protocol design, as well as per-
formance comparisons between MOR, GEO, and well-established protocols.
This paper also provides a much more detailed description and rationale of
our data display system.

There have been many design goals for protocols for wireless ad-hoc
networks, ranging from providing greater scalability to energy conservation.
In another paper by two of the co-authors [16], we proposed five major
parameters for evaluating wireless ad-hoc networks: Energy Efficiency, Low
Mobility, Self Configuration, Multipath Capability, and Scalability.

Two major protocols which we have compared against are Dynamic
Source Routing [11] (DSR), and AODV [18]. These are compared to DSDV
and TORA in a paper by Broch et al. [3] that focuses on comparing pro-
tocols under dynamic conditions, that is, when the communicating units
move in physical space. For sensor networks, dynamic conditions do not
accurately reflect conditions likely to occur in the field, and our own sim-
ulations have been restricted to static configurations. Another drawback
of using these protocols in sensor networks is that their reliance on flood-
ing makes them inefficient when the network size becomes sufficiently large.
While MOR and GEO also rely on flooding, MOR is specifically designed
to minimize the number of floods, and GEO only floods routing information
around perimeters.

We have not compared against specialized sensor network routing algo-
rithms such as Directed Diffusion [10], since these algorithms are designed
to accomplish specific tasks within the network and not support general
communication such as would be required for TCP/IP.

5.1 Geographic Routing

Geographic routing [7] is a technique to utilize the location of the nodes to
efficiently route data packets to their intended destination. The problem of
local maxima in geographic routing has long been recognized.

W.Liao et.al. have proposed GRID [14], which uses geographic informa-
tion to subdivide a given area into squares and to elect a representative leader
for each square. This gives good scalability because the amount of routing
information is reduced, and supports mobility because leaders can forward
packets when a node leaves the square. GRID does not scales quite as much
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as GEO, since the number of nodes participating in routing is proportional
to the area that is covered by the network (though GRID does assure that
the proportionality constant is very small), whereas average-case number of
nodes participating in routing for GEO only increases in proportion to

√
n.

SLURP [27] is a scalable geographic routing algorithm that relies on
forwarding to accomodate mobility. The routing overhead for SLURP is
reported to scale as n3/2, which is still somewhat greater than GEO, where
the routing overhead in the average case (where O(sqrtn) nodes participate
in routing) only scales as n.

GEAR [29] forwards packets according to the geographic routing algo-
rithm until a local maximum is reached, at which point a neighbor is selected
to forward the packet. The neighbor selection process uses purely local infor-
mation, which causes GEAR to potentially select inefficient routes compared
to the routes selected by GEO.

Bose et al. [2] conducted research on usage of Gabriel graphs for imple-
menting greedy perimeter forwarding. Improving on their efforts, Karp et
al. [13] considered both Gabriel Graphs (GG) and Relative Neighborhood
Graphs(RNG) for Greedy Perimeter Stateless Routing, GPSR. Both these
algorithms use only local information to forward along a perimeter – basi-
cally, greedy perimeter forwarding – and hence also suffer from the same
problem as GEAR, the inability to choose the shorter perimeter. GPSR
must also operate all nodes in promiscuous mode, which requires larger
amounts of energy to process incoming packets.

5.2 On demand Load-balancing and Multipath Routing

Many different protocols have used gradients [19], or equivalently distance-
vector algorithms [18], but most of these protocols only use a single route to
a given destination. MOR uses these gradients to establish multiple forward
and reverse paths from a sender to a destination.

Nasipuri et al. [17] study two theoretical variations of DSR which would
provide multipath routing. They find that multiple paths provide greater
redundancy in case nodes move, often avoiding the need for additional net-
work floods to re-establish paths. They also find that multiple paths provide
more benefits than a single additional path. However, their protocol only
extends up to one additional route per node, whereas MOR supports as
many alternate routes as the network will provide. We also disagree with
their conclusion that “the performance advantage from using more than
one or two alternate routes is usually minimal”, because we consider energy
consumption part of the overall performance, and more alternate routes pro-
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vide additional benefits in reducing the energy demands on the most heavily
loaded nodes.

AOMDV, the Ad-hoc On-demand Multipath Distance Vector Proto-
col [15], extends the AODV protocol to support multiple paths. Unlike
MOR, AOMDV can handle paths with different numbers of hop counts, and
the authors describe the reliability benefits of both link-disjoint paths and
node-disjoint paths, the latter being a more reliable subset of the former.
AOMDV is explicitly not designed for load balancing, though according to
the paper a node-disjoint paths would indeed provide load balancing. To
illustrate the load-balancing benefits of MOR, one may consider a network
where routes from A to B all have to go through a single “bottleneck link”.
With AOMDV, there is at most one link-disjoint path and at most one
node-disjoint path, so there will only be a single route from A to B. With
MOR, all traffic will still cross the bottleneck link, but in the remainder of
the network multiple paths will be used whenever possible, providing redun-
dancy, load balancing, and less energy loading of nodes not adjacent to the
bottleneck link.

5.3 Data Display

Our data display system uses the GRASS GIS and Voronoi Diagrams for
Information Visualization, and is an application of Usability Engineering.

Geographic Resources Analysis Support System, commonly referred to
as GRASS GIS [9], is a popular Geographic Information System (GIS) used
for data management, image processing, graphics production, raster/vector
spatial modeling, and visualization of many types of data. GRASS is capa-
ble of reading and writing maps and data to many popular proprietary GIS
packages including ARC/Info and Idrisi. Users wishing to write their own
code can do so by examining existing source code, interfacing with the doc-
umented GIS libraries, and using the GRASS Programmers Manual. This
allows more sophisticated functionality to be integrated in GRASS.

Voronoi diagrams [20] are a well-known technique in cartography. To
quote the Prisme project [26],

The Voronoi diagram of a collection of geometric objects is a
partition of space into cells, each of which consists of the points
closer to one particular object than to any others. Voronoi dia-
grams tend to be involved in situations where a space should be
partitioned into “spheres of influence”.

Voronoi diagrams partition a given space into Thiessen polygons [25].
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Using Voronoi diagrams for climatology is an established technique, as
illustrated among others by Clarke [4].

Using the standard deviation to determine areas of interest for environ-
mental data and GIS is also intuitive and not uncommon [28].

Usability Engineering [21] requires that a focus on user needs and capa-
bilities pervade the entire design process. We adopt Usability Engineering
in the design of our Information Visualization system by considering both
what information is significant to the user and what information can easily
be communicated to the user. Our collaboration with Suthers [22, 24] sup-
ports our focus on user needs and abilities by providing us with a specific
environment that supports and encourages discourse about on-line informa-
tion such as the information collected by our sensor data network.
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6 Summary and Conclusions

We have presented several improvements over existing algorithms for wireless
sensor networks.

We first presented the Multipath On-demand Routing protocol (MOR),
which provides load-balancing, leading to less energy drain in the network.
MOR can, under reasonable conditions resembling actual deployments, out-
perform standard wireless protocols such as DSR and AODV. The increased
performance is due both to the multiple path nature of the protocol, and also
to the higher persistence of the routes and the better utilization of available
routing information. MOR has been implemented and is currently used for
routing in our pods sensor network.

We have also presented the Geometric Routing protocol (GEO), which
combines the scalability of Geographic Routing with an algorithm that uses
relatively small amounts of global information to forward data around places
in the network where geographic routing fails.

Finally, we have described our mechanism for data display. Since we
have potentially large amounts of data to display, we have carefully followed
tenets of good user interface design to allow users to focus on the data
being reported rather than on how to interpret the data. These principles
encouraged us to use intuitive representations such as colors for temperature
and drops for rain, Voronoi diagrams to identify the 2-dimensional space
that corresponds to a given measurement, and customizable thresholds to
provide useful summaries.
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