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Abstract

Recent malware has become more powerful and stealthy by means of directly attacking

kernels. For a more secure computing environment, keeping the integrity of the kernel is very

essential. However, putting kernel protection into practice is very problematic since there are some

problems which originate from the design deficiencies of operating systems widely used today.

Many current operating systems provide a process with too much flexibility and allow malware to

run in the same level as the security system. Kernel attacking malware often takes the following

actions: 1) modifying a code segment; 2) executing a data segment; and, 3) accessing memory

space of different processes. The proposed system, GuestGuard,has a goal to prevent malware

from tampering with the kernel process.

GuestGuard enforces a strict policy against illegal memory usages. GuestGuard has

achieved this by extending the Intel x86 memory protection mechanism. When GuestGuard de-

tects an illegal memory access, it can dynamically stop the process. GuestGuard is implemented

on a processor-assisted virtualization system, KVM. By introducing a virtual machine as a new

security layer, GuestGuard obtained two strong points: dynamic preventionand tamper-resistance,

which the conventional security systems do not provide. In addition, because of its simple protec-

tion mechanism using a processor feature, GuestGuard can work much moreefficiently than other

security systems using a virtual machine.

GuestGuard targets the Windows operating system. By extracting the operating system

level information directly from the guest kernel memory, GuestGuard can work with Windows

without any modifications to it. GuestGuard does not have any guest side portion so that an attacker,

in theory, does not have any chance to directly attack GuestGuard.

GuestGuard has demonstrated its deterrent power against certain types of malware and

also its potential to deal with any types of malware which attacks kernel. Additionally, GuestGuard

can work with a commodity operating system and does not affect the performance of the computer

system which GuestGuard protects. GuestGuard is a promising and realistic security solution.
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Chapter 1

Introduction

Malware technologies are steadily advancing and now some malware can subvert com-

puter security systems. The demand for a more robust computing environment has been rapidly

increasing. However, we cannot expect a completely trustworthy security system for current com-

puting environments. There are three major problems, which originate from the design deficiencies

of operating systems widely used today. By taking advantage of these threeproblems, malware

becomes more powerful.

• Malware can run in the same execution level as the security system.

• A security system only has limited ways of dynamically detecting malicious behavior.

• Processes have too much flexibility.

Recent malware often tries to compromise the attacked computer system, hide its pres-

ence, and circumvent the security system. To implement this functionality, malware tampers with

the kernel. With a tampered kernel, there is no security in the computer system. Kernel integrity

is indispensable to a secure computer system. Hence, we need a solution to overcome the three

operating system design problems that allow malware to compromise the computersystem.

These operating system design problems have long been recognized. However, the cur-

rent operating system designs prioritize performance, compatibility, and portability over security.

This trend will not likely change for the foreseeable future. There is a wide gap between possible

solutions and what is offered by current computing environments. It is a difficult problem to make

current computing environments more secure without changing their design. One solution is to

introduce a virtual machine as a new security layer.
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A virtual machine can provide some advantages for the security system, especially for the

first two problems listed in the first paragraph. First, a virtual machine allowsthe system to exist

outside of the target operating system. As a result, malware cannot run in the same level as the

security system; it becomes much more difficult for malware to compromise the security system.

Second, a virtual machine can monitor memory accesses and change the execution path

of the guest when necessary. This feature provides the security system with a more responsive and

effective detection method than current security systems that run under the same operating system

as the malware.

The third problem, too much process flexibility, makes it difficult to distinguish between

malware and benign software. The range of activities in a process oftenincludes possibly malicious

activities. The attempts to discriminate malware from benign code have not been successful [38].

One promising way is to enforce a more strict, fine-grained security policy than current computer

systems employ. Some virtual machine features are also very helpful for implementing a security

enforcement policy.

From the careful observation of malware, malware often does the following: 1) modifying

a code segment, 2) executing a data segment, 3) illegally accessing data of different processes.

Benign software usually does none of these. If a security system will effectively prevent only such

activities without affecting benign software, it will be a strong deterrent against malware.

In this thesis, an innovative way to detect and prevent harm from malware is proposed. For

this purpose, a proof-of-concept security enhancement tool named GuestGuard has been developed.

By restricting the memory usage for specific memory areas, GuestGuard candetect and prevent

harm from malware. GuestGuard works under KVM, an open source full virtualization solution,

and targets Microsoft Windows XP and Intel x86 architecture.

The following chapter describes the background information about the problems and

presents related work. In Chapter 3, the objectives of this project and the thesis statement are pro-

vided. Chapter 4 describes the overview of GuestGuard, then Chapter 5explains the implementation

details of GuestGuard. In Chapter 6, GuestGuard is evaluated from the aspects of performance and

functionality, then Chapter 7 discusses the result of evaluation. Chapter 8provides future work.

Chapter 9 concludes this thesis.
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Chapter 2

Background

This chapter provides background information to help better understanding what kind of

problems GuestGuard tries to solve and what kind of technologies GuestGuard makes use of. This

chapter contains four sections. Section 2.1 briefly describes the architecture of the Windows oper-

ating system, and then explains the most targeted system components and how they are attacked.

Section 2.2 provides the current malware trend and describes some of thecurrent malware technolo-

gies. Section 2.3 provides the current anti-malware technologies and explains what kind problems

each of them has. Then, Section 2.4 covers the background information about KVM, which is used

as the platform of GuestGuard.

2.1 Windows on the Intel X86 Architecture

Microsoft Windows on the Intel x86 architecture is currently the most prevailing com-

puting environment. Therefore, Windows is the most targeted by attackers.This section briefly

describes the Windows system architecture and its major attacked points.

2.1.1 Windows System Architecture

As showed in Figure 2.1.1, the Windows operating system that belongs to the Windows

NT family is composed of multiple components and structured in a layered architecture [39]. Many

system components run in kernel mode and others run in user mode. The mainkernel mode compo-

nent is created from the file known as Ntoskrnl.exe, which is divided into twoparts. The upper part,

called Executive, is composed of several subsystems such as memory manager, process and thread

manager, I/O manager, security reference monitor (SRM) and object manager [39]. The Windows
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Executive also provides system services and device I/O control for user applications. They are ex-

ported through a user mode dynamically linked library called Ntdll.dll. The lower part is the actual

kernel, providing fundamental services such as thread scheduling andsynchronization.

Figure 2.1. Windows System Architecture

The Windows kernel is extended with some loadable kernel modules includingsome de-

vice drivers. Important kernel modules are Hal.dll and Win32k.sys [39]. Hal.dll is a hardware

abstraction layer that lets the kernel communicate with the hardware. Win32k.sys provides func-

tions for graphics and the user interface.

The user mode part is composed of environmental subsystems and subsystem DLLs [39].

In general, a user process is linked to the Windows subsystem (Csrss.exe) and subsystem DLLs such

as Kernel32.dll, Advapi32.dll, User32.dll, and Gdi32.dll. The Windows subsystem and subsystem

DLLs comprise the Windows API, through which a user application can request a low-level task to

the Windows kernel via Ntdll.dll.

2.1.2 Object Manager and Security Reference Monitor (SRM)

Under Windows, all the system resources are treated as objects. The Windows object

manager, a subsystem of the Windows Executive, consolidates the management of all objects over

the system [39]. The object manager is responsible for creation, elimination, recordkeeping, and

access control of each object. The object manager uses the Security Reference Monitor (SRM) to
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check whether a process has the proper rights to access an object. SRMis another subsystem of the

Windows Executive and defines the security context of each process or thread and decides who can

do what with each object.

2.1.3 Points of Attack inside Windows

Dynamic Link Library (DLL) and Import Address Table (IAT)

Under Windows, an external function necessary for a process is dynamically loaded into

the process address space at runtime when needed [21, 32]. The functions imported into a process

are referenced through the import address table (IAT) of the process. The shared library of Win-

dows is implemented through the above mechanism and called dynamic link library (DLL). Each

Windows API call, exported with a DLL, is mapped into a process address space through the IAT.

The IAT is an attractive place for an attacker to setup a hook since an attacker can manipulate the

result of a system task through the hooked function[9, 46].

Global Descriptor Table (GDT)

The Global Descriptor Table (GDT) [19] is an important data structure fora computer

system on the Intel x86 architecture. The GDT can hold at most 256 entriescalled segment de-

scriptors, each of which describes a memory segment. A segment is a base component of the x86

segmentation mechanism. In protected mode, each memory access always involves address transla-

tion through a specified memory segment. The GDT contains another entry called a call gate, which

contains the pointer to a system function that is callable from a less privilegedprogram. Thus, a call

gate is a very attractive mechanism to attackers since a call gate can providea malicious program

with a higher privilege [46]. The GDT can also contain system segments called the Local Descrip-

tor Table (LDT), and the Task State Segment (TSS). The LDT can providea specific process with

a different memory usage. This LDT feature can be perverted. The TSSis supposed to be used for

task switching. However, Windows does not seem to use the TSS facility.

Interrupt Descriptor Table (IDT) and Interrupt Service Routine s

The Interrupt Descriptor Table (IDT) and interrupt service routines are important compo-

nents of the x86 interrupt and exception handling mechanism [19]. The IDT and interrupt service

routines are often targeted by attackers [9, 46]. When an interrupt or an exception occurs, the proces-

sor transfers control to the appropriate interrupt service routine. TheIDT is a memory data structure
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that holds pointers to each interrupt service routine, which is also in memory.The processor is noti-

fied and dispatches the interrupt service routine associated with an interrupt or an exception through

the IDT. All interrupt service routines are executed with kernel privilege.

The processor stores the location of the IDT with the LIDT instruction. Usually only the

operating system uses the LIDT instruction. Each entry of the IDT is either an interrupt descriptor,

a trap-gate descriptor, or a task-gate descriptor. An interrupt descriptor and a trap-gate descriptor

contain the far pointer to an interrupt service routine. A task-gate descriptor contains the task

segment selector for the interrupt handler task.

System Service Descriptor Table (SSDT) and System Services

The Windows operating system provides application programs with the powerful facilities

of the Windows API. Through a Windows API call, an application can request a privileged and/or

fundamental task to the operating system. Each Windows API function invokes system services,

defined in the Windows operating system kernel. Each system service runs in kernel mode and is

associated with some important kernel tasks. Intercepting a system serviceprovides malware with

a chance to pervert a system task. The System Service Descriptor Table(SSDT) stores pointers to

each system service [39]. The system service dispatch program looksfor a system service through

the SSDT according to the request from a user program. The SSDT is alsoone of the kernel data

structures most targeted by malware [9, 46].

Loaded modules

As described in Section 2.1, the Windows operating system is designed with a layered

architecture and composed of multiple components [39]. One of the technologies supporting the

Windows layered design is the loadable kernel module, which is an object code in the Portable

Executable (PE) format for runtime kernel expansion. A loadable kernel module is a privileged

program and executed in the same level as the kernel. Each kernel moduletakes a specific role for

the kernel and is composed of multiple functions. Kernel modules are often targeted by malware

authors since an attacker can gain partial control of the attacking computersystem by intercepting

a specific kernel module function [46]. A device driver is a loadable kernel module. If Malware is

loaded as a device driver, it runs in kernel mode and can access any system resources without any

restrictions.
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Layered Driver Architecture and I/O Request Packet Handler

Windows supports a layered driver architecture; a device driver is not a single component,

but is comprised of several layered drivers [22, 39]. Each chaineddriver uses I/O request packets

(IRPs) to communicate with the other drivers in the chain, and registers several IRP handlers to

handle them. The lowest-level driver deals with direct access to the bus and the hardware device.

The higher-level drivers deal with data formatting, error codes, and the translation of high-level

requests. A user can add any number of filter drivers between the layers to modify the behavior of

an existing device driver. They are ideal places for some types of malware since an attacker can

insert a driver to steal or manipulate data from a specific device [46]. Some keyloggers and network

packet sniffers pervert this layered driver architecture.

System Service Dispatch Routine (KiFastCallEntry)

Windows XP and later support the fast system call facility, and the Intel processor pro-

vides the SYSENTER and SYSEXIT instructions for this purpose [19].1 The SYSENTER and

SYSEXIT instructions reduce the overhead from the transition between user mode and kernel mode

compared with the conventional system call implementation with the INT instruction.The SY-

SENTER instruction can find the system call dispatch code, named KiFastCallEntry in Windows,

through the model specific registers (MSRs) [19]. The code segment and entry point of KiFast-

CallEntry are defined in the following MSRs: IA32SYSENTERCS and IA32SYSENTEREIP,

respectively. KiFastCallEntry calls KiSystemService, which actually dispatches the requested sys-

tem call. These functions are good places to hook for malware authors since a hook set in these

functions can intercept all the system calls from every process [46].

2.2 Malware

2.2.1 Hybrid Malware

Malware is often categorized into specific types such as virus, worm, spyware, Trojan,

or backdoor. However, these categories do not fit current malwarevery well because real malware

is often hybrid. Recent malware often owns multiple features based on its purpose and malware

authors eagerly import new features from other successful malware.For example, many Trojan and

backdoor programs often possess a rootkit feature. [16]

1AMD processors provide a similar facility with different instructions.
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2.2.2 Rootkits

A rootkit is a program often used by malware to hide its existence [46]. Malware with

a rootkit feature has become popular in the last few years and is now one of the major threats for

computer users [16]. Based on the execution privilege level, rootkits arecategorized into two types:

user-level rootkit and kernel-level rootkit. A kernel-level rootkit is very hard to detect [46].

2.2.3 Malware Trend

Recently, a lot of malware is equipped with multiple features depending on the actions

which it takes. As showed in Table 2.1, IBM X-Force reported the top ten actions taken by malware

during the first half of 2008 [17]. According to this report, to avoid detection, malware often takes

some of the following actions during the installation process:

• Hiding a file from folder listings by setting the hidden file attribute

• Injecting code into processes

• Disabling security software

This indicates that a lot of malware possesses one or more features to avoid detection. In fact,

various data suggests that malware is getting sophisticated and most malwarehas features to make

it stealthy [16, 17, 35, 52, 58].

Table 2.1. Top ten actions that malware took upon in its initialization process during the first half of
2008.

Rank Behavior
1 Drops a file to the Windows/System folder
2 Creates/modifies a shell extension registry entry

(can be used as an auto start method)
3 Hides a file from folder listings by setting the hidden file attribute
4 Creates/modifies an auto start registry entry
5 Installs a service
6 Injects code into processes
7 Downloads a file
8 Disables security software
9 Installs a system-wide hook to monitor window messages

(possible key logging or process injection attempt)
10 Drops a file into the Program Files folder
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2.2.4 User-level Malware and Kernel-level Malware

One way to classify malware is to use the privilege level at which malware is executed.

Based on the privilege level, malware can be categorized into two types: user-level malware and

kernel-level malware [46]. User-level malware runs only in the application level, which is the least

privileged mode, while kernel-level malware runs in the kernel level, which is the most privileged

mode. Since user-level malware makes use of the features provided by the target operating system,

it is relatively easy to implement. In fact, most malware is categorized into user-level malware [16].

However, detection of user-level malware is technically easier than kernel-level malware [9, 46].

User-level malware has limits on its activities and often has to rely on social engineering to break

through the limits imposed by the operating system.

On the contrary, kernel-level malware is difficult to implement in general. However,

kernel-level malware is much more powerful and its detection becomes difficult since it can take

over the control of the target system. When an attacker tries to avoiding detection or needs low-

level access to the attacking system, kernel-level malware is required.

However, this categorization is not mutually exclusive. Malware sometimes has both user-

level and kernel-level portions. Each of them has different strong points that can complement each

other. Kernel-level malware is often employed by user-level malware to provide stealth or low-level

access to the system.

2.2.5 Kernel-level Malware Installation

To run malware in kernel mode, an attacker must gain elevated privilege. To do that, there

are two major ways: software exploitation and social engineering. Certain software exploitations

enable an attacker to execute arbitrary code. In general, complex software including an operating

system has multiple vulnerabilities which attackers can exploit. In addition, an attacker can execute

his malicious code by deceiving the user. Users often disregard a warning through a dialog box and

accept everything. So malware authors can somehow load their malicious code into kernel space.

2.2.6 Kernel-level Malware Technologies

Various kernel-level malware technologies have been developed. Thefollowing subsec-

tions describe how some kernel-level malware technologies are implemented and how they are

commonly used.
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Filter Driver

A filter driver is a component of the Windows layered device architecture,used to extend

or modify the behavior of the existing device drivers. Although a filter driver is a completely legiti-

mate method, by perverting a filter driver, an attacker can achieve his malicious goals. For example,

a filter driver can be used to hide specified files. If a filter driver is installed into the file system

driver, it can manipulate the result of a query to the file system. When the malicious filter driver

detects a query which asks for files under the specified directory, it canremove the information

about the intended target files from the result.

Hooking

Hooking is a very powerful technology to extend or alter functionality of existing code,

and is often used by malware [46, 70]. A hook is set up by inserting hooking code in the middle

of the normal execution path. Malware uses hooking for various purposes; logging keystrokes by

intercepting keyboard events, sniffing network packets by intercepting network events, or hiding

processes or files by manipulating the result of specific system calls. Whena target is a specific

process, a user-level hook can be used. When a hook has to be set up globally in the system, a

kernel-level hook is used. There are two types of hooking techniques:runtime code patching and

function table patching.

- Runtime Code PatchingRuntime code patching is a technology to change the code of a

process in memory [46]. Hooking using a runtime patch is called inline hooking,and involves

code manipulation. Inline hooking is set up typically by inserting a jump instructioninside

the code of a target function. Inline hooking can target any executable images in memory so

that it is very difficult to detect. This technique can be used in both kernel space and user

space. The common targets for a kernel-level hook are interrupt vectors, native system calls,

system call dispatcher code, loaded modules, and I/O request packet (IRP) handlers for each

device driver. User-level malware often targets external library functions imported by a target

process.

- Function Table Patching Another hooking technique, function table hooking, is imple-

mented with function table patching. Function table hooking sets up a hook by replacing

the pointer to a target function in a function table with the address of a malicious program

[46, 70]. User-level malware often targets the import address table (IAT) in the address space

10



of a target process. The IAT of a specific process contains the pointers to dynamically im-

ported external functions to the process. The possible targets of kernel-level malware are the

IDT, SSDT, GDT, LDT, and IRP function table of a specific device driver. The IDT con-

tains pointers to interrupt service routines. The SSDT contains pointers to Windows system

services. The GDT and LDT contain segment descriptors, some of which describes code

segments and call gates. The code called by the SYSENTER and SYSEXIT instructions

is specified through the GDT. An IRP function table contains pointers to IRP handlers of a

specific device driver. Compared with inline hooking, the pointer replacement technique is

relatively easy to detect since the target function tables are well known.

System Control Register and System Data Structure Manipulation

The protection mechanisms provided by the Intel x86 are controlled by some system

control registers and memory data structures [19]. Manipulation of these registers and memory

data structures very easily disables the system protection mechanism provided by hardware. For

example, clearing the write protection (WP) bit in control register 0 (CR0) makes read-only pages

writable.

The x86 protection mechanism is access control based on memory segments and pages; it

includes required privilege levels and permitted actions for each memory segment and page. Each

segment information is defined in either the GDT or LDT. The information for each page is defined

in the page table of a process. Since the GDT, LDT and page tables are memory data structures, it

is possible for any kernel-level processes to modify their contents.

Direct Kernel Object Manipulation (DKOM)

Direct Kernel Object Manipulation (DKOM) is a technology to control the behavior of

a computer system by manipulating the contents of a memory data structure used internally by

the operating system [46]. In general, an operating system has data structures to keep track of

the internal state of the computer system and manages them through a centralcontrol mechanism.

DKOM is a technique to circumvent the access control provided by the central control mechanism.

DKOM is extremely difficult to detect [46] because a manipulated data structure might

not be accessible through the normal procedure and a manipulated data value is often valid from the

view of the operating system. This technique is often used for hiding processes, device drives, and

ports, modifying the privilege level of a process, and disabling the security system.
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2.3 Anti-Malware

2.3.1 Malware Life Span and Detection Timing of each Anti-Malware Technology

Figure 2.2. Anti-Malware Problems

Current anti-malware technologies are completely insufficient. Figure 2.2 clearly de-

scribes the problems. This figure represents a typical malware life span and detection timing of each

anti-malware technology. The typical life span of malware has three stages: intrusion, initialization,

and malicious activity. Earlier detection is safer and desirable. Each anti-malware technology has

specific detection timing related with a malware life stage.

However, each anti-malware technology has some major defects. The signature matching

method does not work for unknown malware. Most of behavior monitoring methods are too high

level, have high false positive rate, and often require the user to discriminate malicious from benign

software, which typical users are not able to do. State monitoring methods work after malware does

something, which means that malware has a chance to compromise the security system. The details

are described in the following subsections.

2.3.2 Problems with Current Security Systems

Existing malware detection systems can only detect malware either before it executes,

or after it has done something. The first approach does not always work because there may be

insufficient information to identify malware. The second approach does not prevent all the damage

from occurring, and the damage may affect the security system itself.

One of the few clues to detect malware before its execution is its executable code. The

most widely used way is signature based detection, which searches executable code for signatures,

short byte sequences extracted from known malware. While this technique works very efficiently
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for known malware, it is completely useless for unknown malware, which can be easily created

from existing malware with encryption, code obfuscation, and self-modifying code [72, 73].

Besides that, attackers often take advantage of software vulnerabilities and social engi-

neering [46, 48]. Some software vulnerabilities can be exploited to executemalware. Attackers use

clever ploys to induce people to start their malicious program. These two problems are intractable.

Therefore, eventually, there is no perfect method to prevent malware from executing. Therefore,

current security systems are no longer sufficient to ensure the securityof current computer environ-

ments.

2.3.3 “Out-of-the-box” Approach

Current security systems are subject to the risk of compromise. The main reason comes

from the fact that malware can run in the same execution level as the security system. Many re-

searchers have become aware of the problem and are trying to isolate the security system from mal-

ware. Some of them are hardware-implemented [44, 54], while others are using a virtual machine

[2, 37, 41, 49, 50, 51, 56, 62, 63, 71]. A virtual machine encapsulates a computing environment

and allows a security system to be outside of the environment. Therefore, avirtual machine could

avoid providing any direct access paths to the security system from eachprocess running in the

virtualized environment as well as malware, so that in theory malware cannot compromise the se-

curity system. A security system can reside outside the current computer systems by using a virtual

machine, which will enhance the security level of the computer system.

However, this “out-of-the-box” approach brings a new problem; the internal information

of the guest operating system is not easily available to the external securitysystem. The operating

system level information is needed to recognize malicious activities. Some implementations over-

come this problem with the introspection technique [41, 50]. This technique externally reconstructs

semantic views of the guest operating system. Some implementations achieve the reconstruction by

making use of the features provided by the guest operating system, while others do by directly ac-

cessing the guest memory from the virtual machine monitor. In the former case, part of the security

system must run in the guest operating system. Therefore, the security systems requires a commu-

nication channel between the guest part and the host part, which might produce new security holes.

In the latter case, internal data structures of the guest operating system are required in advance.

On the other hand, the out-of-the-box approach will provide another advantage for mal-

ware detection. A virtual machine monitor (VMM) can relatively easily changethe execution path
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of the running process in the virtual machine. This feature would give a more reliable detection

method which current security systems cannot use. More details are provided in Section 2.3.4.

Problem with Communication Channel for OS Level Information

For a security system being outside of the protected operating system, a majordisadvan-

tage is the lack of operating system level information. Without operating system level information,

it is very difficult to recognize malware. Many security systems taking the out-of-the-box approach

use a program working on the guest operating system to provide the OS level information for the

external part of the security system. This approach requires a communication channel between the

guest portion and the external portion of the security system. However, the guest portion of the

security system and/or the communication channel can be another target ofattacks. The security

system must ensure the integrity of its guest portion. In addition, the guest portion often makes

use of the features provided by the guest operating system to get necessary information. Malware

can compromise or circumvent such guest operating system features. Even if the integrity of the

security system portion on the guest side is assured, it does not mean the extracted information is

accurate. There might be possible circumventions in every security systemtaking this approach.

2.3.4 State Monitoring (Polling Detection) and Behavior Monitoring (Event-Driven

Detection)

Malware detection techniques that detect malicious activity after it starts its execution can

be divided into two groups: detection of an anomalous state and detection of asuspicious action.

The former works in a polling manner, periodically checking of the state of each target object. The

latter, process behavior monitoring, works in an event-driven manner, getting control when an event

occurs.

State Monitoring and Problems: Integrity Checking and Cross-ViewChecking

The polling state checking includes integrity checking and cross-view checking. Integrity

checking usually uses a hash value to check if a target data structure or code is modified in an

incorrect manner [2, 8, 54]. Integrity checking requires an initial hashvalue of the target, and

periodically compares it with the recalculated value. This technique is so powerful that it can reveal

all the malicious activities rewriting important data and codes in spite of computational overhead

from hash calculation.
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Cross-view checking finds a system discrepancy through multiple views ofthe same sys-

tem information, and is often used to detect a rootkit, whose goal is frequently to hide malware

[13, 40, 46, 48]. Some security systems can detect some rootkits by examining the result of a Win-

dows API call and the information directly extracted from some kernel objects [13, 40]. This method

can sometimes detect malware that uses DKOM (direct kernel object manipulation), which is one

of the most undetectable techniques [46, 48]. However, cross-view checking cannot detect all the

malware using DKOM, and a circumvention technique could possibly exist for each cross-checking

technique.

Including integrity checking and cross-view checking, the polling method has only one

major drawback; malware has already started its execution before it is detected. The polling state

checking can effectively detect malware and minimize the damage, though it can not guarantee

perfect safety.

Behavior Monitoring and Problems

On the contrary, process behavior monitoring is often used in current anti-malware tech-

nologies and can stop malware immediately when it detects a malicious action [36, 41, 51, 62, 63,

65, 71]. This method could be expected to remove almost all the damage caused by malware be-

cause it blocks malware before its malicious activity in the true sense. However, it also has serious

problems. There is not always a clear distinction between a malicious action and a benign action.

Process behavior monitoring often requires the user to choose whether toexecute specific software.

Due to false positives, the user becomes less concerned with the warning messages.

Even if there is a clear distinction, the conventional security system only haslimited ways

of dynamically detecting malicious behavior. Dynamic detection requires the capability of stopping

the current running process and starting the security system process when a specific event occurs.

In general, a process does not have the capability of transferring control from the running process

by itself. To overcome the problem, conventional security systems rely on hooking.2

Hooking for Behavior Monitoring and Circumvention

In current security systems, process behavior monitoring uses the hooking technique to

detect a specific event. For example, a malware loader might use the CreateRemoteThread Windows

API to load its malicious code body into the address space of a different process. Thus, anti-malware

2Hooking is used by both malware and anti-malware.
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sets a hook to CreateRemoteThread for malware loading detection, supposing that loading data into

the address space of a different process is a malicious activity [46]. However, there are different

ways to load malicious code into a different process. If anti-malware programs miss some ways of

attempting malicious activities, malware using those methods cannot be detected [46, 48]. Malware

authors are always looking for circumventions. Process behavior monitoring would be defeated

with a new circumvention technique if it depends on hooking.

Dynamic malware detection is problematic in the current computing environment because

it has to rely on hooking. However, a virtual machine can provide a new method for dynamic

detection. A virtual machine monitor (VMM) can relatively easily change the execution path of the

running process in the virtual machine. If a virtual machine is appropriatelyconfigured, a virtual

machine monitor can get control from a running guest process at some specific events, which is a

very strong feature for a security system and unavailable for currentsecurity systems.

2.3.5 Security Policy Enforcement

The dynamic malware detection method must intercept some suspicious events toanalyze.

However, it is very difficult to choose which events to intercept. An eventis often not sufficient to

decide whether a process activity is malicious or benign. Many security researchers have tried

to define malicious activities, but so far, there are no perfect formal definitions [38, 69, 72]. To

overcome this problem, much research has been conducted. There are two major orientations. One

movement tries to reveal malicious activities by finding anomalous relationships among processes,

files, and other computer resources [45, 71]. Panorama [71] makes aninteresting attempt to detect

malware; it exposes the hidden relationship among processes by trackingdata with the data tainting

technique. However, it incurs high performance overhead.

The other movement is security policy enforcement. Security policy enforcement is a

concept to clarify malicious activities by restricting process behavior with more strict policies. Ac-

tivities against the policies are regarded as malicious. Recently, many security policy enforcement

methods have been presented for current computing environments [8, 37, 44, 45, 56, 65, 71]. Some

of them use the polling style checking. Others can be categorized into process behavior monitoring.
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Related Work using Policy Enforcement

KVMSec [53] periodically checks the integrity of the protected objects through the se-

cured communication channel with its guest part. However, its integrity checking module has not

been implemented yet.

Lares [37] is a process behavior monitoring system. Lares sets hooks in major system

calls in the guest operating system to detect malware activities. Thus, Lares has to protect those

hooks to keep its own integrity. In addition, it cannot detect any malicious activities that do not use

those hooked system calls. Any malware detection depending on system call hooking can possibly

be circumvented as noted in Section 2.3.4.

XenKIMONO [8] focuses on rootkit detection using several techniques. Rootkits are mal-

ware that is among the most difficult to detect, and there is no single method to detect all rootkits.

XenKIMONO uses integrity checking, cross-view checking, and other techniques. XenKIMONO

periodically examines the kernel integrity with hash integrity checking and looks for rootkit exis-

tence with cross-view checking. In addition, XenKIMONO monitors changes in a process’s privi-

lege level, operations to the network interface, and the state of the intrusion detection system (IDS)

running in the guest. Also, XenKIMONO restricts kernel module execution and network ports us-

age by the white-list approach. XenKIMONO is an extremely powerful solution and hard to defeat.

However, XenKIMONO still has a gap. XenKIMONO does not directly monitor rootkit actions,

rather monitors changes in state resulted from the actions. A white-list approach might be circum-

vented with code injection into benign software.

Another approach using process behavior monitoring is system call control. An imple-

mentation was presented by researchers at The University of Tokyo and The University of Electro-

Communications [56]. Their policy enforcement system can intercept eachsystem call and change

the response according to which process invoked the system call. The system works at process

granularity and must specify the target process to be controlled. This approach can dynamically and

directly detect and prevent a malicious action. However, if malicious code is loaded into a benign

process, this approach can not prevent it. In addition, although systemcall control is very effective

to control malware behavior, it is very difficult to choose which system calls are controlled. This

approach might block a lot of benign software.
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Policies to be Enforced

Defining malicious activities is a difficult problem. The main reason is that the modern

operating systems widely used today give too much flexibility to processes. Byobserving malware

carefully, malware often does the followings: 1) rewriting a code segment,2) executing code in a

data segment, 3) illegally accessing address space of different processes. These three actions can

be done by any processes if they have an appropriate privilege, whichmalware might be able to

get through software vulnerabilities. However, normal processes rarely take any of these actions. If

these activities can be prevented, many malicious programs will lose their power without affecting

normal programs. Restricting process behavior appropriately is an aggressive defense technique.

SELinux [65] takes this approach and enhances the security level of theoperating system with fine-

grained access control of each process and resource, making up for the loose security policies of

modern operating systems. However, SELinux runs in the same privilege level as malware.

New Security Measures from Microsoft

Microsoft recently provided three security enhancements: Kernel Patch Protection (KPP),

Address Space Layout Randomization (ASLR), and Data Execution Prevention (DEP) [6, 33, 34,

47, 68]. KPP prevents malware from patching important memory data structures and code by pe-

riodically checking if the protected kernel memory areas are modified. ASLRis a technology to

arbitrarily determine the address space layout of each process so that attackers cannot assume the

location of the target. DEP enables marking certain parts of memory as data andprevents marked

data from being executed. These new security measures are very strong and effective because they

gets to the point of security as explained in the following paragraph.

By these new security technologies, Microsoft is trying to solve the problemscaused by

the design deficiencies of current operating systems. The fundamental problem is that any process

in kernel mode can access the entire memory, which allows malware to rewrite acode segment, to

execute code in a data segment, and to illegally access data of different processes. The underlying

concept of these new security enhancements is to prevent those malwareactivities. Preventing code

modification, data execution, and illegal kernel object manipulation can substantially raise the bar

of the security level.

Unfortunately, these technologies do not overcome all the problems derived from the OS

design. Some bypassing techniques for each new security measure havealready been reported
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[60, 61, 64, 66]. Malware can still execute in the same level as the security system and may succeed

in subverting the security system.

2.3.6 Hardware-assisted Policy Enforcement

The Trusted Platform Module (TPM) [7, 44] is a promising security solution with high ex-

pectations. TPM is a hardware-implemented security policy enforcement andachieves information

protection and tamper resistance by keeping cryptographic keys in hardware. With its cryptographic

key management, TPM can assure that software is not modified and restrictaccesses to data. TPM

is one of the most powerful security solutions. Although the strong point ofTPM lies in tamper re-

sistance from hardware implementation, the hardware implementation might lead to less flexibility

in modification of the security system when needed.

2.4 KVM

As the platform of the proposed security system, KVM [59] is selected. KVMis an open

source full system virtualization technology using Intel-VT [18, 20] and AMD-V [4, 5], which are

processor features to support hardware-assist virtualization. These features make virtual machine

implementation very efficient. KVM allows most of the guest code to run directly on the physical

processor while a conventional virtual machine like QEMU [11] runs mostly inuser mode and

emulates all the guest hardware interaction. This comparison is described Figure 2.3. KVM can

execute the Windows operating system on a virtual machine without any modification.

KVM is composed of two parts: a user space component and a device driver component.

The user space component is the modified version of QEMU, another opensource full virtualization

solution. QEMU is utilized for the two main purposes: initialization of the virtual machine and I/O

emulation. The device driver component is the main body of KVM. KVM worksas a character

device driver and accepts requests from the user part through IOCTL system calls. In the initial-

ization part, QEMU requests KVM to set up a virtual processor. After finishing the initialization,

KVM dispatches the guest operating system, which runs natively for the most part. The main job of

KVM is to handle specific privileged instructions and exceptions for the guest. The processor traps

specific privileged instructions and exceptions, and transfers controlfrom the guest to KVM. Then,

KVM handles those trapped instructions and exceptions and sometimes emulatesthem as needed.

The instructions and exceptions intercepted by the processor are configurable.
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(a) QEMU (b) KVM

Figure 2.3. Virtual Machine Differences

2.4.1 KVM Shadow Page Table Implementation

A virtual machine monitor often uses a technique called the shadow page table [3, 10].

Modern operating systems usually support virtual memory, which is a mechanism that can provide

larger continuous address space for each process than the actual physical memory. Virtual memory

is divided into the same size of memory pages, some of which are actually mappedto physical

memory. Therefore, an operating system must maintain page tables to keep track of which virtual

page is assigned to physical memory for each process. However, whenan operating system runs on

a virtual machine, physical memory for the guest process is virtualized. A guest physical address

must be translated into a host physical address. Accordingly, a virtual machine monitor maintains

shadow page tables to map the guest virtual memory onto the host physical memory.

Since a guest operating system maintains its own guest page tables, the virtual machine

monitor must avoid inconsistency between guest page tables and shadow page tables. To ensure

coherence of these page tables, a virtual machine monitor must trap every access to a page which

is not in memory, and every write access to a page. Trapping an access to an absent page is for

allocating a new physical page for the accessed guest virtual page andsetting the access flag in the

page table entry. Trapping a write-access to a page is for setting the dirty flag in the page table entry

for the page. In this manner, a virtual machine monitor can keep consistencybetween guest page

tables and shadow page tables. This can be implemented by initially clearing all theaccess flags

in shadow page tables to trap all accesses to absent pages and by setting all the read/write flags in
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shadow page tables to trap all write-accesses to pages. KVM implements shadow page tables in this

way.3

The drawback of shadow page tables is that the shadow page table maintenance involves

expensive context switches between guest and host. KVM avoids a lot of context switches by

caching shadow page tables instead of reconstructing them each time guestprocesses swap. Caching

shadow page tables requires additional maintenance for all the cached shadow pages. Every access

to all the guest page tables must be intercepted to maintain cached shadow page tables since some

host page frames might be assigned to multiple virtual pages for different processes. KVM solves

this problem by keeping track of the reverse mapping from each host page frame to the shadow page

table entry that points to the host frame.

3KVM also supports processor-assisted page table management mechanism: EPT and NPT, which Intel and AMD
provide, respectively.
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Chapter 3

Thesis Statement

Thesis: This virtual machine based security system, GuestGuard, can enhance thesecurity level

of current computing environments with the following desirable attributes: 1) the dynamic pre-

vention method of GuestGuard implements uncircumventable, much more flexible than that of the

current security system, and the method cannot be implemented by conventional security systems;

2) GuestGuard cannot be compromised, even by malware with kernel-level privileges in contrast to

the conventional security systems; and, 3) GuestGuard, as a policy enforcement, exposes malware

which modifies code, executes data, and changes kernel data structures illegally.
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Chapter 4

GuestGuard Overview

4.1 GuestGuard Design Goals

Kernel-tampering prevention GuestGuard must protect kernel code and data from tampering.

Kernel code and data are targeted by recent malware to achieve stealth or low-level access.

GuestGuard restricts process behavior by protecting certain areas of kernel memory which

are critical for some kinds of malicious activities. This restriction helps restrict the range of

malware activities.

Dynamic prevention GuestGuard must stop malware at the moment when malware illegally tries

to access the protected memory.

Tamper-resistant GuestGuard must work correctly even if malware is working on the target sys-

tem. GuestGuard should be isolated from malware and not provide malwarewith any chance

to subvert its protection mechanism.

Low Impact on performance GuestGuard should not affect the performance of the protected sys-

tem so that GuestGuard is a realistic solution; users will not be reluctant to use GuestGuard.

Countermeasure against recent real world threatsGuestGuard must deal with unknown and stealthy

malware.

4.2 Target Malware

GuestGuard does not aim to prevent all malware, especially user-levelmalware. Since

the primary goal of GuestGuard is to protect kernel code and data, the target of GuestGuard is
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kernel-level malware, and above all, malware trying to manipulate kernel memory. In this thesis,

the target malware is called kernel tampering malware, or KTM.Kernel tampering malware (KTM)

is malware trying to manipulate kernel code and data.

4.3 Overview

Figure 4.1. GuestGuard Overview

GuestGuard is a very effective kernel tampering prevention system based on policy en-

forcement that is analogous to the x86 page protection [19]. The x86 page protection mechanism

dispatches the page fault handler specified by the operating system whendetecting an access vio-

lation to a protected page. Similarly, GuestGuard shuts down the system when detecting an access

violation to a protected memory area. Figure 4.1 illustrates this protection mechanism. GuestGuard

can stop the execution of malware at the instant when it illegally modifies protected kernel mem-

ory. (If malware does not attack the kernel memory protected by GuestGuard, GuestGuard does

not defend against it.) GuestGuard can provide finer grained memory protection than the x86 page

protection mechanism. GuestGuard’s protection mechanism is implemented by extending KVMs

shadow page table mechanism.

GuestGuard can automatically locate memory areas to be protected on the targetsystem.

The protected memory areas are critical sections of the kernel and often targeted by kernel tampering
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malware. In the initial version, only the most important kernel system code and data structures are

protected by GuestGuard.

GuestGuard is tamper-resistant. GuestGuard works under KVM and protects the guest

operating system from outside the virtual box. Since GuestGuard is isolatedfrom an attacker and

does not have any portions which run in the same level as an attacker, in theory, an attacker cannot

subvert GuestGuard. Even if malware compromises the guest operating system, this does not affect

GuestGuard.

4.4 GuestGuard Memory Protection Typical Scenario

1. GuestGuard sets write-protection on parts of the Windows kernel.

2. Malware tries to modify a protected memory area.

3. The processor detects the access violation and generates a page fault.

4. GuestGuard gets control through KVM and examines whether the fault address is protected.

5. GuestGuard shuts down Windows.

4.5 Development Environment

GuestGuard aims to deal with a real world problem instead of a theoretical one. As the

target operating system and platform, Windows XP and Intel x86 are selected. Windows XP on Intel

is the most widely used computing environment [67] and, therefore, the mosttargeted by attackers.

Although GuestGuard is designed for Windows on x86, the underlying concepts are applicable to

different environments. The current version of GuestGuard supports only Window XP SP2.

As the platform of the proposed security system, KVM is selected. As described in Sec-

tion 2.4, KVM is an open source full system virtualization technology using Intel-VT [18, 20] and

AMD-V [4, 5], which are processor features to support hardware-assisted virtualization. This makes

virtual machine implementation very efficient and most of the guest code runsnatively. KVM can

execute the Windows operating system on a virtual machine without any modification.
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Chapter 5

GuestGuard Implementation Detail

5.1 X86 Page Protection Virtualization

Figure 5.1. X86 Paging Mechanism Virtualization
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GuestGuard prevents malware from tampering with the kernel by write-protecting some

important kernel data structures and codes. If a process tries to write to aprotected page, the se-

curity system can get control from the process. This is analogous to the x86 memory protection

mechanism. The x86 architecture provides a paging mechanism combined with page-level mem-

ory protection, which allows each memory page to be protected from unauthorized accesses and/or

write-accesses [19]. Each memory reference is examined by the processor. If a memory reference

violates the policy applied to the referenced page, the processor generates a page fault. This mech-
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anism can be applied to a control transfer mechanism from malware to the security system; when

malware tries to write to the protected memory, the security system can get control through the page

fault caused by the processor.

One possible way to implement the indicated security is to virtualize the x86 page-level

protection, which involves emulation of some part of the protection mechanism. The x86 page

protection mechanism consists of the configuration part and the violation detection part. The con-

figuration part is composed of control registers on the processor and the page table data structure in

memory. The violation detection is implemented in the memory management unit (MMU). Some

x86 page protection components must be emulated to virtualize the x86 page protection mechanism

as described in Figure 5.1. However, to take advantage of the processors detection mechanism, the

MMU should not be virtualized.

The x86 page protection mechanism can be configured through control registers on the

processor and the page table data structure in memory. The page protectionmechanism is a feature

that comes with the x86 paging mechanism, enabled by setting the PG bit in controlregister CR0,

and works only in protected mode. After the paging feature is enabled, the page protection is

configurable through the write protection (WP) flag in control register CR0, and the read/write

(R/W) flag and the user/supervisor(U/S) flag for each page table entry.By emulating the accesses to

these bits, the page protection mechanism can be virtualized while the power ofthe processor based

detection mechanism is kept intact.

Accesses to control registers necessarily involve a privileged instruction, which means

that a virtual machine monitor can get control whenever it needs to emulate accesses to control

registers. However, accesses to the page table do not always trap. Therefore, for page table access

emulation, a virtual machine monitor needs some elaborate mechanism. A techniquecommonly

used is called a shadow page table, which was explained in the Section 2.4.1.

5.2 Extended Shadow Page Table

GuestGuard extends the KVM shadow page table management mechanism to implement

the desired memory protection. GuestGuard inserts new shadow page table entries to protect specific

memory pages as described in Figure 5.2. The read/write flag in a page table entry controls write

protection of a certain memory page. When the read/write bit in a page table entry is set, a write-

access to the corresponding page becomes dynamically detectable. When the processor generates

a page fault through the shadow page table, KVM can get control from the guest, then GuestGuard
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Figure 5.2. Shadow Page Table

examines if the address that caused the page fault is actually protected. Inthis manner, GuestGuard

can provide finer grained memory protection than the x86 page protection mechanism. The shadow

page tables are invisible to and untouchable from the guest processes. Therefore, this mechanism

can provide a security system with two major advantages: dynamic detection and tamper resistance.

5.3 Direct Extraction of Operating System Level Information

Operating system level information is indispensable to recognize malware. However,

security systems taking the out-of-the-box approach can not use directlythe operating system level

information. Many of them solve the problem by having a guest portion of thesecurity system and a

communication channel with the external portion. However, the guest portion of the security system

and/or the communication channel can be another target of attacks.

Our approach is to extract necessary information directly from the internal data structures

of the guest operating system. This approach does not need the overhead of communication with the

guest portion program and does not create a new security hole. However, there are some drawbacks
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in this approach. The security system must have the location and the format of necessary data

structures. Such information is sometimes not available in commercial operating systems and might

be changed from version to version.

5.4 Windows Kernel Object Accessibility

Although there are some differences in data structures used by different versions of Win-

dows, in fact, all versions of Windows use almost the same data structures for portability and com-

patibility. Code to access a specific data structure in a version of Windows can very likely be

applied to other versions of Windows. Some data structures can be accessed through registers on

the processor. Other data structures must be found through other memorydata structures.

The x86 architecture provides several facilities useful for operating systems [19]. To

utilize the processor-assisted facilities, an operating system must set up thememory data structures

as the processor intends and inform the processor of their locations. Accordingly, such memory

data structures are accessible through system registers. One example is the interrupt descriptor table

(IDT), which can be located through the IDTR register. Another example isthe system service

dispatch routine called KiFastCallEntry, whose location is determined with model specific registers

(MSRs) called IA32SYSENTERCS and IA32SYSENTEREIP [19].

Most Windows kernel objects cannot be directly located through registers. However, some

important kernel data structures can be reached from a data structure called the kernel processor

control region (KPCR) [39]. A KPCR contains many important kernel datastructures such as the

base address of the IDT and the global descriptor table (GDT), the pointer to the data structure of

the currently running thread, and a data structure called KdVersionBlock[46]. KdVersionBlock also

contains important kernel data structures such as the base address of the kernel; the pointer to the

linked list of loaded modules, PsLoadedModuleList; the pointer to the linked listof active processes,

PsActiveProcessHead; and the pointer to the linked list of kernel objecthandles, PspCidTable [39].

Windows stores the location of a KPCR in the FS register of the corresponding processor so that it

is possible to access these data structures through the KPCR.

5.5 Memory to be Protected

GuestGuard protects a computer system by enforcing strict policies for memory usage.

The policies are expected to impact on only malware and not to affect any normal benign software.
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In addition, the policies should prevent as much malware as possible. For these reasons, areas to be

protected are those that are often attacked by malware and unrelated to normal processes. Malware

often rewrites a code segment, executes code in a data segment, and illegally accesses address space

of different processes, while normal processes rarely take any of these actions. The final goal of

GuestGuard is to prevent all these activities.

In this initial version, GuestGuard protects only system functions and system data struc-

tures, which are supposed to be static in memory. The protected kernel datastructures and code are

not modified by normal processes, but are often modified by malware thatsets a hook function.

5.6 How to find the memory areas to be protected (Windows Intro-

spection)

To protect the guest kernel from being tampered, GuestGuard requires operating system

level information to decide which memory area should be protected. The following sections describe

how GuestGuard gets the necessary information.

5.6.1 Global Descriptor Table (GDT)

The register GDTR on the processor contains the base address and length of the GDT so

that it is easy to find the location and range of the GDT by examining the contentsof GDTR.

5.6.2 Interrupt Descriptor Table (IDT) and Interrupt Servic e Routines

The register IDTR on the processor contains the base address and length of the IDT so

that it is easy to find the location and range of the IDT by examining the contentsof IDTR. Each

entry of the IDT is either an interrupt descriptor, a trap-gate descriptor,or a task-gate descriptor. The

location of an interrupt service routine can be found through the interrupt or trap-gate descriptor.

An interrupt descriptor and a trap-gate descriptor contain the far pointer toan interrupt handler. A

far pointer is composed of the base address of a segment selector and offset.

5.6.3 System Service Descriptor Table (SSDT) and System Services

The SSDT can be found through the data structure called KeServiceDescriptorTable,

which is exported by the kernel. The exported information can be available for the application

running in the guest context. Without the guest portion of the security system, it is difficult to
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programmatically locate the KeServiceDescriptorTable. Fortunately, the tableis created at a fixed

location in Windows XP, although the location varies from version to version.One solution is to

use the hard-coded address. Windows system services can be foundthrough the SSDT.

5.6.4 Loaded modules

Windows keeps track of loaded kernel modules in a linked list called PsLoadedMod-

uleList [39] which is specified by a data structure called KdVersionBlock.KdVersionBlock is an

undocumented data structure in the Windows kernel. In some versions of Windows, it can be ac-

cessed through the kernel processor control region (KPCR), to which the Windows kernel is pointing

through the FS register.

5.6.5 System Service Dispatch Routine (KiFastSystemCall)

The system service dispatch routine, invoked by the SYSENTER instruction, is called

KiFastSystemCall in Windows. KiFastSystemCall can be found through the model specific reg-

isters (MSRs). The code segment and entry point of KiFastSystemCall aredefined in the follow-

ing MSRs: IA32SYSENTERCS and IA32SYSENTEREIP, respectively. KiFastSystemCall is a

function that just calls KiSystemService, which actually dispatches a system call. The location of

KiSystemService can be found by extracting the address from the code ofKiFastSystemCall with a

hard-coded offset.

5.7 Shutdown

When GuestGuard detects that malware tries to modify a protected memory area, Guest-

Guard will shutdown the Windows operating system. GuestGuard does this byinjecting a triple

fault in the guest environment. Then the Windows operating system shutdowns the system with its

own triple fault handler.

A system shutdown is a rigorous option for a security system. An abrupt system shutdown

may be accompanied with loss of user data. However, a system shutdown is the safest option. If

malware is already running in kernel, to keep the computer system running will lead to a much

worse situation. If malware is already loaded into kernel, killing the malware process means killing

the kernel after all.

Since GuestGuard is a VMM-based security system, it is not difficult to make abackup

and snapshots of a computer system. After a system shutdown, it would be possible for GuestGuard
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to restore a most recent secure point of the computer system with a backupand snapshots. The

damage from the data loss of a system shutdown would not be so large and much smaller than the

damage from malware.

There are some other possible reactions against malware. It would be possible to modify

GuestGuard to take a different action when malware is detected, but this is not implemented in the

current version.

5.8 GuestGuard Memory Protection Typical Scenario Details

1. GuestGuard extracts necessary information about memory areas to be protected directly from

the Windows kernel memory and system registers.

2. GuestGuard inserts a new shadow page entry to protect a specific memory page the first time

a guest application tries to access the page.

3. Malware tries to modify a protected memory area.

4. The processor detects the access violation through the shadow page table and generates a page

fault.

5. The processor transfers control to KVM.

6. GuestGuard gets control through KVM and examines whether the fault address is protected.

7. GuestGuard injects a triple fault into the guest environment.

8. Windows shuts down the system with its own triple fault handler.
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Chapter 6

Evaluation

This chapter provides the evaluation results for GuestGuard. GuestGuard was evaluated

with respect to both functionality and performance.

6.1 Performance Overhead

This section describes the results of the performance test. The purpose of the performance

test is to evaluate whether it is realistic to use GuestGuard against malware. Execution speed is

one important factor in the evaluation of anti-malware. Even if a solution is very effective for

malware prevention or detection, if it causes significant performance impact on the computer system

being protected, it is not usable and will never be adopted widely. Anti-malware solutions need to

run efficiently. However, introducing a virtual machine is always accompanied with performance

loss and many anti-malware solutions using a virtual machine impose some performance penalty

[2, 8, 37, 45, 71]. The performance test indicates whether GuestGuard is a practical solution.

To measure the performance overhead of GuestGuard, Futuremark’s PCMark05 [14] was

chosen. PCMark05 is a popular commercial benchmark test suite for measuring overall PC per-

formance, especially for home PC usage. PCMark05 is composed of several test suites for each

system component such as CPU, memory, graphic card, and hard disk, individually. Each test suite

is composed of several tests. Each test suite is evaluated by calculating a geometric mean of the in-

dividual test results [15]. Higher score means higher performance. The details of score calculation

are described as follows and in Table 6.1.

The PCMark score is calculated by using the results of the various tests in thesystems
test suite. The individual test scores are combined using a geometric mean.The ge-
ometric mean provides a fair mechanism to combine a large number of test resultsas

33



compared to assigning arbitrary weights to individual scores. The geometric mean is
scaled using results from reference systems to produce the appropriaterange of scores.

PCMark05 scores will initially range between 1,200 and 5,500 PCMarks with generally
available PC hardware. They are scaled such that an entry-level system will score
approximately 1,200 PCMarks and a high-end system, at the time of product release1,
will score approximately 5,500 PCMarks. Of course, we expect that over time there
will be PCs that will score higher and higher.

geometric mean= (item1 × item2 × item3 × · · · × itemN)[1/N ]

CPU Score= 82× [ geometric mean of the CPU test suite test results]
Memory Score= 1.7× [ geometric mean of the Memory test suite test results]
HDD Score= 300× [ geometric mean of the HDD test suite test results]

Table 6.1. PCMark05 Score Calculation

Physical Machine
System Model: Apple Inc. Mac-F2218FC8
Processor: Intel(R) Core(TM)2 Duo CPU E8135 @ 2.66GHz
Physical Memory: 3 GB
Graphic: NVIDIA GeForce 9400
Video Memory: 512 MB
Operating System: Microsoft Windows XP (5.1.2600) 32-bit

Table 6.2. Physical Machine Specification

Virtual Machine
System Model: -
Processor: Pentium II
Physical Memory: 512 MB
Graphic: Cirrus Logic 5446 Compatible Graphics Adapter
Video Memory: 3 MB
Operating System: Microsoft Windows XP (5.1.2600) 32-bit

Table 6.3. Virtual Machine Specification

PCMark05 was executed on Windows XP installed on the native machine and three vir-

tual machines, which are under QEMU, KVM, and KVM with GuestGuard, respectively. Each

1PCMark05 was released in 2005
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benchmark test was conducted on the same physical machine and the resultswere compared. The

details of the physical machine and the virtualized machine are specified in Table 6.2 and 6.3.

(a) CPU Suite Test (b) Memory Suite Test (c) HDD Suite Test

Figure 6.1. Benchmark Results

Figure 6.1(a), 6.1(b), and 6.1(c) show the results of CPU, memory, and hard disk test

suites of PCMark05, respectively. The results of individual tests are listed in Tables A.1, A.2, A.3,

and A.4 in Appendix A. These results show that GuestGuard only slightly affects performance of

KVM. GuestGuard makes some writable memory pages write-protected. If access violations are

concentrated on the additional protected pages, GuestGuard will lose performance compared with

normal KVM because of additional page faults and incidental instruction emulation. However, this

result indicates that access violations to the protected memory pages do not happen so often for

general home computing. GuestGuard does not substantially affect performance of KVM.

In addition, Figure 6.1(a), 6.1(b), and 6.1(c) show that QEMU has a significant perfor-

mance impact. As a matter of fact, QEMU is regarded as a fast virtual machine when compared

to other emulator [11]. Consequently, a virtual machine of emulator type doesnot seem suitable

for home PC usage and as a platform of a security system. On the contrary,the performance over-

head of KVM is acceptable. KVM scored only about 30% fewer points in theCPU test and 4%

fewer points in the memory test than a native machine, which means that KVM is usable for general

computing. In the hard disk drive test, KVM showed remarkably high scorebecause disc accesses

on KVM are virtualized and all the disc accesses do not actually involve the physical disc. These

results support the possibility that KVM and other processor-based virtual machines can be used for

general computing and as a platform of a security system.
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6.2 Functional Test

The purpose of the functional test is to evaluate how efficiently and effectively Guest-

Guard prevents malware from tampering with the kernel. For this purpose,several rootkits were

tried on the guest Windows XP under GuestGuard. The reaction of GuestGuard was observed, and

then, the results were analyzed.

6.2.1 Test Sample

For this test, rootkits were chosen as the test samples. The reason for choosing rootkits

as a test target is that GuestGuard only protects part of the kernel sitting inmemory, and a lot of

malware does not attack the kernel. Although not all rootkits attack the kernel, some of them do

since their goals are generally to take partial control of the system or to provide stealth.

However, there are not many rootkits available for this test. IBM identified 410,000 new

malware during 2007. However, only 1,138 were recognized as pure rootkits [16]. In addition,

some rootkits belong to user-level malware. User-level malware is not a target of GuestGuard since

it does not modify the target kernel.

A web site, Rootkit.com [42], provides source code and executables of rootkits and useful

information about rootkits. There is extensive documentation about some ofthe rootkits, in the form

of a book [46]. Most available rootkits from the site are created for proof of concept to demonstrate

the effectiveness of techniques for hijacking a system and/or hiding the existence of an attacker.

Some rootkits were selected from the site for this test.

The selected rootkits are not malware. Their intentions are to demonstrate some attacking

techniques. However, every technique used by the selected rootkits could be employed by malware.

The results of this functional test can indicate whether GuestGuard could work to stop real malware.

6.2.2 Results

The results of the functional test are summarized in Table 6.4 and 6.5. Table 6.4 shows

whether GuestGuard succeeded in detecting each rootkit. Table 6.5 showsthe details of the attacking

point of each rootkit detected by GuestGuard. In this subsection, each rootkit is analyzed from its

source code and each test result is described.
2System is the process name of the Windows kernel.
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Table 6.4. Functional Test Result. In the table, ”
√

” indicates successful detection.

Name Result Type
0x60 hook

√
Hooking

Apic keyboard
√

Hooking
CFSD Filter Driver
Chpiesmmsniff SMM
Driverlesseprocesslist Hooking/Memory Mapping
FU Rootkit DKOM
BypassingVICE 2

√
Hooking

JiurlPortHideDirEN
√

Hooking
HideProcessHookMDL Hooking/Memory Mapping
X86 LimitTrap

√
Hooking

Basic8
√

Hooking

Table 6.5. Attacking Points of Rootkits Detected by GuestGuard

Name Attack Point Virtual Address Process ID Thread ID Process Name
0x60 hook IDT 8003F40D 4 56 System2

Apic keyboard IDT 8003F58E 4 56 System
BypassingVICE 2 Interrupt Vector 804E2F64 4 60 System
JiurlPortHideDirEN Interrupt Vector 804E2E28 4 60 System
X86 LimitTrap IDT 8003F468 4 48 System
Basic8 SSDT 804E2F64 4 52 System

0x60 hook

0x60 hook is a keylogger using hooking. 0x60hook is loaded into kernel space as a

device driver, and, in the initialization process, sets a hook to the keyboard interrupt handler by

replacing the pointer to the PS/2 keyboard interrupt handler in the IDT on each processor with the

pointer to the hook function, which intercepts a keyboard event and sends the extracted keyboard

input to the driver. Since 0x60hook attacks the IDT, GuestGuard was able to stop 0x60hook. The

GuestGuard log (Table 6.5) indicates that 0x60hook was loaded into the kernel and working as one

of the kernel threads. The attacked address, 0x8003F40D, was the second entry of the IDT, which

was the PS/2 keyboard interrupt handler.
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Apic keyboard

Apic keyboard is a keylogger using hooking, perverting the Intel APIC (Advanced Pro-

grammable Interrupt Controller) architecture [19]. Apickeyboard inserts a new interrupt handler at

location 0x31 of the IDT and controls each keyboard event signal to deliver to the new handler by

manipulating the configuration of the APIC. As responding to a keyboard event, the new interrupt

handler calls its own keyboard interrupt handler to extract the scancode, then jumps to the original

keyboard handler.

GuestGuard was able to stop Apickeyboard during its initialization process when Apickeyboard

tried to set a new handler in the IDT.

CFSD

CFSD is a device driver that manipulates the result from queries to the file system to

hide files and directories. CFSD installs minifilter drivers [22] to the file systemdriver as callback

functions with the FltRegisterFilter function in its initialization process. A minifilter driver is a

callback function for filtering a specific I/O operation and used to extend a filter driver. A filter

driver is an optional driver, used to change the behavior of or to add new features to an existing

device driver.

CFSD sets minifilter drivers to the following I/O operations of the file system driver:

IRP MJ DIRECTORY CONTROL, IRPMJ CREATE, IRPMJ SET INFORMATION. The minifil-

ter driver intercepts IRPs (I/O Request Packets) which deliver the results from each I/O request, then

manipulates them to hide specified files and directories.

Since CFSD uses legitimate functions provided by Windows and does not attack the pro-

tected memory area, GuestGuard could not detect CFSD.

Chpie smm sniff

Chpiesmmsniff is a keylogger perverting the system management mode (SMM) pro-

vided by the Intel x86 architecture. The SMM is one of the Intel processor operating modes that

provides an isolated execution environment for a system wide function, intended to be used for low

level system management such as power and thermal management. The SMM isan ideal envi-

ronment for rootkits since the SMM provides a process with strong isolation from other processes

running in a different operating mode and unrestricted access to every system resources. The In-

tel processor enters the SMM when a system management mode interrupt (SMI) is generated and
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invokes an SMI handler stored at SMBASE + 0x8000 as default. In the SMM, code and data are

stored in memory area called SMRAM and SMBASE is the base address of SMRAM. The SMM

overview is described in Figure 7.2.

Chpiesmmsniff sets up the SMI handler in SMRAM, disables the keyboard interrupt by

directly writing the port of the keyboard controller, and then starts polling thekeyboard state. When

the keyboard output buffer is ready to read, Chpiesmmsniff enters the SMM by manipulating the

interrupt command register of the local APIC to generate an inter-processor interrupt (IPI) in the

SMI delivery mode, invoking the SMI handler. The SMI handler just reads a keyboard scancode

from the port 0x60 and writes it at the physical address 0x00000000,then exits the SMM. After

that, Chpiesmmsniff dispatches the real keyboard handler with the intercepted scancode.

GuestGuard was not able to stop Chpiesmmsniff because it did not modify the protected

memory area to set a hook and to invoke an SMI.

Driverless eprocesslist

Driverlesseprocesslist shows another technique to load malware into kernel space. The

technique does not require the code being loaded as a device driver. Instead, driverlesseprocesslist

loads the code into kernel space by using a call gate. A call gate, a feature provided by the Intel

x86 architecture, is a mechanism that allows a less privileged program to invoke a predefined higher

privileged function. A call gate must be set on the GDT or the LDT, which is located in kernel

space. The SGDT (Store Global Descriptor Table) instruction is usable for a user mode program so

that the address and limit of the GDT are available for any user programs.

Although a user mode program cannot access the kernel address space, Driverlesseprocesslist

overcomes this problem by mapping the physical memory pages used for the GDT into user space

with the NtMapViewOfSection function in Ntdll.dll. This becomes possible by initializingthe at-

tribute of the PhysicalMemory device object with a function called InitializeObjectAttributes. As

a result, Driverlesseprocesslist is able to modify the entry of the GDT. Driverlesseprocesslist

inserts into an empty slot in the GDT a new call gate, which points to a program to just traverse and

show the process list. Since Driverlesseprocesslist mapped the address space used for the GDT

into user space, GuestGuard could not stop Driverlesseprocesslist although GuestGuard protected

the GDT.
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FU Rootkit

FU [1] is a rootkit using DKOM. After being loaded as device driver, FU dispatches

the main body of the rootkit code, and then waits for user requests throughthe ioctl. FU has the

following three main features: hiding processes, hiding device drivers,and changing the security

information of a process.

FU hides a process or a device driver by removing the corresponding kernel object from

the linked list which the Windows kernel uses to keep track of each process and device driver. Under

Windows XP, the EPROCESS data structure [39] represents a process and each EPROCESS instance

has a link to the linked list for current active processes. FU gets the EPROCESS object of the current

process with the PsGetCurrentProcess function. In addition, in its initializationprocess, FU can

access its own driver object, from which FU can access the linked list called PsLoadedModuleList

[39] that keeps track of loaded kernel modules. After finding the targetkernel object, FU replaces

the forward link of the preceding object and the backward link of the subsequent object to remove

the target object from the linked list, then the target object becomes invisible.

FU can modify the security context of each process. A data structure called access token

describes the security context of a process, and the EPROCESS structure of the process contains

the link to it. An access token is created when a user logs on, and attached to each process and

thread which the user creates. An access token describes the user anduser’s groups which a process

belongs to, and the privilege type which the process has. FU directly modifies the contents of the

access token of the target process through the kernel memory and changes the privileges or the

owner of a process.

Since FU attacked unprotected memory areas, GuestGuard could not stop FU.

BypassingVICE 2

BypassingVICE 2 is a proofof concept rootkit for demonstrating how to subvert VICE

[57]. VICE is a hook detection tool and can detect a range of hooks such as system services, interrupt

handlers, Windows APIs, IRP handlers, and function table patching [12]. BypassingVICE 2 sets

a hook on a system service, which is detectable with VICE. However, BypassingVICE 2 removes

the hook when detecting VICE activity. The trick of BypassingVICE 2 lies in a hook set up in the

IofCallDriver function, which sends an IRP to the lower device driver when an ioctl is requested [43,

55]. A user application sends a request to a specific device driver with the DeviceIoControl Windows

API function, which invokes the IofCallDriver function to send the requested ioctl in IoCallDriver
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[23]. VICE seems not to cover the IofCallDriver function and to start its operation through the

ioctl from the user portion of VICE. By hooking the IofCallDriver function, BypassingVICE 2

hides its hook when it detects a DeviceIoControl function invocation and sets the hook again on the

function termination. Actually, BypassingVICE 2 responds to not only a VICE activity but all the

DeviceIoControl invocation from other processes.

GuestGuard was able to stop BypassingVICE 2 in its initialization process when it tried

to replace the pointer to NtQueryDirectoryFile in the SSDT.

JiurlPortHideDir EN

JirulPortHideDir, loaded as a device driver, sets a hook to NtDeviceIoControlFile [28] to

hide a port used by a target process. NtDeviceIoControlFile is a centralized function to control all

the ioctl requests to each device. If an ioctl request has a result, NtDeviceIoConrolFile returns it

to the caller. By hooking NtDeviceIoControlFile, all the information from eachdevice driver can

be globally manipulated at one point. JirulPortHideDir calls the old NtDeviceIoControlFile, filters

only the results of the queries to the TCP device object, and removes the information about a specific

port from the result.

GuestGuard was able to stop JiurlPortHideDir in its initialization process when it tried to

set the pointer of the new function in the SSDT.

HideProcessHookMDL

HideProcessHookMDL provides stealth for a process by setting a hook inthe SSDT.

Although GuestGuard protects the SSDT, GuestGuard was not be able to detect the modification of

the SSDT by HideProcessHookMDL.

The Windows XP kernel sets write-protection on the SSDT and does not allow any mod-

ification of its contents. To avoid the write-protection, HideProcessHookMDL maps the physical

memory pages used for the SSDT into a different virtual memory area. To mapthe physical pages,

HideProcessHookMDL uses the functions provided for kernel-mode device drivers.

Windows uses a data structure called memory descriptor list (MDL) [27] to keep track

of contiguous virtual memory space and mapped physical pages. HideProcessHookMDL extracts

the information of physical pages used for the SSDT with MmCreateMdl [25]and MmBuildMdl-

ForNonPagedPool [24], then maps them into a different virtual address area with MmMapLocked-

Pages [26].
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GuestGuard protects a memory area based on the virtual memory address because Guest-

Guard uses the x86 page protection mechanism. If the protected physical memory areas are mapped

into a different virtual memory area, the memory protection of GuestGuard is also avoided.

X86 LimitTrap

X86 LimitTrap implements a global hook perverting the limit of the IDT. The Intel x86

architecture requires the operating system to specify the number of the interrupt vectors through the

limit field of the IDTR and a processor generates a general protection fault when detecting a vector

reference beyond the limit of the IDT [19].3 This program hooks the general protection handler and

changes the limit of the IDT so that vector references larger than the limit areintercepted by the

new general protection handler.

The reason that X86LimitTrap uses a global hook is to deal with keyboards using both a

PS/2 connector and an advanced programmable interrupt controller (APIC) [19]. A PS/2 keyboard

interrupt handler can be found in the fixed location in the IDT under Windows. On the contrary,

the location of an APIC keyboard interrupt handler depends on the underlying hardware and the

Windows version. An APIC keyboard interrupt handler can be found through the interrupt redi-

rection table of the I/O APIC, which is a component of the Intel APIC architecture and located on

the chipset, and redirects an interrupt from an external I/O device to the interrupt handler in the

IDT of a corresponding processor. The I/O APIC has memory mapped registers, through which

X86 LimitTrap can find the APIC keyboard interrupt vector.

X86 LimitTrap dynamically finds out the keyboard interrupt handler which the target sys-

tem is using, and filters it to steal keyboard inputs with the general protectionhandler. A general pro-

tection handler is the 13th entry of the IDT under Windows XP. GuestGuard stopped X86LimitTrap

when it tried to change the pointer of the general protection handler in the IDT in its initialization

process.

Basic 8

Basic8 is a rootkit that demonstrates how to intercept information from functions with

SSDT hooking. Basic8 replaces the pointers in the SSDT of the following functions: ZwQueryDi-

rectoryFile [30], ZwQuerySystemInformation [31], ZwOpenFile [29]of. Then, Basic8 displays the

3In the Intel x86, the IDT can hold at most 256 interrupt vectors.
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results of each hooked function invocation. Since Basic8 attacked the SSDT, GuestGuard was able

to stop the execution of Basic8.
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Chapter 7

Discussion

7.1 Analysis of Functional Test Results

In the functional test, eleven samples have been tested. Chpiesmmsniff perverted the

SMM. CFSD perverted a minifilter driver. FU used DKOM. The rest eight samples used hooking.

Among them, GuestGuard was able to stop six rootkits.

All the six rootkits used hooking and tried to set a hook to a function or a function ta-

ble. The GuestGuard memory protection mechanism was quite effective against hooking. By using

hooking, BypassingVICE 2 can avoid detection of VICE, which is a very powerful hooking detec-

tion tool and can detect a range of hooks. Many hooking detection tools including VICE can work

only after a hook is set. Therefore, there are chances that malware avoids the detection. On the

contrary, GuestGuard can stop malware in a instant when it tries to set a hook. GuestGuard worked

very effectively against the attack to code and system data structures that are never or not so often

modified and that are often targeted by malware using hooking. However,GuestGuard missed three

rootkits using hooking.

Chpiesmmsniff did not modify kernel memory except system management RAM (SM-

RAM). Chpie smmsniff sets the code in the SMRAM, and modifies local APIC memory mapped

registers to generate a system management interrupt (SMI). A possible threat perverting SMM has

been fairly recently reported. GuestGuard did not protect memory areasthat SMM rootkits attack.

HideProcessHookMDL and Driverlesseprocesslist are hooking rootkits that GuestGuard

was not able to stop. Their technique to circumvent the GuestGuard memory protection mechanism

is memory mapping. They use memory mapping to avoid the existing memory protection provided

by the operating system. However, the memory mapping technique is also effective for avoiding

the GuestGuard memory protection. The vulnerable part of GuestGuard is that the GuestGuard
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memory protection is based on virtual memory space. The memory mapping technique exposes the

weakness of memory protection based on virtual memory. However, there isa possible solution for

this problem. The details are described in Section 7.3.2.

To hide specific files and directories, CFSD perverted a minifilter driver, which is a call-

back function for filtering a specific I/O operation. Since a minifilter driver islegitimate function-

ality provided by the Windows operating system, CFSD did not do anything wrong from the view

of an operating system. Since GuestGuard is a policy enforcement system, GuestGuard does not

respond to any legal activities. Therefore, CFSD was outside the scopeof GuestGuard.

FU was the only rootkit using DKOM in this test. DKOM malware attacks the memory

areas that are difficult to protect with write-protection because those memory areas are supposed to

be updated quite often. FU attacked such memory areas, which were not protected by GuestGuard.

Consequently, GuestGuard was not be able to stop FU. GuestGuard currently does not protect attack

points of DKOM malware for the following two reasons. First, target kernel objects of DKOM

malware are not allocated at fixed location. GuestGuard must get the exact location of each target

kernel object before protecting them. Second, an operating system unpredictably creates, updates,

and deletes kernel objects that are targeted by DKOM malware. GuestGuard must dynamically get

more information about the internal state of the guest operating system, or must cooperatively work

with the guest operating system.

7.2 Kernel Tampering Malware Classification

GuestGuard targets kernel tampering malware (KTM). From the result ofthe functional

test, the target of GuestGuard becomes much clearer. KTM can be categorized into the following

four types:

Type I: KTM that modifies system components (system registers) other than the kernel memory.
Type II : KTM that (may) modifies the kernel only in legitimate ways.
Type III : KTM that modifies the static kernel memory.
Type IV : KTM that modifies the dynamic kernel memory in illegitimate ways.

The type of KTM can be decided by the type of the attack way: legitimate or illegitimate, and the

type of the attack point: static or dynamic (See Figure 7.1).

Type I KTM does not modify the kernel memory but modifies other system compo-

nents such as control registers (CRs), model specific registers (MSRs), interrupt descriptor register
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Figure 7.1. KTM Classification

(IDTR), and global descriptor register (GDTR). Type I KTM uses hardware-provided features such

as SMM, APIC and fast system call. For example, an MSR called IA32SYSENTEREIP is a pos-

sible target of malware to set a system-wide hook. IA32SYSENTEREIP contains the pointer of

the system call dispatch routine. Malware just replaces the function pointer in the MSR with the

WRMSR instruction to hook the system call dispatcher. In general, system components targeted by

Type I KTM are not modified after the operating system sets up them in the initialization process.

Therefore, it would not be a problem to disable modification of these systemcomponents after the

operating system has completed its initialization process.

In the functional test, only Chpiesmmsniff belongs to Type I (although some other test

samples changed the write protection bit in the CR0 to disable the memory protectionprovided by

the processor). GuestGuard currently does not detect activities of Type I malware. However, it is

not difficult to add the Type I KTM support to GuestGuard. Hardware-provided features, used by

Type I KTM, require privileged instructions or a predefined procedure, which means that it is not

difficult for GuestGuard to get control from the malware in its initialization process. After gaining

control, GuestGuard will be able to examine whether the access is valid.

Type II KTM uses only functionality provided by the operating system. In thefunctional

test, CFSD belongs to Type II. CFSD uses the functions provided by the Windows operating system

to install minifilter drivers. Type II KTM does not do any illegal activities from the view of an

operating system so that, to identify Type II KTM, acceptable activities of each process should be

defined. Otherwise, the functionality of an operating system must be limited. Type II KTM is not

currently a target of GuestGuard.

Type III KTM modifies the static kernel memory. The target memory areas of Type III

KTM are not supposed to be changed after they are set up and include system function code and

system tables such as IDT, GDT, LDT, and SSDT. GuestGuard currentlytargets only Type III KTM.

Most of hooking malware belongs to Type III.
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Type IV KTM modifies the dynamic kernel memory. The target memory areas ofType

IV KTM are supposed to be changed, so that it is very difficult to protectthe target memory areas

of Type IV KTM. GuestGuard memory protection currently cannot be applied to Type IV KTM. In

the functional test, FU belongs to Type IV. Malware using DKOM is a member of Type IV KTM.

7.3 Potential Improvements

7.3.1 Against SMM rootkits (Type I & III KTM)

Figure 7.2. SMM Overview

SMM rootkits pervert the system management mode (SMM) that is one of the Intel pro-

cessor operating modes and the most privileged execution environments. When a system manage-

ment interrupt (SMI) is raised, the processor switches the operating environment, and then dis-

patches the SMI handler. The SMI handler is executed in isolated addressspace called system

management RAM (SMRAM). Since a process in the SMM can access all system resources, the

SMM environment is very attractive for malware author.

The overview of the SMM is described in Figure 7.2. The base address ofSMRAM is

stored in the SMBASE register. The default location of SMRAM is physical address 0x30000.

SMRAM is relocatable and traceable through the SMBASE Register. An SMI can be generated by

manipulating a local APIC, which controls the delivery of interrupts. A localAPIC has a set of

registers, which are memory mapped and accessible through an MSR called IA32 APIC BASE.

The contents of SMRAM is not modified after it is set up during boot-time so thatit is

not difficult to protect SMRAM with the GuestGuard memory protection mechanism. Making parts

of SMRAM write-protected prevents malware from inserting code in SMRAMand from running in

SMM. In addition, among the local APIC registers, interrupt command registers, used for interrupt
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control, are expected not to be modified so often. Write-protecting interrupt command registers of

local ACPIs will prevent a process from freely generating an SMI.

7.3.2 Against the Memory Mapping Bypassing Technique (Type IIIKTM)

As described in Figure 7.3, mapping protected memory pages into the different virtual

address space effectively avoids GuestGuard since the GuestGuard memory protection depends on

the Intel x86 paging memory protection mechanism, which is based on virtual memory, not physical

memory. However, this problem can be fixed. There are two conceivableways.

Figure 7.3. Memory Mapping Circumvention

One solution is to hook functions used for memory mapping. It is assumed that malware

uses some system calls to create a memory map. Since memory mapping is a task that totally

depends on the operating system and the underlying processor, without the help of the operating

system, it is very difficult to perform memory mapping. By hooking a function tocreate a memory

map, each memory mapping can be monitored. When detecting a new memory map creation from a

protected page, GuestGuard will be able to make the newly mapped page write-protected. However,

this solution could be circumvented if there exists a way to map memory without usingthe hooked

function.

Another solution is to keep track of each page table entry creation and update and to set

protection when a page table entry points at a protected physical page. One way to detect each

page table entry creation and update is to write-protect each page table. When the guest operating
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system and applications write-access a protected page table, the processor generates a page fault

exception. By intercepting the exception, a security system can detect modification of a page table

entry. GuestGuard already has this feature by using the KVM memory management mechanism

and can keep track of each page table entry creation and update. After detecting modification of

a page table entry, GuestGuard will be able to check the pointer of the page table entry and to set

the protection if the page table entry points at a physical page being protected. It is theoretically

impossible to bypass this technique since every memory mapping is examined.

7.3.3 Against DKOM (Type IV KTM)

Figure 7.4. Against DKOM

Malware depending on only DKOM does not change code. Instead, it manipulates some

contents of kernel objects. The targets of DKOM malware are kernel data structures that keep

track of each system resource and that collectively manage sets of some system resources. A data

structure that stores the status of a process or thread is often targeted because it contains the security

information of a process or thread. Linked lists that contain active processes and loaded kernel

modules are also targeted because removing an entry from those lists might result in hiding the

presence of malware. Those data structures are expected to be modified quite often so that it is

difficult to protect them with write-protection.

However, it is possible for GuestGuard to stop DKOM malware. By setting write-protection

on target kernel objects of DKOM malware, GuestGuard can get control when DKOM malware at-
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tacks the protected memory. Then, GuestGuard can check if the current instruction pointer is within

an appropriate range. This mechanism is described in Figure 7.4. The protected memory areas

should be accessed only by specific functions. Fortunately, the Windowsoperating system con-

solidates object and security management through the object manager and the Security Reference

Monitor (SRM). From these functions, the appropriate range of the instruction pointer can be spec-

ified. The problem with this solution is when GuestGuard should set and clearthe write-protection

for a kernel object. An operating system unpredictably creates and deletes a kernel object. This

problem can be solved by hooking functions that create and delete each kernel object.

7.3.4 Against Filter Driver Perversion (Type II KTM)

Detection of a filter driver including a minifilter driver is not difficult since a filter driver

is installed through legitimate functions and registered in some kernel objects. However, the deci-

sion of whether a filter driver is acceptable is very difficult. One possible solution is to check the

information flow of each I/O. If preferable information flows for each I/O can be defined, then it is

possible to prevent inappropriate usages of filter drivers.

The policies for information flows and the policy enforcement mechanism should be

placed outside of the operating system to keep the integrity. In addition, a security system using

a virtual machine can be made to track the information flow of each I/O. For these reasons, Guest-

Guard is also extensible to an information flow policy enforcement. One possible side effect is the

performance impact from tracking each information flow.
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Chapter 8

Future Work

Although GuestGuard has achieved high security effectiveness against Type III KTM,

GuestGuard still can be extended to deal with all the types of KTM as described in Section7.2.

Above all, the feature about information flow policy enforcement is quite interesting. With this

feature, KTM such as keylogger and network packet sniffer will be detectable even if it uses only

legitimate ways provided by the operating system. In addition, information flow policy enforcement

has potential to expose and prevent some types of covert channels used by malware. A covert

channel is a communication channel that is hidden and extremely difficult to detect. Besides that,

this feature could be applied to prevent information leak.

GuestGuard is created to cover the design deficiencies of operating systems widely used

today, where we cannot expect a secure computing environment. However, GuestGuard can work

more efficiently and effectively if it is integrated with an operating system. Thecurrent major

problem of GuestGuard is that GuestGuard directly extracts necessary information from the memory

of guest operating system. Therefore, GuestGuard can get only fragmentary operating system level

information. With the information about memory allocation and deallocation, and theintended use

of allocated memory, GuestGuard will be able to provide more flexible memory usage.

One possible implementation design is to transfer the memory manager from an operating

system to GuestGuard. An operating system would request necessary memory from GuestGuard

with the intended use, then GuestGuard allocates the requested memory with the appropriate policy

and returns it to the operating system. The operating system does not haveto care about the memory

usage. This idea will reduce complexity and the amount of code for the memoryand security

management from the operating system. For example, an operating system can request memory

for the object manager and the security manager just once. The allocated memory areas are not

rewritable. Then, the operating system can request memory where only theobject manager or the
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security manager can access. This mechanism can prevent the DKOM attack as well as many other

KTM technologies such as executing a data segment and accessing address space of a different

process. In addition, the technologies such as address space layout randomization (ASLR) will

become less important.
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Chapter 9

Conclusions

This thesis has proposed an innovative way for kernel tampering malware (KTM) pre-

vention through the implementation of GuestGuard. KTM may compromise the computer system,

hide its existence, and subvert the security system. KTM is extremely hard to detect and becomes

one of the most serious threats for computer users. There are currentlyno perfect countermeasures

against KTM. While most of security measures focus on detection of KTM, GuestGuard focuses on

prevention of KTM. The design of GuestGuard is based on the thorough analysis of KTM attack

methods and the root causes that enable KTM attack methods. As a result, GuestGuard is set apart

from other security measures. GuestGuard has the following four discriminating strong points.

First, dynamic prevention is a highly important feature of GuestGuard. GuestGuard can

stop the malware execution immediately when it tries to attack a protected memory area. In con-

trast, many security measures try to find a trace of attack after malware did something. The find-

after-malware-did-something approach leaves room for an attacker to subvert the security measure.

Dynamic prevention is an indispensable feature for a security system.

Second, GuestGuard is tamper-resistant. The protection mechanism of GuestGuard is

hardware-based, using the Intel x86 paging architecture. In addition,by using virtualization, the

execution environment of GuestGuard is isolated from that of the guest applications. Also, Guest-

Guard has no guest portion. GuestGuard is practically unreachable from an attacker. Even if an

attacker can succeed in compromising the guest operating system, GuestGuard can work correctly.

Third, the performance loss caused by GuestGuard is very small. A lot of VMM-based

security measures suffer from serious performance loss. Since GuestGuard uses KVM, which is

a processor-assisted full virtualization system, GuestGuard is much fasterthan any other security

measures using an emulator such as QEMU. In addition, the GuestGuard memory protection mech-

anism is hardware-based and works only when malware attacks a protected memory area. Guest-
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Guard is much more efficient than many other security measures. These facts makes GuestGuard

realistic as a security measure.

Fourth, GuestGuard requires neither a whitelist nor a blacklist. GuestGuard works as a

policy enforcement against illegal memory usage and stops the execution ofa process that violates

the policy. Consequently, GuestGuard is effective even for unknown malware. Moreover, Guest-

Guard has a strong possibility to suppress a lot of potential threats that have never been detected

yet.

GuestGuard is a prototype of a security measure against KTM. GuestGuard currently

cannot stop all possible KTM (Type I - IV). However, GuestGuard is highly extensible. As noted in

the Section 7.3, GuestGuard can be made to handle all types of KTM. GuestGuard already indicated

high potential of dealing with the Type III KTM including KTM using hooking.

Given all the successful implementation, GuestGuard is a promising security solution.

GuestGuard can prevent malware from tampering with kernel, enhance the security level of the

computer system, and raise the bar for attackers.
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Appendix A

Performance Test Result Detail
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Table A.1. Native Performance Test Result Detail

CPU Test Suite

Test Value Unit
File Compression 12,008,722.0 B/s
File Decompression 181,154,064.0 B/s
File Encryption 75,651,096.0 B/s
File Decryption 75,911,256.0 B/s
Image Decompression 37,252,182.0 Pixels/s
Audio Compression 3,597,691.2 B/s
File Compression 11,949,117.0 B/s
File Encryption 74,680,416.0 B/s
File Decompression 90,640,464.0 B/s
File Decryption 37,942,708.0 B/s
Audio Decompression 1,402,990.4 B/s
Image Decompression 18,536,575.3 Pixels/s

Memory Test Suite

Test Value Unit
Memory Read - 16 MB 7,272,447,488.0 B/s
Memory Read - 8 MB 9,424,022,528.0 B/s
Memory Read - 192 KB 17,750,812,672.0 B/s
Memory Read - 4 KB 41,239,261,184.0 B/s
Memory Write - 16 MB 5,557,847,552.0 B/s
Memory Write - 8 MB 5,552,468,480.0 B/s
Memory Write - 192 KB 16,361,013,248.0 B/s
Memory Write - 4 KB 40,057,696,256.0 B/s
Memory Copy - 16 MB 5,584,953,344.0 B/s
Memory Copy - 8 MB 5,756,641,792.0 B/s
Memory Copy - 192 KB 16,358,763,520.0 B/s
Memory Copy - 4 KB 41,318,834,176.0 B/s
Memory Latency - Random 16 MB 9,346,590.0 Accesses/s
Memory Latency - Random 8 MB 11,406,007.8 Accesses/s
Memory Latency - Random 192 KB 156,991,409.3 Accesses/s
Memory Latency - Random 4 KB 881,231,384.3 Accesses/s

HDD Test Suite

Test Value Unit
HDD - XP Startup 7,996,544.0 B/s
HDD - Application Loading 7,374,400.0 B/s
HDD - General Usage 6,270,867.5 B/s
HDD - Virus Scan 115,192,528.0 B/s
HDD - File Write 66,484,424.0 B/s
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Table A.2. QEMU Performance Test Result Detail

CPU Test Suite

Test Value Unit
File Compression 941,634.2 B/s
File Decompression 11,867,806.0 B/s
File Encryption 2,748,521.5 B/s
File Decryption 2,547,294.3 B/s
Image Decompression 1,807,769.5 Pixels/s
Audio Compression 177,564.8 B/s
File Compression 489,683.2 B/s
File Encryption 1,334,937.4 B/s
File Decompression 3,066,750.5 B/s
File Decryption 638,784.8 B/s
Audio Decompression 29,158.5 B/s
Image Decompression 446,912.6 Pixels/s

Memory Test Suite

Test Value Unit
Memory Read - 16 MB 2,380,257,280.0 B/s
Memory Read - 8 MB 2,396,851,200.0 B/s
Memory Read - 192 KB 2,946,191,616.0 B/s
Memory Read - 4 KB 2,956,360,704.0 B/s
Memory Write - 16 MB 1,854,185,600.0 B/s
Memory Write - 8 MB 1,916,402,816.0 B/s
Memory Write - 192 KB 2,471,286,272.0 B/s
Memory Write - 4 KB 2,449,816,832.0 B/s
Memory Copy - 16 MB 1,320,881,408.0 B/s
Memory Copy - 8 MB 1,329,044,992.0 B/s
Memory Copy - 192 KB 1,452,814,976.0 B/s
Memory Copy - 4 KB 1,464,323,712.0 B/s
Memory Latency - Random 16 MB 3,867,554.4 Accesses/s
Memory Latency - Random 8 MB 5,216,701.0 Accesses/s
Memory Latency - Random 192 KB 79,144,432.1 Accesses/s
Memory Latency - Random 4 KB 130,352,279.7 Accesses/s

HDD Test Suite

Test Value Unit
HDD - XP Startup 6,023,437.0 B/s
HDD - Application Loading 4,293,993.5 B/s
HDD - General Usage 3,801,344.0 B/s
HDD - Virus Scan 19,393,256.0 B/s
HDD - File Write 12,166,904.0 B/s
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Table A.3. KVM Performance Test Result Detail

CPU Test Suite

Test Value Unit
File Compression 11,991,934.0 B/s
File Decompression 179,999,648.0 B/s
File Encryption 75,605,848.0 B/s
File Decryption 76,168,232.0 B/s
Image Decompression 37,259,597.8 Pixels/s
Audio Compression 3,595,598.8 B/s
File Compression 6,286,636.0 B/s
File Encryption 38,008,760.0 B/s
File Decompression 45,551,616.0 B/s
File Decryption 19,203,076.0 B/s
Audio Decompression 765,114.2 B/s
Image Decompression 9,558,040.6 Pixels/s

Memory Test Suite

Test Value Unit
Memory Read - 16 MB 7,226,412,544.0 B/s
Memory Read - 8 MB 9,423,799,296.0 B/s
Memory Read - 192 KB 17,857,009,664.0 B/s
Memory Read - 4 KB 41,341,878,272.0 B/s
Memory Write - 16 MB 5,556,272,128.0 B/s
Memory Write - 8 MB 5,561,619,456.0 B/s
Memory Write - 192 KB 16,324,050,944.0 B/s
Memory Write - 4 KB 40,090,144,768.0 B/s
Memory Copy - 16 MB 5,557,683,712.0 B/s
Memory Copy - 8 MB 5,851,471,872.0 B/s
Memory Copy - 192 KB 16,396,610,560.0 B/s
Memory Copy - 4 KB 41,434,333,184.0 B/s
Memory Latency - Random 16 MB 6,729,544.6 Accesses/s
Memory Latency - Random 8 MB 9,346,590.0 Accesses/s
Memory Latency - Random 192 KB 147,330,398.6 Accesses/s
Memory Latency - Random 4 KB 875,080,627.4 Accesses/s

HDD Test Suite

Test Value Unit
HDD - XP Startup 95,700,016.0 B/s
HDD - Application Loading 22,052,028.0 B/s
HDD - General Usage 54,618,080.0 B/s
HDD - Virus Scan 274,770,592.0 B/s
HDD - File Write 248,002,864.0 B/s
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Table A.4. GuestGuard Performance Test Result Detail

CPU Test Suite

Test Value Unit
File Compression 12,085,977.0 B/s
File Decompression 181,172,096.0 B/s
File Encryption 75,681,136.0 B/s
File Decryption 75,741,032.0 B/s
Image Decompression 36,918,602.0 Pixels/s
Audio Compression 3,588,282.3 B/s
File Compression 6,251,299.0 B/s
File Encryption 37,309,476.0 B/s
File Decompression 45,149,104.0 B/s
File Decryption 18,782,000.0 B/s
Audio Decompression 694,869.4 B/s
Image Decompression 9,208,723.1 Pixels/s

Memory Test Suite

Test Value Unit
Memory Read - 16 MB 7,238,065,664.0 B/s
Memory Read - 8 MB 9,453,146,112.0 B/s
Memory Read - 192 KB 17,700,007,936.0 B/s
Memory Read - 4 KB 40,832,671,744.0 B/s
Memory Write - 16 MB 5,546,009,088.0 B/s
Memory Write - 8 MB 5,546,296,320.0 B/s
Memory Write - 192 KB 16,310,425,600.0 B/s
Memory Write - 4 KB 39,999,926,272.0 B/s
Memory Copy - 16 MB 5,567,695,872.0 B/s
Memory Copy - 8 MB 5,882,254,336.0 B/s
Memory Copy - 192 KB 16,341,246,976.0 B/s
Memory Copy - 4 KB 40,649,576,448.0 B/s
Memory Latency - Random 16 MB 6,597,592.8 Accesses/s
Memory Latency - Random 8 MB 9,218,554.5 Accesses/s
Memory Latency - Random 192 KB 147,330,398.6 Accesses/s
Memory Latency - Random 4 KB 875,080,627.4 Accesses/s

HDD Test Suite

Test Value Unit
HDD - XP Startup 82,007,904.0 B/s
HDD - Application Loading 19,252,416.0 B/s
HDD - General Usage 55,261,448.0 B/s
HDD - Virus Scan 274,570,400.0 B/s
HDD - File Write 205,982,400.0 B/s
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