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The AISB’08 Convention: Communication, Interaction and Social Intelligence

As the field of Artificial Intelligence matures, AI systems begin to take their place in human society as our helpers. Thus it

becomes essential for AI systems to have sophisticated social abilities, to communicate and interact. Some systems support

us in our activities, while others take on tasks on our behalf. For those systems directly supporting human activities,

advances in human-computer interaction become crucial. The bottleneck in such systems is often not the ability to find

and process information; the bottleneck is often the inability to have natural (human) communication between computer

and user. Clearly such AI research can benefit greatly from interaction with other disciplines such as linguistics and

psychology. For those systems to which we delegate tasks: they become our electronic counterparts, or agents, and they

need to communicate with the delegates of other humans (or organisations) to complete their tasks. Thus research on

the social abilities of agents becomes central, and to this end multi-agent systems have had to borrow concepts from

human societies. This interdisciplinary work borrows results from areas such as sociology and legal systems. An exciting

recent development is the use of AI techniques to support and shed new light on interactions in human social networks,

thus supporting effective collaboration in human societies. The research then has come full circle: techniques which

were inspired by human abilities, with the original aim of enhancing AI, are now being applied to enhance those human

abilities themselves. All of this underscores the importance of communication, interaction and social intelligence in current

Artificial Intelligence and Cognitive Science research.

In addition to providing a home for state-of-the-art research in specialist areas, the convention also aimed to provide

a fertile ground for new collaborations to be forged between complementary areas. Furthermore the 2008 Convention

encouraged contributions that were not directly related to the theme, notable examples being the symposia on “Swarm

Intelligence” and “Computing and Philosophy”.

The invited speakers were chosen to fit with the major themes being represented in the symposia, and also to give a

cross-disciplinary flavour to the event; thus speakers with Cognitive Science interests were chosen, rather than those with

purely Computer Science interests. Prof. Jon Oberlander represented the themes of affective language, and multimodal

communication; Prof. Rosaria Conte represented the themes of social interaction in agent systems, including behaviour

regulation and emergence; Prof. Justine Cassell represented the themes of multimodal communication and embodied

agents; Prof. Luciano Floridi represented the philosophical themes, in particular the impact of society. In addition there

were many renowned international speakers invited to the individual symposia and workshops. Finally the public lecture

was chosen to fit the broad theme of the convention – addressing the challenges of developing AI systems that could take

their place in human society (Prof. Aaron Sloman) and the possible implications for humanity (Prof. Luciano Floridi).

The organisers would like to thank the University of Aberdeen for supporting the event. Special thanks are also due to

the volunteers from Aberdeen University who did substantial additional local organising: Graeme Ritchie, Judith Masthoff,

Joey Lam, and the student volunteers. Our sincerest thanks also go out to the symposium chairs and committees, without

whose hard work and careful cooperation there could have been no Convention. Finally, and by no means least, we would

like to thank the authors of the contributed papers – we sincerely hope they get value from the event.

Frank Guerin & Wamberto Vasconcelos
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The AISB’08 Symposium on Affective Language in Human and Machine

The increasing awareness in HCI of the importance of considering emotions and other non-rational aspects of the human

mind in computer interfaces has led to a recent surge of interest in the area known as Affective Computing. Potential

applications of Affective Computing arise in areas such as healthcare and tutoring. Designing for affect also naturally

arises in the development of embodied conversational agents. There are many significant unsolved problems in this area,

including the modelling of emotions themselves (in terms of diagnosis and prediction) and the design of specialised

hardware to facilitate the measurement or expression of affective state.

This symposium concentrates particularly on the ways in which emotion is communicated between humans through

their written and spoken language. These ways may or may not suggest ways in which emotions might be communicated

between humans and machines. Theories of language frequently ignore the fact that this system of communication has

evolved as much for the expression and recognition of emotional state as for the conveying of factual information. The

corresponding parts of AI, speech and natural language processing are only gradually waking up to the possibilities and

challenges that the wider perspective opens up. This is reflected in the fact that, although there are general conferences

in Affective Computing and Intelligent User Interfaces there is not yet a specialised forum for researchers to discuss how

these issues relate to language.

In the symposium we particularly wish to consider the ways in which advances in fields such as Psychology and

Linguistics can inform the implementations of Affective Computing that are beginning to emerge. How can knowledge of

the ways that people express emotions to one another help to inform the development of affectively sensitive and effective

computer interfaces using language?

The symposium takes place on 1st-2nd April 2008. Apart from the talks in which participants present their work there

will also be panels/discussions. We are also very pleased to have Diane Litman of the University of Pittsburgh giving us

an invited talk on “Detecting and Adapting to Student Uncertainty in a Spoken Tutorial Dialogue System”.

Chris Mellish
University of Aberdeen

Symposium Chair:
Chris Mellish, University of Aberdeen, UK
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Attitude Display in Dialogue Patterns
Alessia Martalò1, Nicole Novielli1 and Fiorella de Rosis1

Abstract. We investigate how affective factors influence 

dialogue patterns and whether this effect may be described and 

recognized by HMMs. Our goal is to analyse the possibility of 

using this formalism to classify users’ behavior for adaptation 

purposes. We present some preliminary results of an ongoing 

research and propose a discussion of open problems.1

1 INTRODUCTION 
Advice-giving is aimed at attempting to change, with 

communication, the behavior of an interlocutor in a given 

domain, by influencing his or her attitude (the system of beliefs, 

values, emotions that bring the person to adopt that behavior). 

Irrespectively of the application domain, this goal requires 

appropriate integration of two tasks: provision of general or 

interlocutor-specific information about aspects of the behavior 

that make it more or less ‘correct’, and persuasion to abandon a 

problem behavior, if needed, by illustrating negative long term 

consequences it entails and positive effects of revising it.  

To be effective, advice-giving cannot be the same to all 

interlocutors. According to the Transactional Model,  it should 

be adapted, first of all, to the stage at which the interlocutors 

may be located, in the process of passing from a ‘problem’ to a 

‘more correct’ behaviour [1]: that is, to their beliefs, intentions 

and goals. In addition, the effect of the communication process 

will be conditioned by the kind of processing the interlocutor 

will make of information received. In this case, the Elaboration 

Likelihood Model helps in understanding how this processing is 

related, at the same time, to the Receiver’s ability and interest to 

elaborate it [2]. In different situations of attention and interest, 

peripheral or central processing channels will be followed, each 

focusing on a particular kind of information, with more or less 

emotional features. The consequence of the two theories is that, 

in advice-giving dialogues, knowledge of the Receivers is 

essential to increase their information processing ability and 

interest, and therefore the effectiveness of advice-giving.  

In previous papers, we discussed how the stage of change may 

be recognized and updated dynamically during the dialogue [3]. 

We also discussed how the user’s ‘social attitude’ towards the 

advice-giver -in our case, an Embodied Conversational Agent  

(ECA)- could be recognized with a combination of language and 

speech [4]. In both cases, the unit of analysis was the individual 

user move: results were propagated in a dynamic probabilistic 

model, to progressively build an approximate image of the user. 

In this article, we wish to discuss whether the user attitude 

reflects into the overall dialogue pattern rather than into the 

linguistic or the acoustic features of individual moves. We 

consider Hidden Markov Models (HMMs) as a candidate 
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formalism to represent dialogue patterns and their relations with 

the user attitude. We also propose to apply this formalism in a 

stepwise recognition of this attitude that enables adapting the 

advice-giving strategy and the system behavior. 

The paper is organized as follows. In Section 2, we clarify the 

aspects of the user attitude we intend to recognize and model: in 

particular, ‘engagement’.  In Section 3, after briefly introducing 

the kind of data on which our models were built, we describe 

how we applied HMMs to learn dialogue pattern descriptions for 

various user categories. In Section 4 we test the descriptive 

power of HMMs when trying to model the differences in 

dialogue dynamics between two classes of users, defined 

according to their background.  Model testing is discussed in 

Section 5, while the topic of engagement recognition is dealt 

with in Section 6, before a brief analysis of related work (Section 

7) and some final considerations about the limits of this ongoing 

study (Section 8). 

2 WHICH ATTITUDE ASPECTS 
Knowledge of the user characteristics is of primary importance 

when trying to build an effective persuasion strategy: this 

knowledge may be acquired by observing the users' behavior 

during the dialogue to build a dynamic, consistent model of their 

mind. This model can be used for adaptation purposes and 

should combine both affective and cognitive ingredients. Rather 

than considering emotions, we look at two aspects of affective 

interaction (social attitude and level of engagement) which are 

presumed to be key factors for the success of the dialogue [5]. 

2.1 Social attitude 
With the term social attitude we intend “the pleasant, contented, 
intimate feeling that occurs during positive interactions with 
friends, family, colleagues and romantic partners... [and] ... can 
be conceptualized as... a type of relational experience, and a 
dimension that underlines many positive experiences.” [6]. 

Researchers proposed a large variety of markers of social 

presence related to verbal and nonverbal behaviour [7,8,9]. By 

grounding on these theories, in a previous research we proposed 

a method to recognize social attitude in dialogues with an ECA 

by combining linguistic and acoustic analysis of individual user 

moves [4]. 

2.2 User engagement in advice-giving 
Engagement is a quite fuzzy concept, as it emerges from analysis 

of the literature, to which researchers attach a wide range of 

related but different meanings. Sidner and Lee [10] talk about 

engagement in human-robot conversations as “the process by 
which two (or more) participants establish, maintain and end 
their perceived connection during interactions they jointly 
undertake”. To other authors, it describes ”how much a 
participant is interested in and attentive to a conversation” [11]. 

Pentland [12] engagement is a function of the level of 
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involvement in the interaction, a concept especially addressed in 

the e-learning domain. Here, several researchers attempted to 

model the attitude of students in terms of their level of initiative 

[13, 14] or of how much a person is being governed by the 

preceding interaction rather than steering the dialogue [15].  

Different definitions of engagement are meant to be coherent 

with application domain and adaptation purposes: some studies 

aim at implementing intelligent media switching, during human-

human computer-mediated technology [11,16]; others [13] aim 

at tailoring interaction to the learner’s needs. Our long-term goal 

is to implement a dialogue simulator which is able to inform and 

persuade a human interlocutor in a conversation about healthy 

dieting. We expect the level and kind of engagement in the 

system goals not being the same for all users, depending on their 

own goals and on how useful they perceive the interaction to be: 

we consider users to be ’highly engaged’ when the system 

succeeds in involving them in its persuasion attempts. A lower 

level of engagement, on the contrary, is attributed to users who 

are only interested in the information-giving task 

2.3 Attitude display and conversational analysis 
This study is based on the assumption that affective phenomena 

influence the dialogue dynamics [10]. For this reason, we 

decided to model categories of users, by looking at differences in 

the dialogue pattern. Our assumption is supported by the usage 

that researchers do of ad hoc measures for conversational 

analysis, by taking into account several dimensions (linguistic 

and prosodic features) and units of analyis (phonemes, words, 

phrases, entire dialogues). Conversational turn-taking is one of 

the aspects of human behaviour that can be relevant for 

modeling social signalling [13]. Pentland [12] measures 

engagement by evaluating the influence that each person’s 

pattern of speaking versus not speaking has on the other 

interlocutor’s patterns. This is essentially a measure of who 

drives the conversational turn exchanges, which can be modelled 

as a Markov process. In a previous research, we dynamically 

estimated the probability value of social attitude [3] by looking 

at linguistic and acoustic evidences at the single user move level 

[4], to adapt the style of the next agent move. Detecting long 

lasting features of users (such as their level of engagement) can 

be seen as a further step towards long-term adaptation of agent’s 

behaviour and strategy.  Also, we believe that such features have 

a long-term impact on the overall behaviour of users. For this 

reason, we analyse complete dialogue patterns rather than 

individual dialogue exchanges [17]: rather than classifying the 

next user move, we want to predict their overall final attitude. By 

using the formalism of HMMs, we aim at representing 

differences in the whole structure of the dialogues among 

subjects with the kinds of engagement we mentioned above.  

3 MODEL LEARNING 
After becoming a very popular method in language parsing and 

speech recognition [18,19], Hidden Markov Models are, more 

recently, being considered as a formalism to be applied to 

dialogue processing with various purposes: to describe and 

classify dialogue patterns in various situations and to recognize 

the category to which new dialogues probably belong. This new 

application domain requires careful critical analysis, to 

understand the conditions under which successful studies can be 

performed. This paper is a contribution in this direction. 

3.1 Corpus description 
Our corpus includes 30 text-based and 30 speech-based 

dialogues with an ECA, collected with a Wizard of Oz (WoZ) 

study: overall, 1700 adjacent pairs (system – user moves). 

Subjects involved were equidistributed by age, gender and 

background (in computer science or humanities).  

3.2 Corpus labelling 
The corpus was labelled so as to classify both system and user 

moves into appropriate categories of communicative acts. These 

categories were a revision of those proposed in SWBDL-

DAMSL  (Switch Board Corpus - Dialogue Act Markup in 

Several Layers) [20]. The 86 moves the Wizard could employ 

(system moves) were organized into 8 categories (Table 1) by 

considering on one hand the DAMSL classification and on the 

other hand the frequencies with which they had been employed 

in the corpus.   
 

Tag Description 
OPENING initial self-introduction by the ECA 

QUESTION question about the user’s eating habits or 
information interests 

OFFER-GIVE-INFO generic offer of help or specific information 
PERSUASION-SUGGEST persuasion attempt about dieting 

ENCOURAGE statement aimed at enhancing the user’s 
motivation   

ANSWER provision of generic information after a user 
request   

TALK-ABOUT-SELF statement describing own abilities, role and 
skills 

CLOSING statement of dialogue conclusion 

Table 1: Categories of Wizard moves

Similar criteria were applied to define the 11 subject move 

categories (Table 2):  
 

Tag Description 
OPENING initial self-introduction by the user 
REQ-INFO information request 
FOLLOW-UP-MORE-
DETAILS

further information or justification request 

OBJECTION objection about an ECA’s assertion or 
suggestion 

SOLICITATION request of clarification or generic request of 
attention 

STAT-ABOUT-SELF generic assertion or statement about own diet, 
beliefs,  desires and behaviours 

STAT-PREFERENCES assertion about food liking or disliking 

GENERIC-ANSWER provision of generic information after an ECA’s 
question or statement 

AGREE acknowledgment or appreciation of the ECA’s 
advice

KIND-ATTITUDE-SYSTEM
statement displaying kind attitude towards the 
system, in the form  of joke, polite sentence, 
comment or question about the system  

CLOSING statement of dialogue conclusion 

Table 2: Categories of subject moves

3.3 Dialogue representation 
Formally [18,19], an HMM can be defined as a tuple: < S, W, �, 

A, B>, where  

�� S = {s1, ... sn} is the set of states in the model,  

�� W is the set of observations or output symbols,  
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�� � are a-priori-likelihoods, that is the initial state distributions:  

� = {� i}, i � S;  

�� A = {aij}, i, j � S, is a matrix describing the state transition 

probability distribution:  aij = P(Xt+1= sj | Xt = si); 

�� B = {bijk}, i, j � S, wk � W, is a matrix describing the 

observation symbol probability distribution:  bijk = P(Ot = wk | 

Xt = si , Xt+1= sj). 

In our models: 

�� States represent aggregates of system or user moves, each 

with a probability to occur in that phase of the dialogue. 

�� Transitions represent dialogue sequences: ideally, from a 

system move to a user move type and vice versa, each with a 

probability to occur (although in principle, user-user move or 

system-system move transitions may occur). 

HMMs are learnt from a corpus of dialogues by representing 

the input as a sequence of coded dialogue moves. For example, 

the following dialogue: 

T(S,1)= Hi, my name is Valentina. I’m here to suggest you how to improve your 
diet. Do you like eating? 
T(U,1)=Yes
T(S,2)= What did you eat at breakfast?    
T(U,2)=Coffee and nothing else.   
T(S,3)=Do you frequently eat  this way?   
T(U,3)=Yes
T(S,4)= Are you attracted by sweets?  
T(U,4)= Not much. I don’t eat much of them.   
T(S,5)= Do you believe your diet is correct or would you like changing your 
eating habits?   
T(U,5)= I don’t believe it’s correct: I tend to jump lunch, for instance. 
is coded as follows: (OPENING, GENERIC-ANSWER, QUESTION, STAT-
ABOUT-SELF, QUESTION, GENERIC-ANSWER , QUESTION, STAT-ABOUT-
PREFERENCES, QUESTION, STAT-ABOUT-SELF).  

3.4 Setting the number of states in the model 
In learning HMM structures from a corpus of data, one has first 

of all to establish the number of states with which to represent 

dialogue patterns 2. This is a function of at least two factors: (i) 

the level of detail with which a dialogue needs to be represented, 

and (ii) the reproducibility of the HMM learning process, which 

may be represented in terms of robustness of learned structures. 
The Baum-Welch algorithm adjusts the model parameters μ = 

(A, B, �) to maximize the likelihood of the input observations, 

that is P(O|μ). The algorithm starts with random parameters, and, 

at each iteration, adjusts them according to the maximization 

function. This algorithm is, in fact, very similar to the 

Expectation-Maximization (EM) algorithm and, like this, is 

greedy. That is, it does not explore the whole solution space (not 

exhaustive search) and can find a local maximum point instead 

than a global one: this is the reason why, as we will see later on, 

repeated applications of the algorithm to the same dataset may 

produce different results.  
To establish the number of states with which to represent our 

models, we tested three alternatives: 6, 8 and 10 states. For each 

condition, we repeated q times the learning experiment with the 

same corpus of data, in identical conditions. Robustness of 

learning was evaluated from the following indices: 

�� loglik values: groups of HMMs with similar logliks were 

considered to be similar;  

                                                 
2 We used HMM Matlab Toolbox:  

http://www.ai.mit.edu/~murphyk/Software/HMM/hmm.html

�� average differences between the  q�(q-1)/2 (HMMi,  HMMj) 

pairs of HMMs, in the transition probabilities Ti, Tj and the 

observation probabilities Ei, Ej: 

        D(T
i
,T

j
) = �

h, k = 1,…,n
   | T

i
 h,k- T

j
 h,k| / n2  

        D(E
i
,E

j
) = �

h= 1,…,n; k = 1,…,m
   | E

i 

h,k- E
j
 h,k| / n * m 

where n denotes the number of states (6, 8 or 10) and m the 

number of communicative acts used in coding (19). Differences 

are computed after aligning the states in the two models. Our 

average difference is similar to the Euclidean measure of 

distance between pairs of HMMs that was proposed in [21]. It 

differs from the probabilistic measure proposed in [22], in which 

the distance between models is measured in terms of differences 

in observed sequences with increasing time. 
 

States Average (and variance) 
of D(Ti,Tj) 

Average (and variance) 
of  D(Ei,Ej) 

6 .18 (.005) .043 (.0003) 
8 .041 (.001) .014 (.00009) 

10 .055 (.0005) .022 (.00011) 

Table 3: Comparison of HMMs with different n. of states 

Table 3 shows the results of this analysis on the corpus of 30 

text-based dialogues, after repeating q=10 times the learning 

experiment. HMMs with 8 states are the most ‘robust’ as they 

show the minimum average difference in transitions and 

observations. At the same time, they are quite easy to interpret, 

as they do not include ‘spurious’ states assembling system and 

user moves at the same time. HMMs with 10 states provide a 

more detailed dialogue description but are much less robust. We 

therefore selected the 8-state option for our following 

experiments. Robustness of learning measures how reproducible 

the learning process is. For instance, in the ten repetitions of the 

experiment on text-based dialogues, 7 over 10 HMMs had very 

similar loglikelihood values and low average differences of 

transitions and observations; they could therefore be considered 

as ‘similar’ and ‘good’ models. This result may be interpreted by 

saying that the probability of finding a ‘good’ model by 

repeating the learning experiment is .70. Although this is not a 

high value, we could notice, in our subsequent experiments, that 

other categories of dialogues were still less robust. In general, 

with the increasing complexity of dialogues in a category (as in 

the case of those collected with speech-based interaction), model 

learning becomes less robust. As we will see, this lack of 

robustness affects considerably the quality of our  results. 

4 DESCRIPTIVE POWER OF THE MODEL 
To test the descriptive power of HMMs learnt from our corpus of 

data, we considered a user feature about which we had acquired 

some knowledge in a previous study. In that study we analysed 

the relationship between user background (in computer science -

CS- or in humanities -HUM-) and ‘social attitude’ towards the 

ECA [4]. As we mentioned in the Introduction, the method of 

analysis employed was, in that context, language and speech 

processing of individual moves. Results of that study proved that 

users with a background in humanities displayed a different 

behavior in dialogues: they tended to have a ‘warmer’ social 

attitude towards the ECA, that was displayed with a familiar 

language, by addressing personal questions to the agent, by 

talking about self etc. 
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Figures 1 (a) and (b) show, respectively, the best 8-states HMMs 

for CS and HUM subjects. States Si correspond to aggregates of 

system moves: in 1a, an OPENING is associated with S1 with 

probability 1; a QUESTION to S2 with probability .88; a 

PERSUASION (p=.57), an OFFER-INFO (p=.20)  or an 

ENCOURAGE (p=.14) with S3, etc. Interpretation of states Uj, 

to which user moves are associated, can be observed from the 

figure. Transitions between states in models 1a and 1b have a 

common core pattern, although with different probabilities: the 

path (S1, U1, S2, U2, S3, U3), the way back (U3, S2) and the 

direct link (S1, U3). Other transitions differ. Dissimilarities can 

be found also in the probability distributions of communicative 

acts associated with the phases of dialogue opening (S1, U1), 

question answering (S2, U2), system persuasion (S3, U3) and of 

a warm phase (S4,U4), in which the user displays a kind attitude 

towards the system in various forms. The following are the  main 

differences between the models, in these phases:  

Fig 1: HMMs for subjects with a background in computer science (a) and humanities (b) 

�� Question answering (S2, U2): the only difference, in this case, 

is that HUM subjects tend to be more specific and eloquent 

than CS ones, by producing more “statements about self”, 

“statements about preferences” and less “generic answers”. 

�� Persuasion (S3, U3): in CS models, users may respond to 

persuasion attempts with information requests or declarations 

of consensus. They may enter, as well, in the warm phase (S3, 

U4 link). In the HUM model, after a persuasion attempt by S, 

U may stay in the persuasion phase (U3) by making further 

information requests, objections, solicitations or statements 

about self. In both models, question answering and persuasion 

may alternate (link U3, S2) in a more varied dialogue. 

�� Warm phase (S4, U4): although this phase exists in both 

models, communicative acts employed by U, once again 

differ: the ‘objection’ move of HUM is substituted by a 

‘solicitation’ in CS’s model. In this model, the state S4 may 

contain persuasion moves as well: hence, the whole phase 

may be called “system persuasion -user initiative- and warm 

attitude”. The likelihood to produce a ‘kind attitude’ move (in 

U4) is, in the HUM model, twice than in the CS model.  

These differences in the subjects behavior confirm the findings 

of our previous studies, by describing them in terms of dialogue 

structure rather than of individual moves’ content.

5 MODEL TESTING 
Before applying HMMs to reason about the differences among 

dialogues produced by different types of users, we needed to test 

the ability of learnt HMMs to classify correctly new cases. 

5.1 Method 
We describe the method to classify new cases in two classes:  

this can be easily extended to the case of p>2 classes. Given a 

corpus of dialogues classified in two sub-corpora (S-C1 and S-

C2), of dimensions n and m, collected from two different 

categories of users (C1 and C2) according to a given target 

feature - for example interaction mode (text-based vs speech-

based) or background (CS vs HUM) -: 

a. Train two HMMs, respectively from n-1 cases from S-C1 

and  the m cases in S-C2, and call them HMM1 and HMM2. 

b. Test the n-th case on HMM1 and HMM2 with the forward-

backward algorithm, to compute the loglikelihoods: 

loglik1 = log P(n-th case | HMM1) 

loglik2 = log P(n-th case | HMM2) 

c. Select  the maximum between loglik1 and loglik2 to attribute 

the n-th case to C1 or C2. 

d. Check the correctness of the classification (matching with an 

‘external reference’). 

e. Repeat from a. to d. by varying the training set according to 

the leave-one-case out approach. 

f. Repeat from a. to e. (m-1 cases in S-C2 and n cases in S-C1). 

g. Compute the recognition accuracy for HMM1 and HMM2 in 

terms of confusion matrix, precision and recall. 

5.2. Recognizing the user background 
By applying HMM analysis to users’ background, we aimed at 

verifying whether any difference between the two typologies of 

users could be found, as well, in the dialogue patterns. 

Information about this feature was collected with a questionnaire 
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during the WoZ study. Here, it was taken as the ‘external 

reference’ in the testing phase.  Table 4 shows the results of this 

analysis: a CS dialogue is recognized correctly in 77 % of cases, 

while a HUM dialogue is recognized correctly in 57% of cases. 

HUM dialogues tend to be confused with CS ones more 

frequently than the inverse.  
 

CS HMMs HUM HMMs Total 
CS dialogues (23) .77 (7) .23 30
HUM dialogues (13) .43 (17) .57 30
Total 36 24

Recall .77 .57 
Precision .64 .71 

Table 4: Confusion matrix for CS vs HUM dialogues 

5.3. Stepwise recognition 
Adaptation of the dialogue to the user goals and preferences 

requires recognizing them dynamically during the dialogue. In 

the testing method we described in the previous Section, on the 

contrary, the whole dialogue was submitted to testing. We 

therefore wanted to check the ability of our classification 

procedure to apply a stepwise recognition method on subsections 

of dialogue of increasing length. Given an average number n of 

dialogue pairs (system-user moves) considered in the training 

phase, we defined a ‘monitoring’ interval of t moves and applied 

the recognition method to parts of the dialogue of increasing 

length i*t, with i= 1, ... n/t. After every step, we checked whether 

the part of the dialogue examined was recognized correctly. 

What we expected from this analysis was to find an increase of 

recognition accuracy with the increasing monitoring time.  

To check the validity of the method, once again we applied 

stepwise recognition to the distinction between CS and HUM 

dialogues, with a monitoring interval of t=5 pairs. The results we 

got were less positive than our expectation. In Table 5, results of 

stepwise recognition are classified in five categories, according 

to the consequences they entail on the quality of adaptation. The 

worst cases are that of ‘steadily wrong’ (22%) or ‘up and down 

recognition’ (15%): here, adaptation criteria would be always 

wrong, or would be changed several times during the dialogue, 

by producing an unclear and not effective advice giving strategy. 

CS HUM Total 
Steadily correct recognition 14 (47%) 9 (30%) 23 (38%) 
Initially wrong, then correct 2 (7%) 8 (27%) 10 (17%) 
Steadily wrong recognition 7 (23%) 6 (20%) 13 (22%) 
Initially correct, then wrong 1 (3%) 4 (13%) 5 (8 %) 
Up and down recognition 6 (20%) 3 (10%) 9 (15 %) 

Table 5: Stepwise recognition for CS vs HUM dialogues 

In the cases in the ‘initially correct, then wrong’ category (8%) 

adaptation would become incorrect towards the end of the 

dialogue while, in the cases in the ‘initially wrong, then correct’ 

category (17%), the system might adopt correct adaptation 

criteria only towards the end of the dialogue.  The only situation 

enabling a proper adaptation is that of ‘steadily correct 

recognition’ (38%). Notice that in HUM dialogues (which, as we 

said, are longer and more complex) it takes more time to the 

system to recognize properly the user category. We attributed 

this poor  stepwise recognition ability to the limited robustness 

of both the learning and the testing procedure, due to the reduced 

dimension of our corpus. To test this hypothesis, we repeated the 

stepwise testing on the same dialogue with the same learned 

HMM, and applied ‘majority agreement’ as a criterion for 

recognizing the background at every step. We did this little 

check with 6 dialogues and 5 repeated tests, but found some 

improvement of results only in some of them .

6 RECOGNIZING ENGAGEMENT  
In this section we present a possible application of the method 

described in Sections 3 to 5. In particular, we aim at testing 

whether HMMs can be employed to represent differences in the 

dialogue pattern of users which show different goals and levels 

of involvement in the advice-giving task.  

In advice-giving dialogues two tasks are integrated: provision 

of specific information about aspects of the behavior that make it 

more or less ‘correct’, and persuasion to abandon a problem 

behavior. In a category of users, we found the typical attitude 

that Walton [23] calls of examination dialogues, in which ‘one
party questions another party, sometimes critically or even 
antagonistically, to try to find out what that party knows about 
something’. Examination dialogues are shown to have two goals: 

the extraction of information and the testing of the reliability of 

this information: this testing goal may be carried out with critical 

argumentation used to judge whether the information elicited is 

reliable. We found this behaviour in some of our dialogues: we 

therefore named “information-seeking” (IS) the users asking 

several questions, either for requesting information or 

challenging the application, sometimes even right after the 

system’s self introduction. In another category (AG), users seem 

to be more involved in the persuasion goal of advice-giving: they 

show a more cooperative attitude toward the system, by 

providing extra-information to the agent so as to build a shared 

ground of knowledge about their habits, desires, beliefs etc. 

Also, they react to the agent’s suggestions and/or attempts of 

persuasion by providing a ‘constructive’ feedback in terms of 

objections, comments (either positive or negative) and follow-up 

questions. Finally, we have a third category of ‘not engaged’ (N) 

users who don’t show any interest in any of the two mentioned 

tasks (information seeking or advice-giving); they rather give a 

passive and barely reactive contribution to the interaction, by 

mainly answering the system’s questions, very often with 

general answers (eg. ‘yes’ or ‘no’); their dialogues are usually 

shorter than the others and tend to be driven by the system (that 

sometimes seems to struggle to protract the interaction). 

Distinguishing among the three levels of engagement is 

relevant for adaptation: IS users might be either helped in their 

information seeking goal or leaded by the system to get involved 

also in the advice giving task, by carefully choosing (or revising) 

the persuasion strategy [25]; AG users might perceive an 

increased satisfaction about the interaction if the agent is  

believable in playing the role of artificial therapist; N users 

represent a real challenge for the system: their attitude might be 

due to a lack of interest in the domain or to their being in the 

‘precontemplation stage’ [1]. 

6.1 Corpus annotation 
Two independent raters were asked to annotate the overall 

attitude of every user by using the labels N, IS and AG. The 

percentage of agreement (.93) and the Kappa value (.90) indicate 

a strong interrater agreement [24]. To classify the corpus by 

giving a final label to every dialogue, we asked the two raters to 

discuss about the cases for which they had given different 
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annotations. The resulting distribution of the corpus is skewed, 

which is an undesirable circumstance when the available set of 

data is not particularly wide: we will show how robustness of 

learning decreases if compared with the previous classification 

attempts, were the corpus was equally distributed.  

6.2 HMM training and robustness 
To evaluate how suitable are HMMs to model user engagement 

we repeated the robustness analysis described in 3.4, with 8-state 

models. Results (in Tab. 6) show that the robustness of the 

method is not the same for the three classes. 
 

Subjects Distribution 
(%)

Average (and variance) 
of D(Ti,Tj) 

Average (and variance) 
of  D(Ei,Ej) 

N .44 .05 (.003) .03 (.0007) 
IS .28 .011 (.002) .03 (.0003) 
AG .28 .15 (.002) .06 (.0004) 

Table 6: Robustness evaluation

In spite of the high interrater-agreement and of the good 

descriptive power of the HMMs, the analysis shows a lack of 

robustness, especially for AG models, due to the unequal 

distribution of the dataset. The restricted amount of available 

data is a major cause of this phenomenon, especially when the 

behaviour of users is extremely variable, as observed for the AG 

category. In fact, in the 10 repetitions of the learning experiment 

on these 28 dialogues, no groups of similar HMMs were found, 

and we got the highest average differences in transitions and 

observations. On the contrary, in the N learning experiment (44 

cases) we had 6 similar models over 10 HMMs (similar 

likelihood values and low average differences in transitions and 

observations). Similarly, for the IS category, whose dialogues 

show a more regular structure than the AG ones, we found 7 

over 10 similar models, even if the number of cases was the 

same as for the AG. This confirms our findings about the CS vs 

HUM classification experiments, by adding an extra insight due 

to the unequal distribution of the corpus. 
 

N IS AG Total 
N (13) .76 (4) .24 (0) 0 17
IS (1) .04 (22) .85 (3) .12  26
AG (2) .12 (4) .24 (11) .65 17
Total 16 30 14

Recall .76 .85 .65 
Precision .81 .73 .69 

Table 7: Confusion matrix for N, IS and AG 

The results for the leave one case out validation (tab. 7), 

performed on the three classes of engagement, confirm, once 

again, that the higher is the variety of behaviour among users in 

a given class, the worse is the recognition performance (lowest 

value for both precision and recall, for AG users).  

6.3 Descriptive power: classification of engagement 
In spite of the issues highlighted in par. 6.2, HMMs still seem to 

meet our expectation about their ability of distinguishing among 

the three levels of engagement we wish to recognize. Figures 2 

(a), (b) and (c) show, respectively, the best 8-states HMMs for 

N, IS and AG subjects. 

Fig 2: HMM for neutral (a), information seeking (b) and advice-giving (c) dialogues 
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The following are the main differences between these models:  

�� Dialogue opening (S1, U1): in the N model, U always reacts 

with an opening move to the self presentation of S while, in IS 

and AG models, there is some probability of directly entering 

the persuasion phase; 

�� Question answering (S2, U2): as hypothesized, IS and AG 

subjects tend to be more specific and eloquent than N ones, by 

producing more “statements about self”, “statements about 

their preferences” and less “generic answers”; 

�� Persuasion (S3, U3): we named the persuasion phases 

according to the differences in the observable user categories 

of moves. In the N models, the users may respond to 

persuasion attempts with information requests, follow up 

questions and even with a closing move: so we named this 

phase ‘persuasion with system initiative’. IS users have the 

highest probability of performing a request of information and 

do not provide any kind of personal information (‘information
seeking’ phase). In AG models, users are involved in an 

advice-giving phase: the probability of information requests is 

lower and the variety of reactions to system suggestions is 

wider, according to the users’ goal of either enhancing the 

construction of a shared ground of knowledge about healthy 

eating, or giving a positive feedback to the ECA. The 

likelihood of entering the persuasion phase, core of the 

advice-giving process, after question answering, is higher in 

these models; 

�� Warm phase (S4, U4): in IS and AG models there is a high 

likelihood of observing a kind attitude, while N users mainly 

provide a feedback (either positive or negative) to the ECA’s 

suggestion (acknowledgement). This can be seen as a cue of 

higher engagement in the interaction for IS and AG subjects. 

Also, contrary to IS and AG ones, in N models we notice that 

the probability of remaining in the persuasion phase (S3,U3) 

is lower than the probability of switching to the 

acknowledgement one; this could be seen as a proof of low 

level of engagement, probably due to a lack of interest in the 

interaction or in the domain itself.

The comments we just provided depict HMMs as a powerful 

formalism for differentiating among various categories of users. 

The lack of robustness of the method, though, suggests us to be 

cautious: we decided to describe the three best models (with best 

loglikelihoods) but the limited amount of training data and the 

huge variety in users’ behavior, especially for the AG category, 

affect the reproducibility of the learning experiment and cause 

poor recognition performance. Our findings about the descriptive 

power of HMMs should therefore be validated by further 

investigation on larger corpora. 

7 RELATED WORK 
HMMs find their more natural and more frequent application 

domain in parsing and speech recognition problems. Their 

application to dialogue pattern description and recognition is 

more recent. Levin et al [26] were among the first authors to use 

this formalism in dialogue modeling. In their proposal, system 

moves are represented in states while user moves are associated 

with arcs. The costs of different strategies are measured in terms 

of distance to the achievement of the application goal 

(information collection in an air travel information system), and 

the optimal strategy is the minimal cost one. In [20], user moves 

are associated with states in a HMM-based dialogue structure, 

transitions represent the likely sequencing of user moves, and 

evidence about  dialogue acts are their lexical and prosodic 

manifestations. Twitchell et al [27] proposed to use HMMs in 

classifying conversations, with no specific application reported.  

The work with which our study has more in common is the 

analysis of collaborative distance learning dialogues in [28]. The 

aim, in this case, was to dynamically recognize when and why 

students have trouble in learning the new concepts they share 

with each other. To this purpose, specific turn sequences were 

identified and extracted manually from dialogue logs, to be 

classified as ‘knowledge sharing episodes’ or ‘breakdowns’. 

Aggregates of student’s acts were associated with the five states 

of HMMs learnt from this corpus. The overall accuracy of 

recognizing effective vs ineffective interactions was 74 %.

8 CONCLUSIONS AND OPEN PROBLEMS 
There are, in our view, some new aspects in our study, from both 

the methodological and the result points of view. In previous 

studies, we combined linguistic and acoustic features of the user 

move to dynamically build an image of his/her social attitude 

towards the agent. In this article, we investigated whether and 

how it is possible to model the impact of user’s attitude on the 

overall dialogue pattern. In particular, we aim at: (i) studying the 

suitability of the HMMs as a formalism to represent differences 

in the dialogue model among different categories of users, as 

differentiated by either stable user features (such as background) 

or long-lasting affective states (such as attitudes); (ii) 

highlighting the importance of evaluating the robustness of the 

trained HMMs before using them, to avoid the risk of building 

unreproducible models; (iii) proposing the usage of robustness 

metrics for assessing the role played by the size of the dataset 

used and how this affects the performance of recognition tasks. 

We first tested the descriptive power of HMMs with a pilot 

experiment: two models were trained from our corpus of data to 

classify users on the basis of their background, a stable and 

objective user feature whose role and impact on interaction 

dynamics have been widely investigated in our previous 

research. We then extended the method to the recognition of 

three classes of users, who showed different levels of 

engagement in the advice-giving task.  

Results present HMMs as a suitable and powerful formalism 

for representing differences in the structure of the interaction of 

subjects belonging to different categories (Sections 4 and 6). 

Still, we have to be cautious: all the models described in this 

paper are those who showed the best training likelihood. By 

using ad hoc metrics, we discovered a lack of robustness of the 

method that reduces the reproducibility of the learning 

experiment and lowers the recognition performance. We 

assumed that this is mainly due to the dimension of our corpus. 

Also, the complexity of dialogues and the huge variety in the 

behaviour of users of certain classes (e.g., people with 

background in humanities and AG users, especially when 

‘naturally’ interacting via speech) play an important role in this 

sense. Especially when combined with a low cardinality of the 

class, these two factors are, in our opinion, the major causes of 

the reduction in the robustness of training. Future developments 

will involve the usage of a larger corpus of data, to achieve a 

final validation of the method. 

Another open problem is how to use these models to 

dynamically recognize user attitudes (such as engagement), for 
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long-term adaptation of the agent’s behaviour. In Section 5.3, we 

tested a possible stepwise approach to simulate the usage of 

HMMs during the interaction: the idea is to define/revise the 

ECA’s dialogue strategy according to the predicted overall level 

of engagement, to prevent involved users to be unsatisfied or to 

try to enhance involvement of those users who show a lack of 

interest in the advice-giving task. Results of the stepwise 

simulation are not encouraging, again probably because of the 

limited amount of data we used for training. Poor recognition 

performances are obtained especially when dialogues belonging 

to the same class have particularly complex dynamics and there 

is high variability among them (e.g. HUM users). The results of 

the experiment show that a proper adaptation could be possible 

for only 38% of cases. In all the other cases, results of the 

recognition would lead the system to an unclear and uneffective 

persuasion strategy: whether this adaptation approach would be 

successful and would produce a significant increase of the level 

of engagement in the users is still not clear and should be further 

investigated. Researchers working on behavioral analysis [29] 

proposes a two layered approach combining Bayesian Networks 

with HMM models. This method enables integrating the HMM’s 

ability of modeling sequences of states with the BN’s ability of 

pre-processing multiple lower level input. In our case, HMMs 

learnt from dialogues about a particular category of users would 

be enriched by attaching to hidden states describing user moves 

a BN to process evidence resulting from linguistic analysis of 

this move. Our expectation is that the combination of the two 

probability distributions of HMM and bayesian models will 

improve the performance of the attitude recognition process. 

This approach would allow us to realize adaptation at two levels: 

the overall user attitude (HMM overall prediction) and the 

specific signs in  dialogue moves (BN prediction). 
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Towards Affective Natural Language Generation:
Empirical Investigations

Ielka van der Sluis and Chris Mellish 1

Abstract. This paper reports on attempts to measure the differing

effects on readers’ emotions of positively and negatively “slanted”

texts with the same basic message. The methods of “slanting” the

texts are methods that could be used automatically by a Natural Lan-

guage Generation (NLG) system. A pilot study and a main experi-

ment are described which use emotion self-reporting methods from

Psychology.

Although the main experiment was formulated with the benefit of

knowledge obtained from the pilot experiment and a text validation

study, nevertheless it was unable to show clear, statistically signifi-

cant differences between the effects of the different texts. We discuss

a number of possible reasons for this, including the possible lack of

involvement of the participants, biases in the self-reporting and de-

ficiencies of self-reporting as a way of measuring subtle emotional

effects.

1 Introduction: Affective NLG

Much previous research in Natural Language Generation (NLG) has

assumed that the purpose of generated texts is simply to communi-

cate factual information to the user [9]. On the other hand, in the real

world, texts vary enormously in their communicative purpose, for

instance they may aim to persuade, amuse, motivate or console. In

general, even when a text communicates information, it usually does

so in order to affect the reader at a deeper level, and this has an impact

on how the information should be communicated (the central task of

NLG). As a consequence of this, De Rosis and Grasso have defined

the notion of “affective NLG” as “NLG that relates to, arises from or

deliberately influences emotions or other non-strictly rational aspects

of the Hearer” [11]. In practice, however, work on affective NLG

mostly emphasises the depiction of emotional states/personalities

[8], rather than ways in which texts can induce different effects on

readers. To build systems which, from a model of the reader, can in-

telligently select linguistic forms in order to achieve a particular deep

effect, we need a scientific understanding of how the attributes of an

individual reader (and the reading process for them) influence the ef-

fect that particular linguistic choices have. But in order to evaluate

such understanding, we need to have ways of measuring the effects

that texts have, beyond simply testing for the recall of facts. The work

described in this paper is an initial attempt to find out whether it is

possible to measure emotions evoked in the reader of a text. In par-

ticular, can we detect the difference between different wordings of a

text (that an NLG system might produce) in terms of the emotions

evoked in the reader? Although there has been some work on task-

based evaluation in NLG cf. STOP [10] and SKILLSUM (Williams

1 Computing Science, University of Aberdeen, email:
{i.v.d.sluis,c.mellish}@abdn.ac.uk

and Reiter, In Press), to our knowledge, measurement of emotions in-

voked in readers is not something that has been investigated before.

This paper is organised as follows: Section 2 introduces our ap-

proach to linguistic choice, the composition of affective text and

a text validation study. Section 3 discusses potential psychological

methods to measure the emotional effect of text and Section 4 a pilot

study that was conducted to try these out on text readers. Finally Sec-

tion 5 brings all together in a full Study in which the texts resulting

from our text validation experiments and the most promising affect

measurement methods are used to measure the affect of text invoked

in readers. The paper closes with a discussion of findings and future

work.

2 Linguistic Choice

We decided that a safe way to start would be to aim for large ef-

fects in primitive emotions, (e.g. positive versus negative emotions,

such as sadness, joy, disappointment, surprise, anger), as opposed

to aspects of contextual impact (e.g. trust, persuasion, advice, reas-

surance). Therefore, although there are many linguistic choices that

an NLG system might explicitly control, we focus here on alterna-

tives that relate to simple goals of giving a text a positive or negative

“slant”. Very often the message to be conveyed by an NLG system

has “positive” and “negative” aspects, where “positive” information

conjures up scenarios that are pleasant and acceptable to the reader,

makes them feel happy and cooperative etc. and “negative” informa-

tion conjures up unpleasant or threatening situations and so makes

them feel more unhappy, confused etc. An NLG system could make

itself popular by only mentioning the positive information, but then

it could leave itself open to later criticism (or litigation) if by doing

so it clearly misrepresents the true situation. For instance, [2] discuss

generating instructions on how to take medication which have to both

address positive aspects (‘this will make you feel better if you do the

following’) and also negative ones (this may produce side-effects,

which i have to tell you about by law). Although it may be inappro-

priate grossly to misrepresent the provided message, there may be

more subtle ways to “colour” or “slant” the presentation of the mes-

sage in order to emphasise either the positive or the negative aspects.

We assume that the message to be conveyed is a simple set of

propositions , each classified in an application-dependent way as hav-

ing positive, negative or neutral polarity in the context of the mes-

sage.2 This classification could, for instance, be derived from the

information that a planning system could have about which propo-

sitions support which goals (e.g. to stay healthy one needs to eat

2 Note that this polarity is not the same as the one used to describe, for in-
stance, “negative polarity items” in Linguistics
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healthy food). We also assume that a possible phrasing for a propo-

sition has a magnitude, which indicates the degree of impact it has.

This is independent of the polarity. We will not need to actually mea-

sure magnitudes, but when we make claims about when one wording

of a proposition has a smaller magnitude than another we indicate

this with <. For instance, we would claim that usually:

“a few rats died” < “many rats died”

(“a few rats died” has less impact than “many rats died”, whether or

not rats dying is considered a good thing or not). In general, an NLG

system can manipulate the magnitude of wordings of the proposi-

tions it expresses, to indicate its own (subjective) view of their im-

portance. In order to slant a text positively, it can express positive

polarity propositions in ways that have high magnitudes and negative

polarity propositions in ways that have low magnitudes. The oppo-

site applies for negative slanting. Thus, for instance, in an application

where it is bad for rats to die, expressing a given proposition by “a

few rats died” would be giving more of a positive slant, whereas say-

ing “many rats died” would be slanting it more negatively.

Whenever one words a proposition in different ways, it can be

claimed that a (perhaps subtle) change of meaning is involved. In

an example like this, therefore, there is a question about whether

in fact the two different wordings actually correspond to different

messages, rather than different wordings that might be chosen by an

NLG system. In this paper, we assume that the choice between these

two possibilities would likely be implemented somewhere late in the

“pipeline”, and so we think of it as being a choice of form, rather

than content. This interpretation is supported by our text validation

experiments described below.

2.1 Test Texts
We started by composing two messages, a negative and a positive

message, within a topic of general interest: food and health issues.

The negative message tells the reader that a cancer-causing colouring

substance is found in some foods available in the supermarkets. The

positive message tells the reader that foods that contain Scottish wa-

ter contain a mineral which helps to fight and to prevent cancer. The

texts are set up in a similar way in that they both contain three para-

graphs that address comparable aspects of the two topics. The first

paragraph of both texts states that there is a substance found in con-

sumer products that has an effect on people’s health and it addresses

the way in which this fact is handled by the relevant authorities. The

second paragraph of the text extends on the products that contain the

substance and the third paragraph explains in what way the substance

can affect people’s health.

To study the effects of different wordings, for each text a positive

and a negative version was produced by slanting propositions in ei-

ther a positive or a negative way. The slanting was done so that the

positive and negative versions of the messages were still reporting

on the same event. This resulted in four texts in total, two texts with

a negative message one positively and one negatively phrased (NP

and NN), and two texts with a positive message one positively and

one negatively verbalised (PP and PN). For the negative message, the

NP version is assumed to have less negative impact than the NN ver-

sion. Likewise, the PN version of the positive message is assumed

to have less positive impact than the PP version. To maximise the

impact aimed for, various slanting techniques were used as often as

possible without loss of believability (this was assessed by the intu-

ition of the researchers). The positive and negative texts were slanted

in parallel as far as possible, that is in both texts similar sentences

were adapted so that they emphasised the positive or the negative as-

pects of the message. The linguistic variation used in the texts was

algorithmically reproducible and can be coarsely classified as, on the

one hand, created by the use of quantifiers, adjectives and adverbs

to affect the conveyed magnitude of propositions, and, on the other

hand, other techniques based on changing the polarity of the propo-

sition (suggested by work on “framing” in Psychology [7];[15]) and

changing the rhetorical structure to alter the prominence of proposi-

tions. Below, this variation is illustrated with examples taken from

the two messages:

SLANTING EXAMPLES FOR THE NEGATIVE MESSAGE

Here it is assumed that recalls of products, risks of danger etc. in-

volve negative polarity propositions. Therefore positive slanting will

amongst other things choose low magnitude realisations for these.

Techniques involving adjectives and adverbs:

- “A recall” < “A large-scale recall” of infected merchandise

was triggered

- The substance is linked to “a risk” < “a significant risk” of

cancer

Techniques involving quantification:

- “Some” <“Substantial amounts of ” contaminated food was

withdrawn

- the substance was used in “some” < “many” other products

- Since then “more” < “many more” contaminated food products

have been identified

- Sausages, tomato sauce and lentil soup are “some” < “only
some” < of the affected items

Techniques involving a change in polarity
Proposition expressed with positive polarity:

- Tests on monkeys revealed that as many as “40 percent” of the

animals infected with this substance “did not develop any tu-
mors”

Proposition expressed with negative polarity:

- Tests on monkeys revealed that as many as “60 percent” of the

animals infected with this substance “developed tumors”.

Techniques manipulating rhetorical prominence
Positive slant:

- “So your health is at risk, but every possible thing is being done

to tackle this problem”

Negative slant:

- “So although every possible thing is being done to tackle this

problem, your health is at risk”

SLANTING EXAMPLES FOR THE POSITIVE MESSAGE

Here it is assumed that killing cancer, promoting Scottish water

etc. involve positive polarity propositions. Therefore positive slant-

ing will amongst other things choose high magnitude realisations for

these.

Techniques involving adjectives and adverbs:

- “Scottish Water: “A cancer-killer” < “the Great Cancer-killer”

- Neolite is a “detoxifier” < “powerful detoxifier”
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- Neolite is “a possible” < “an excellent” cancer preventative

- Neolite has proven to be “effective” < “highly effective” at de-

stroying and preventing cancer cells

Techniques involving quantification:

- “Cancer-killing Neolite” < “Substantial amounts of cancer-
killing Neolite” was found in Scottish drinking water

- A campaign for the use of Scottish water in “consumer prod-
ucts” < “many more consumer products”

- Waterwatch Scotland announced the start of an extensive cam-

paign for the use of Scottish water in “more” < “many more”

consumer products

Techniques involving a change in polarity
Proposition expressed with negative polarity:

- A study on people with mostly stage 4 cancer revealed that as

many as “40 percent” of the patients that were given Neolite

“still had cancer” at the end of the study.

Proposition expressed with positive polarity:

- A study on people with mostly stage 4 cancer revealed that as

many as “60 percent” of the patients that were given Neolite

“were cancer free” at the end of the study.

Techniques manipulating rhetorical prominence
Negative slant:

- “Neolite is certainly advantageous for your health, but it is not

a guaranteed cure for, or defence against cancer”

Positive slant:

- “So Although Neolite is not a guaranteed cure for, or defence

against cancer, it is certainly advantageous for your health”

2.2 Text validation
To check our intuitions on the emotional effects of the textual

variation between the four texts described above, a text validation

experiment was conducted in which 24 colleagues of the Computing

Science Department at the University of Aberdeen participated. The

participants were randomly assigned to one of two groups (i.e. P

and N), group P was asked to validate 23 sentence pairs from the

positive message (PN versus PP) and group N was asked to validate

17 sentence pairs from the negative message (NN versus NP). Both

the N and the P group sentence pairs included four filler pairs. The

participants in group P were asked which of the two sentences in

each pair they thought most positive in the context of the message

about the positive effects of Scottish water. The participants in group

N were asked which of the two sentences in each pair they found

most alarming in the context of the message about the contamination

of food available for consumption. All participants were asked to

indicate if they thought the sentences in each pair could be used to

report on the same event. Below, the validations of the N and the P

group are discussed separately.

N-Group Results indicated that in 89.75 % of the cases partici-

pants agreed with our intuitions about which one of the two sentences

was most alarming. On average, per sentence pair 1.08 of the 12 par-

ticipants judged the sentences differently than what we expected. In

7 of the 13 sentence pairs (17 minus four fillers) participants unani-

mously agreed with our intuitions. In the other four sentence pairs 1

to, maximally, 4 participants did not share our point of view. In the

two cases in which four participants did not agree with or were un-

sure about the difference we expected, we adapted our texts. One of

these cases was the pair:

“just 359” infected products have been withdrawn < “as many
as 359” infected products have been withdrawn “already”

We thought that the latter of the two would be more alarming (and

correspond to negative slanting) because it is a bad thing if products

have to be withdrawn (negative polarity). However, some participants

felt that products being withdrawn was a good thing (positive polar-

ity), because it meant that something was being done to tackle the

problem, in which case the latter would be imposing a positive slant.

As a consequence of the validation results, it was decided to ‘neu-

tralise’ this sentence in both the NP and NN versions of the text to

“359 infected products have been withdrawn”. The second sentence

pair on which four participants disagreed was:

you would be able to notice symptoms resulting from the sub-

stance “just after” < “already after” ten years

Which we changed to:

you would “only” < “already” be able to notice symptoms re-

sulting from the substance after ten years

because the original sentences seemed too complex to process.

Overall, in 78.85 % of the cases the participants thought that both

sentences in a pair could report on the same event.

P-Group Results indicated that in 82.46 % of the cases partic-

ipants agreed with our intuitions about which one of the two sen-

tences was most positive. In 4 of the 19 sentence pairs (23 minus 4

fillers) participants unanimously agreed with our intuitions. On av-

erage per sentence pair 2.11 of the 12 participants judged the sen-

tences differently than what we expected. There were four cases in

which a maximum of four participants did not agree with or were un-

sure about the difference we expected (i.e. in all other sentence pairs

this number was less). In two of these cases we think that this dis-

agreement was caused because the polarities of the sentences were

more context-dependent than foreseen. We assumed that the larger

amount/quantity the more positive the implications of the sentences:

- Scottish water is more beneficial for your health because it con-

tains “Neolite” < “a large quantity of Neolite”

- Scottish water is used in “products” < “a large number of prod-
ucts” like,...

and yet some of the participants did not agree with this. Because of

their context dependency and different judgements on similar cases

on sentence pairs taken from the negative message texts, we decided

to keep this variation. In the third case in which four people judged

the sentences differently with respect to their positive impact, we

thought the sentence too long. The sentence was split while the con-

tent was kept. In the fourth case our reasoning was that the larger the

number of people that believed a particular fact the larger the impact:

“it is believed” < “it is generally believed” that taking Neolite

is a cancer preventative

Because four participants in the text validation study disagreed

with this assumption, the word ‘generally’ was removed from

the positively slanted text. Overall, in 86.84 % of the cases the

participants thought that both sentences in a pair could report on the

same event.
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3 Psychological Methods to Measure Emotions
The next step towards affective language generation is to find out

what the best methods are to measure the emotional effect of a text.

There are two broad ways of measuring the emotions of human

subjects – physiological methods and self-reporting. Because of the

technical complications and the conflicting results to be found in the

literature, we opted to ignore physiological measurement methods

and to investigate self-reporting. Indeed, standardised self-reporting

questionnaires are widely used in psychological experiments. To

measure these emotions we decided to try out three well-established

methods that are used frequently in the field of psychology, the Rus-

sel Affect Grid [12], the Positive and Negative Affect Scale (PANAS)

[18], and the Self Assessment Manikin (SAM) [5].

The PANAS test used in this pilot study is a scale consisting of a

20 words and phrases (10 for positive affect and 10 for negative af-

fect) that describe feelings and emotions. Participants read the terms

and indicate to what extent they experience(d) the emotions indi-

cated by each of them using a five point scale ranging from (1) very

slightly/not at all, (2) a little, (3) moderately, (4) quite a bit to (5)

extremely. A total score for positive affect is calculated by simply

adding the scores for the positive terms, and similarly for negative

affect.

The Russel Affect Grid consists of 81 cells which are arranged as

a square of nine rows by nine columns with the rows defining the

present level of arousal and the columns defining the present level of

pleasure. By choosing the appropriate cell a participant simultane-

ously reports both aspects of his or her affective state.

The SAM test used in this study assessed the valence and arousal

dimensions by means of two sets of graphical figures depicted in

Figure 1. The participant ticks the ‘dot’ closest to the figure that rep-

resents his or her affective state best. The Russel Affect Grid and the

SAM test were both used on a nine-point scale.

Figure 1. Self Assessment Manikin: the first row of pictures depicts
valence the second row of pictures depicts arousal

4 Pilot Study
This section presents a pilot study that aimed to test a general ex-

periment set up, and to help us find of the above methods the most

promising ones to measure emotions evoked by text.

4.1 Method: Subjects, Stimuli and Setting
24 colleagues and students at the University of Aberdeen (other than

the ones involved in the text validation experiments) participated as

subjects in this pilot study in which they were asked to fill out a few

forms about how they felt after reading a particular text. All, except

three, were native or fluent speakers of English and none was famil-

iar with the purposes of the study. The subjects were divided in two

groups of 12 subjects each, and were asked to fill out some ques-

tionnaires and to read a text about a general topic with a particular

consequence for the addressee. For this experiment, just the negative

message texts illustrated in the previous section were used (i.e. “some

of your food contains a substance that causes cancer”). One group of

subjects, the NP-group, was given this negative message verbalised

in a positive/neutral way giving the impression that although there

was a problem every possible thing was being done to tackle it. The

other group, the NN-group, was given the same negative message

presented in a negative way implying that although many things were

being done to tackle the problem, there still was a problem. We ex-

pected that after the subjects had read the text, the emotions of the

subjects in the NN-group would be more negative than the emotions

of the subjects in the NP-group. We also expected the subjects in

the NN-group to be more strongly affected than the subjects in the

NP-group. The set up of the pilot study had nine phases as follows:

1. General information and instructions;

2. Consent form;

3. Questionnaire on participant’s background and interests;

4. Russel Affect Grid to assess the participant’s current emotional

state;

5. Test text (NP or NN);

6. PANAS test to assess how the participants felt after reading the

test text;

7. SAM test to assess how the participants felt after reading the test

text;

8. Questionnaire to assess the participant’s understanding and recall

of the test text;

9. Debriefing which informed participants about the study’s purpose

and stated that the test text did not contain any truth.

4.2 Results
In general, the participants in the study indicated that they were inter-

ested in food. Before reading the text, they rated their interest in food

3.08 (std. 1.14) on a scale form 1 to 5. After reading the text, partic-

ipants rated their interest in the topic of the text 2.96 (std. 1.30), the

informativeness of the text 3.75 (std. 0.79) (all figures on a 5-point

scale). The results of the emotion measurement methods used in the

pilot study are presented in Table 1. Overall, the t-Test results failed

to find significant differences between the two groups for any of the

tests. The Russel test, which was taken before the participants read

the test text, indicated that the participants in the NP group might be

feeling slightly more positive and less aroused than the participants

in the NN group. The results for the PANAS test, taken after the par-

ticipants read the test text, show that the NP group might be feeling

a little bit more positive that the NN group about the content of the

text they just read (1.72 vs 1.51). The Sam test, which the partic-

ipants were also asked to fill out with respect to their feelings after

reading the test text, indicates that the NP group might be feeling less

positive and more aroused than the NN group.

4.3 Discussion
How to interpret the outcomes of the pilot study? There are several

factors that could have caused the lack of significant results. One rea-

son could be that the differences between the NP and NN texts were

not large enough. It is also possible that the standard emotion mea-

surement methods used in this study are not fine-grained enough to
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NP NN t(p)

Russel valence 4.75 (1.71) 4.33 (2.64) .459(.651)
Russel arousal 4.25 (2.38) 5.08 (1.56) -1.014(.322)
PANAS positive 1.72 (1.01) 1.51 (.51) .655(.520)
PANAS negative 1.94 (.67) 1.91(.59) .108(.915)
SAM valence 5.58 (1.68) 4.92 (1.83) .930(.362)
SAM arousal 6.58 (2.23) 5.67 (2.93) .861(.917)

Table 1. Comparing NP and NN texts: Means(Standard deviations)
for each of the psychological emotion measurement methods used,

as well as the t-test results and their (in)significance. SAM and
Russel are measured on a 9-point scale with 1 = happy/aroused, . . .,

9 = sad/sleepy. PANAS is measured on a 5-point Scale: 1 = not at
all, . . ., 5 = extremely.

detect the emotional effects invoked by text. Yet another reason could

be that the people that took part in the study were not really involved

in the topic of the text or the consequences of the message. When

looking at the three emotion measurement methods used, some par-

ticipants did indicate that the SAM test was difficult to interpret. Also

some participants showed signs of boredom or disinterest while rat-

ing the PANAS terms, which were all printed on one A4 page; some

just marked all the terms as ‘slightly/not at all’ by circling them all

in one go instead of looking at the terms separately. Also, some par-

ticipants indicated that they found it difficult to distinguish particu-

lar terms. For example the PANAS test includes both ‘scared’ and

‘afraid’. As a consequence, there were several things that could be

improved and adjusted before going ahead with a full scale experi-

ment in which all four texts were tested.

5 Full Study: Measuring Emotional Effects of Text

This section presents a full scale experiment conducted to assess the

emotional effect invoked in readers of a text. The experimental set

up is adapted to the results found of the pilot study presented in the

previous section. Below the method, data processing and results are

presented and discussed.

5.1 Method: subjects, stimuli and experimental
setting

Based on the pilot results, the setup of this study was adapted in a

number of ways. For instance, we decided to increase the likelihood

of finding measurable emotional effects of text by targeting a group

of subjects other than our sceptical colleagues. Because it has been

shown that young women are highly interested in health issues and

especially health risks [3], we decided on young female students of

the University of Aberdeen as our participants. In total 60 female stu-

dents took part the experiment and were paid a small fee for their ef-

forts. The average age of the participants was about 20 years old (see

Table 2). The participants were evenly and randomly distributed over

the four texts (i.e. NN, NP, PN, PP) tested in this study, that is 15 par-

ticipants per group. The texts were tailored to the subject group, by

for example mentioning food products that are typically consumed

by students as examples in the texts and by specifically mentioning

young females as targets of the consequences of the message. On a

more general level, the texts were adapted to a Scottish audience by,

for instance, mentioning Scottish products and a Scottish newspaper

as the source of the article. Although, the results of the pilot study

did not indicate that the texts were not believable, we thought that

the presentation of the texts could be improved by making them look

more like newspaper articles, with a date and a source indication.

To enhance the experimental setting the emotion measurement

methods were better tailored to the task. The SAM test as well as

the Russel Grid were removed from the experiment set up, because

they caused confusion for the participants in the pilot study. Another

reason for removing these tests was to reduce the number of ques-

tions to be answered by the participants and to avoid inert answering.

For the latter reason, also a previously used reduced version of the

PANAS test [6] was used, with which the number of emotion terms

that participants had to rate for themselves was decreased from 20

to 10. This PANAS set, consisting of five positive (i.e. alert, deter-

mined, enthusiastic, excited, inspired) and five negative terms (i.e.

afraid, scared, nervous, upset, distressed), was used both before and

after participants read the test text. Before the participants read the

test text, they were asked to indicate how they felt at that point in

time using the PANAS terms. After the participants read the test text,

they were asked to rate the affect terms with respect to their feelings

about the text. Note that this is different from asking them about their

current feeling, because we wanted to emphasise that we wanted to

know about their emotions related to the content of the text they just

read and not about their feeling in general. In this way outliers could

be detected at the start of the experiment (i.e. highly positive or de-

pressed participants) and changes in a participant’s emotions could

be measured. Differently from the strategy used in the pilot study

in which each test was handled individually, the PANAS terms were

now interleaved with other questions about recall and opinions to

further avoid boredom.

The set up of the full-scale study had six phases, where phases 3a

and 3b and phases 5a and 5b were interleaved as follows:

1. General information and instructions;

2. Consent form;

3.(a) Questionnaire on participant’s background and interests;

(b) Reduced PANAS test to assess the participant’s current emo-

tional state;

4. Test text (NP or NN);

5.(a) Reduced PANAS test to assess the participants emotions about

the test text;

(b) Questionnaire to assess the participant’s understanding and re-

call of the test text;

6. Debriefing which informed participants about the study’s purpose

and stated that the test text did not contain any truth.

5.2 Hypotheses

In this full study four texts were tested on four different groups of

subjects. Two groups read the positive message (PP-group and PN-

group) two groups read the negative message (NN-group and NP-

group). Of the two groups that read the positive message, we ex-

pected the positive emotions of the participants that read the positive

version of this message (PP-group) to be stronger than the positive

emotions of the participants that read the neutral/negative version of

this message (PN-group). Of the two groups that read the negative

message, we expected the participants that read the negative version

of this message (NN-group) to be more negative than the participants

that read the positive version of the message (NP-group).
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5.3 Results

Overall, participants in this study were highly interested in the ex-

periment and in the text they were asked to read. Participants that

read the positive message, about the benefits of Scottish water, ap-

peared very enthusiastic and expressed disappointment when they

read the debriefing from which they learned that the story contained

no truth. Similarly, participants that read the negative message ex-

pressed anger and fear in their comments on the experiment and

showed relief when the debriefing told them that the story on food

poisoning was completely made up for the purposes of the exper-

iment. Only a few participants that read a version of the negative

message commented that they had got used to the fact that there was

often something wrong with food and were therefore less scared. Ta-

ble 2 shows some descriptives that underline these impressions. For

instance, on a 5-point scale the participants rated the texts they read

more than moderately interesting (average of po-i = 3.74). They also

found the text informative (average of inf = 3.82) and noted that it

contained new information (average of new = 4.05). These are sur-

prisingly positive figures when we consider that the participants indi-

cated only an average interest in food (average of pr-i = 2.89) before

they read the test text. The participants that read the negative mes-

sages (NN and NP) recognised that the message was negative (cf. pos
and neg in Table 2). Moreover, the NN-group rated the text more neg-

ative than the NP-group (4.07 vs 3.53). The participants that read the

positive message found that they had read a positive message. The

PP-group rated their text slightly more positive than the PN-group

rated theirs.

PN PP NN NP

pr-i 2.47(1.13) 3.07(1.03) 3.00(.85) 3.00(1.25)
inf 3.87(.83) 3.80(.94) 3.67(1.05) 3.93(.70)
pos 3.93(.96) 4.27(1.03) 1.67(.98) 1.67(.97)
neg 1.53(.64) 1.27(5.94) 4.07(1.22) 3.53(1.19)
new 4.13(1.18) 4.53(.64) 3.87(1.30) 3.67(1.59)
po-i 3.67(.82) 3.80(.78) 3.67(.72) 3.80(1.01)
age 20.00(2.39) 20.93(2.74) 20.80(2.27) 20.53(2.23)
pPs 1.65(.81) 1.48(.41) 1.27(.49) 1.31(.48)
nPs 2.67(.71) 3.00(.82) 2.83(1.03) 3.12(.68)

Table 2. Descriptive statistics for PN, PP, NP and NN texts
Means(Standard deviations) for various variables: pr-i the
participant’s interest in food before reading the text, the

inf ormativeness of the message, if the message contained a positive
or a negative message, newinformation, po-i to indicate if the

participant’s interest in the message, the age of the participants and
pPs and nPs, respectively, the positive and the negative PANAS

terms that were rated before the participants read the test text. All
measured on a 5-point Scale: 1 = not at all, . . ., 5 = extremely.

In Table 2 the means and standard deviations of the PANAS test

show that participants felt more positive than negative over all con-

ditions. The participants that were going to read a negative message

that was negatively verbalised (NN-group) were the most negative

(1.27) of all groups. The participants that were going to read a neg-

ative message that was worded in a positive/neutral way (NP-group)

were the most positive (3.12). Overall, the participants in this study

did not differ much in terms of their positive and negative emotions.

Differences were minimal and no extreme outliers were detected.

Note that all figures except for the most positive one (3.12) are be-

tween 1 and 3 and not using the upper part of the 5-point scale. These

results are graphically illustrated with the bar chart presented in Fig-

ure 2.

Figure 2. Positive and negative PANAS means before the
Participants read the test text.

Table 3 presents the results of the PANAS questionnaire which the

participants filled out after they read the test text usin a 5-point scale.

The t-Test results show no significant differences between the PN-

group and the PP-group and no significant differences between the

NN-group and the NP-group. From the mean figures we can conclude

that all groups rated the positive terms higher than the negative terms

and that negative terms were rated higher by the participants that read

the negative message than by the participants that read the positive

message. Note that the average results with a maximum of 2.52 all

stay far below 3, the ‘moderate’ average of the 5 point scale.

negative PANAS terms positive PANAS terms

PN 1.23 (.56) 2.52 (1.13)
PP 1.32 (.71) 2.52 (.80)
t(p) .09 (.987) .00 (1.00)
NN 1.95 (.81) 2.07 (.79)
NP 1.99 (.91) 2.47 (.88)
t(p) .04 (.987) .40 (.627)

Table 3. Descriptive statistics for PN, PP, NP and NN texts:
Means(Standard deviations) for the positive and negative PANAS

terms scored after the text was read, as well as the t-test results and
their (in)significance. PANAS is measured on a 5-point Scale: 1 =

not at all, . . ., 5 = extremely.

The bar chart presented in Figure 3 illustrates the results of the

PANAS questionnaire and shows that the positive terms are rated

similarly for the four texts. The NN-group rated the negative ver-

sion of the negative message just .40 less in positive PANAS terms.

Remarkably, and contrary to what was expected, the rating of the

negative terms by both N* groups is still lower than the rating of

the positive PANAS terms. Overall, the main difference between the

groups is that the negative terms are rated lower by the PP-group and

the PN-group than by the NN-group and the NP group.

When looking at these results in more detail, it appears that, of
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the positive PANAS terms, only ‘excited and ‘inspired had a higher

mean for the positively worded message when comparing the pos-

itive and the negative version of the positive message (PP and PN)

(respectively, 2.60 vs. 2.33 and 2.67 vs. 2.40). Different from what

was expected, the PN-group means of the positive terms ‘alert’, ‘de-

termined’ and ‘enthusiastic’, were higher than the PP-group means

(respectively, 2.33 vs. 2.47, 2.07 vs. 2.33 and 2.93 vs. 3.07). In ad-

dition, the means of the PP-group for the negative PANAS terms

‘scared and ‘nervous were higher than the means of the more neu-

trally verbalised version of this positive message (1.27 vs 1.13 and

1.53 vs 1.20). The means of the negative affect term ‘upset’ was the

same for both groups (1.27). When comparing the positive and the

negative version of the negative message (NP vs NN), as expected,

the NN-group has lower means for all 5 positive terms than the NP

group. In contrast, when looking at the negative terms, the mean of

the NP group for ‘upset was higher than the NN-group mean for this

term (2.07 vs 1.53).

Figure 3. Positive and negative PANAS means after the
Participants read the test text.

5.4 Discussion
From this study various conclusions can be drawn. First of all, from

the fact that only the lower half of the 5-point PANAS scale was used

it can be concluded that the participants in this study seem to have

difficulties with reporting on their emotions. This was the case both

before and after the test text was read. In the remainder of this section

we will focus on the PANAS test results that were obtained after the

test text was read. Furthermore, participants seem to have a prefer-

ence for reporting their positive emotions and focus less on their neg-

ative emotions. This can be inferred from the fact that the negative

PANAS terms of the PP-group and the PN-group were lower than

the means of the negative PANAS terms of the NN-group and the

NP-group, but all groups had about the same means for the positive

PANAS terms. The inference that self-reporting of emotions is trou-

blesome is also indicated by the fact that the participants of this full

study seemed highly interested and involved in the experiment and

in what they read in the experiment texts. The participants generally

believed the story they read and they expressed disappointment or

relief when they were told the truth after the experiment. In addition,

the descriptives in Table 2 show that participants generally correctly

identified the text they read as either positive or negative. Note that in

this respect the more fine-grained differences between the PP-group

and the PN-group as well as the differences between the NN-group

and the NP-group also confirm our expectations.

6 Conclusion and Future Directions

This paper presented our efforts to measure differences in emotional

effects invoked in readers. These efforts were based on our assump-

tion that the wording used to present a particular proposition mat-

ters in how the message is received. This assumption was tested and

confirmed with the text validation experiments discussed in Section

2.2. The results of these experiments showed that participants gen-

erally agree on the relative magnitude or impact of different phras-

ings of propositions (depending on, for instance, quantifiers and ad-

jectives used), while still allowing these phrasings to report on the

same event. Also participants’ judgements of the negative or posi-

tive nature of a text are in accord with our predictions. In terms of

reflective analysis of the text, therefore, participants behave as we

expected. Although we strongly emphasised that we were interested

in emotions with respect to the test text, our attempts to measure the

emotional effects invoked in readers caused by text differences did,

however, not produce any significant results.

There are several reasons that may have played a role in this. It

may be that the emotion measuring methods we tried are not fine-

grained enough to measure the emotions that were invoked by the

texts. As mentioned above, participants only used part of the PANAS

scale and seemed to be reluctant to record their emotions (especially

negative ones). Other ways of recording levels of emotional response

that are more fine-grained than a 5-point scale, such as magnitude

estimation (cf. [1]; [14]), might be called for here. Carrying out ex-

periments with even more participants might reveal patterns that are

obscured by noise in the current study, but this would be expensive.

Alternatively, it could be that the differences between the versions

of the messages are just too subtle and/or that there is not enough

text for these subtle differences to produce measurable effects. Per-

haps it is necessary to immerse participants more fully in slanted text

in order to really affect them differently. Or perhaps more extreme

versions of slanting could be found. Perhaps indeed the main way in

which NLG can achieve effects on emotions is through appropriate

content determination (strategy), rather than through lexical or pre-

sentation differences (tactics) of the kind we have investigated here.

Another reason could still be a lack of involvement of the partic-

ipants of the study. Although the participants of the full study in-

dicated their enthusiasm for the study as well as their interest in the

topic and the message, they may have felt that the news did not affect

them too much, because they considered themselves as responsible

people when it comes to health and food issues. We are designing a

follow up experiment in which, to increase the reader’s involvement,

a feedback task is used, where participants play a game or answer

some questions after which they receive feedback on their perfor-

mance. The study will aim to measure the emotional effects of slant-

ing this feedback text in a positive or a negative way. As in such a

feedback situation the test text is directly related to the participants’

own performance, we expect an increased involvement and stronger

emotions.
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As argued above, the results of our study seem to indicate that

self-reporting of emotions is difficult. This could be because partic-

ipants do not like to show their emotions, because the emotions in-

voked by what they read were just not very strong or because they

do not have good conscious access to their emotions. Although self-

reporting is widely used in Psychology, it could be that participants

are not (entirely) reporting their true emotions, and that maybe this

matters more when effects are likely to be subtle. In all of these situa-

tions, the solution could be to use additional measuring methods (e.g.

physiological methods), and to check if the results of such methods

can strengthen the results of the questionnaires. One could also try

to measure emotions indirectly, for instance, by measuring whether

people are more inclined to perform a particular action after read-

ing a particular text (c.f. [4]). Another option is to use an objective

observer during the experiment (e.g. videotaping the participants) to

judge if the subject is affected or not.

Two other aspects that will be addressed in our follow up study

are framing and multimodality. Inspired by [16] and [13], we aim

to look at the impact of the context in which the feedback is pre-

sented. For instance, it might make difference to the emotions of the

participants whether they are confronted with how well their peers

are doing on the same task or whether they are shown the course of

their own performance over time. The follow up study also aims to

address emotional effects of multimodal presentations, as graphs and

illustrations are believed to ease the interpretation process of a text.

Yet another possibility might be to try to strengthen the impact of the

feedback by asking the participant to read the text aloud instead of in

silence (cf. [17]).
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Evaluating humorous properties of texts
Graeme Ritchie1, Robyn Munro2, Helen Pain3, Kim Binsted4

Abstract. The success of a humour-generation program is usually

assessed by having human judges rate texts. However, there has been

little consideration of the patterns shown by such judgements, partic-

ularly in terms of consistency. We present two small studies which

attempt to gauge the consistency of human judgements about humor-

ous aspects of texts, and discuss some of the methodological issues

involved.

1 MOTIVATION
In developing affective natural language generation systems, the

question arises of how best to evaluate the performance of a system.

Ideally, the NLG system would function as part of some larger task,

and rigorous evaluation would assess the contribution of the gener-

ated texts to some desired qualities of the overall system, such as effi-

cacy, usability or pleasantness. However, when a language generator

is being developed, there is a practical need to be able to test whether

the generated text meets certain requirements (one could think of

this as formative evaluation, by analogy with educational testing).

This may have to be done without the full context of some larger

task-oriented system. Also, even when evaluating a full system, the

contribution of the NLG component will be clearer if we have some

idea of the nature of the texts it produces. This leads to the notion of

trying to evaluate the quality of text produced by an NLG system, an

area which has attracted an increasing amount of reflection in recent

years (e.g. [8], [9], [2]).

We focus here on one particular class of texts, the generation of

which would constitute one form of affective NLG, namely humor-
ous texts. In particular, we focus on jokes, as a small, manageable

genre of text for controlled study (see [11, Ch.2] for methodological

arguments in favour of this restricted focus).

There are a few, usually small, studies in which the quality of

computer-generated humorous text is considered (e.g. [7], [15]).

These have all been done by showing texts (under experimental con-

ditions) to human judges, and asking for ratings of the texts. This

method, which has also been used for evaluating non-humorous gen-

erated text, seems relatively straightforward, easy to administer, and

clear in its findings. However, it has a tacit assumption: that ratings

by human judges of the humorous properties of texts will be rela-

tively systematic. If judges rate texts in a random manner, then it is

not convincing to claim success in humour-generation by showing

that computer output is rated as randomly as human-written output

is. None of the existing studies of computer-generated humour in-

cluded any check of agreement across judges, or the consistency of

1 Computing Science, University of Aberdeen, UK. email:
g.ritchie@abdn.ac.uk

2 formerly Informatics, University of Edinburgh, UK.
3 Informatics, University of Edinburgh, UK. email: h.pain@ed.ac.uk
4 Information and Computer Sciences, University of Hawaii, USA. email:

binsted@hawaii.edu

the rating of texts (either control or computer-generated items). It is

this issue which we wish to examine here.

Away from the area of computer generation, there are findings

which show correlations between preferences for particular jokes or

types of joke, most notably Ruch’s development of the 3WD test

[12], but these have not explored consistency, nor compared judge-

ments of jokes with judgements of non-jokes.

We summarise here the results of two studies which explore the

extent to which judges make consistent ratings of texts in terms of

humour. The studies are very preliminary, but they do raise questions

about what might be a suitable methodology for assessing the success

of a humour-generating program.

Both the studies investigate two possible notions of ‘humorous’:

whether a text is a joke or not (jokehood) and how funny the text is

(funniness); see [11, Ch. 2] for discussion of this distinction. Infor-

mally, the initial conjectures were that jokehood would show consis-

tency of ratings across judges, but funniness would be very varied.

2 STUDY 1: PUNNING RIDDLES
2.1 Data collection
As part of a project to study computer-generated jokes, data were col-

lected involving judgements, by young children, about the humorous

properties of short texts (all of the same general form - question and

short answer). Fuller details are given in [4] and [5], so only a brief

outline of the data collection methods are given here. The analysis

here, of consistency, was not part of the original project, but was car-

ried out retrospectively on the collected data some years later.

Data items were of 4 distinct types (total quantities5 in parenthe-

ses):

J: computer-generated texts (80). These were output items from

Binsted’s JAPE computer program [4], which contained rules in-

tended to create punning riddles; e.g. : What do you get when you
cross a bird and a blunder? A fowl up.

H: human-written jokes (60). These were punning riddles selected

from published joke books, chosen as far as possible to be simi-

lar in structure and genre to the target text type of the computer

program; e.g. What kind of animal plays cricket? A bat.
S : sensible question & answer (30). A number of non-humorous,

factually correct texts were constructed in a constrained way, con-

sisting of a question and a single-phrase answer; e.g. What kind of
yellow fruit can you eat? A banana.

N : nonsense question & answer (30). A number of texts made up

of a question and a single-phrase answer were constructed, using

random content words (nouns, adjectives, etc.) from the vocabu-

lary employed in the other items; e.g. What do you get when you
cross a remedy with a mall? A coarse line.

5 As taken from the original data files.
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Children aged 8 to 11 completed questionnaires, each with 20

items (suitably balanced and randomised) accompanied by audio ver-

sions on tape. No mention was made of computer-generated jokes.

Required responses for each item were:

• Is this a joke? [YES/NO]

• How funny is it? [5 point scale]

• Have you heard it before [YES/NO]

Although each item in the total set of items was judged by more

than one subject, not all items were judged the same number of times,

and no items were seen by all subjects. In total, there were data sets

for 120 participants.

2.2 Results
The conjectures which motivated this work were stated briefly and

informally at the end of Section 1, but we have not yet presented these

as precise hypotheses about variables involved in the two studies. The

question of how best to quantify, statistically, the intuitive notion of

‘consistency’ is not totally clear.

2.2.1 Jokehood
The percentages of joke and non-joke ratings for each text type in

Study 1 are shown in Table 1.

J H S N All

J 55.90 61.18 47.93 45.63 54.70
NJ 44.10 38.82 52.07 54.64 45.30

Table 1. Study 1: % age of joke/non-joke ratings, by text type

Tests such as χ-square and Wilcoxon Signed Ranks showed var-

ious differences (or lack of differences) in the balance of joke/non-

joke ratings across the four types [4, 5]. However, such tests do not

address the question of consistency of the ratings. A possible mea-

sure of consistency for the jokehood judgements is to apply the Sign

(binomial) test (two-tailed) to the aggregate ratings for each item, and

determine what proportion of the texts show significant skew away

from a chance outcome; see Table 2.

p J H S N All

< 0.05 15.00 23.33 6.67 6.67 15.00

Table 2. Study1: % age of items showing significance for jokehood

It could be argued that, since this approach involves a number

(200) of applications of the Sign Test, we are really testing that large

number of hypotheses, and so a correction (e.g. Bonferroni) should

be made, resulting in a lower threshold than p < 0.05. However, it

is a rather odd perspective to treat every trial (item) as a separate hy-

pothesis. This draws attention to a drawback of using the Sign Test

in this way: it does not yield a single overall measure of the statis-

tical significance of the outcome of the whole experiment (but see

Section 4 below).

In view of the very low percentage of items showing significance

at the 0.05 level, there was little point in exploring a lower threshold.

2.2.2 Funniness
For funniness, we are also interested in consistency, although our

initial conjecture is that there will not be much consistency (owing

to variations in personal taste). A number of indicators of variation

in funniness ratings were considered.

On the 5-point scale, out of 200 items, 192 had (across all raters)

minimum ratings of 1, and 195 had maximum ratings of either 4 or

5. The standard deviation, which gives some indication of spread of

values, had – across all items – a minimum of 0.64, a mean of 1.19

and a maximum of 1.65 (where the mean across the funniness rating

means for all items was 2.6). This does seem to suggest quite a wide

spread of values.

The funniness ratings (on a 5-point scale) were then simplified by

mapping all scores 1-2 into a rating of low (L), and those of 4-5 into

high (H), with ratings of 3 omitted. The structure of the data was then

similar to that for jokehood, and analogous tests could be applied.

Table 3 shows the proportions of the H/L rated items for each text

type (omitting judgements not rated as either H or L).

J H S N All

H 39.73 48.43 33.57 29.37 39.87
L 60.27 51.57 66.43 70.63 60.13

Table 3. Study 1: % age of high/low funniness ratings, by text type

Out of 200 items, 21 had exactly equal numbers of H and L scores.

From the remaining 179, only 20 (10% of the original total) had an

imbalance between H and L scores that was significant under the

Sign Test (p < 0.05); see Table 4.

p H J S N All

< 0.05 3.33 7.50 6.67 23.33 10.0

Table 4. Study 1: % age of items showing significance for funniness

At p < 0.001, none of the items showed a significant H/L imbal-

ance.

3 STUDY 2 : NARRATIVE JOKES

3.1 Data collection

The aim of this study [10] was to address the central question in

the current paper: the consistency of judgements about the humorous

qualities of short texts.

The participants were 80 undergraduate students between the ages

of 18 and 24 years of age, all of whom spoke English to a native

standard and had no problems with reading or writing.

In order to create texts which systematically varied their humor-

ous properties, but which were nevertheless similar in other respects,

we adapted data used by [3] and [13]. These earlier studies had cre-

ated 16 items in which there was a setup (a short narrative of about

three sentences) followed by a choice of four short (one sentence)

possible endings. Subjects in these studies were asked to select the

correct ending for the text. The four possible endings were always of

the same four types: correct punchline (JK) – something which com-

bined with the setup to form a joke; humorous non-sequitur (HNS)

– an absurd action which did not integrate with the setup; associated
non-sequitur (ANS) – an event which superficially connected to the

situation in the setup, but which did not follow on; straightforward
(SF) – an event which combined with the setup to form a coherent,

non-humorous narrative. For example:

A ship is cruising in the Caribbean. One day a girl falls over-

board and her father screams: “I’ll give half my fortune to save
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her.” A fellow jumps in and saves the girl. The father says, “I’ll

keep my promise. Here’s half my fortune.”

JK: The fellow answers, “I don’t want money; all I want to

know is who shoved me.”

HNS: Then the fellow tips his hat to the girl and his toupee

slips off.

ANS: The fellow says, “I usually get seasick on boats.”

SF: The fellow answers, “Thank you. I need the money.”

By appending each of the 16 setups to each of its 4 possible end-

ings, we created 64 items, 16 of each of the 4 types. These were then

made into suitably balanced and randomised 16-item questionnaires,

where each item had 4 questions:

• Do you consider the text a joke or not a joke? [Joke/ Not a joke]

• How funny did you find the text? [7-point scale from ‘not funny

at all’ to ‘very funny’].

• How aversive, or how dislikable, did you find the text? [7-point

scale from ‘not aversive’ to ‘very aversive’].

• Have you heard this text, or one similar, before? [3 choices: ‘defi-

nitely yes’, ‘not sure’, ‘definitely no’]

3.2 Results
3.2.1 Jokehood

As in Section 2.1, Table 5 shows the proportion of jokehood judge-

ments, and Table 6 shows how many items showed a significant bias

in one direction. The second row of Table 6 shows the results for

p < 0.001; see remark about p values in Section 2.2.1.

JK HNS ANS SF All

J 95.61 21.62 13.36 20.07 37.78
NJ 4.39 78.38 86.64 62.22 79.93

Table 5. Study 2: % age of joke/non-joke ratings, by text type

p JK HNS ANS SF All

< 0.05 100 68.75 81.25 68.75 79.69
< 0.001 100 31.25 68.75 50 62.5

Table 6. Study 2: % age of items showing significance for jokehood

3.2.2 Funniness

On the 7-point scale, out of 64 items, 63 had (across all raters) min-

imum ratings of 0 or 1, and 29 had maximum ratings of either 5 or

6; hence, around 44% of items had a difference of 4 points or more

across their ratings. The standard deviation had – across all items –

a minimum of 0.55, a mean of 1.23 and a maximum of 1.83 (where

the mean funniness rating for all items was 1.44).

Next, the funniness ratings (on a 7-point scale) were simplified by

mapping all scores 0-2 into a rating of low, and those of 4-6 into high,

with ratings of 3 omitted (much as in Study 1).

The low and high ratings (as percentages of total low & high rat-

ings) are shown in Table 7.

Using the Sign Test on individual items gave the results in Table 8.

For all the items in HNS, SF, and ANS, there were majorities for

low funniness, with only two failing to reach statistical significance

(ratings splitting 10:4 for these). For the JK texts, only 1 joke reached

JK HNS SF ANS All

H 49.77 14.5 7.39 3.17 16.81
L 50.22 85.50 92.61 96.83 83.19

Table 7. Study 2: % age of high/low funniness ratings, by text type)

p JK HNS SF ANS All

< 0.05 6.2 87.5 100.00 100.00 73.44

Table 8. Study 2: % age of items showing significance for funniness

significance, with a 13-to-1 majority voting it highly funny; of the

other 15 JK items, 5 were voted high, 8 were voted low and 2 tied.

In Study 2, the conjecture (that there will be variation) was broadly

supported for items in the JK category; for the other three (non-joke)

types of text, there was high agreement (that these items were not

very funny). That is, this study suggests that there is great variation

of opinion about the funniness of jokes, but general consensus that

other types of text (or at least those used in this study) are definitely

not funny. (This latter trend tends to support the jokehood results for

this study.)

4 THE KAPPA TEST
The Kappa (κ) test [14, Sect 9.8] is used in many studies to rate over-

all agreement between judges, generally in situations where there is

a need to establish reliable ratings of data (e.g. in marking up a lan-

guage corpus for further analysis [6]). It might seem, therefore, that

it would neatly fulfil the need for an overall rating of the degree of

consistency in our ratings.6

Although we are not interested in the classification of the items,

but in the actual consistency itself, it is interesting to explore the

results of κ on our data. The literature suggests that ‘agreement’ is

indicated by κ as follows: > 0.8 = very good, 0.6 to 0.8 = good, 0.4

to 0.6 = moderate, 0.2 to 0.4 = fair, < 0.2 = poor.

There is already evidence (e.g. Table 2) that there was little agree-

ment on jokehood in Study 1, and the κ value (for all the Study 1

jokehood data) is indeed extremely low: 0.053.

However, the κ figures for Study 2 demonstrate the way in

which this measure can give counter-intuitive results when applied

to skewed data. Applied to all the Study 2 data, κ = 0.5173, merely

‘moderate’. This is slightly surprising, as inspection of the raw data

shows there were clear majority verdicts for most items (as hinted at

by Tables 5 and 6). The low rating is because the items had a pre-

dominance of texts which were constructed not to be jokes (HNS,

SF, ANS), producing a skew in the judgements (overall, most items

were judged as non-jokes). The effect is even more noticeable if we

consider the types of text separately. The JK texts, all of which had

overwhelming majority judgements, produce, when considered apart

from the other three types, an abysmal κ value of 0.0150. If the JK

and ANS data are combined – thereby creating a data set more bal-

anced between ‘probably J’ and ‘probably NJ’ items – the κ score

shoots up to 0.83 (very good). Thus κ appears to say that our judges

agree very well on this combined set, but hardly agree at all on either

half of it.

It is far from clear that the κ test is the appropriate test for our

methodological question about consistency.

6 The usual version of the κ test assumes that all judges rate all items, but it
is straightforward to adjust the formulae for a situation (as here) where the
set of judges rating an item varies.
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5 CONCLUSIONS

It is hard to draw firm empirical conclusions from either of these

studies, which are merely first attempts at probing the issues. In par-

ticular, it is unclear what is the correct methodological approach, es-

pecially regarding statistical tests. With those caveats, a few tentative

observations can be made.

Study 1 does not show the expected consistency in judgements

about jokehood. There could be a number of reasons for this. The

most radical would be that this demonstrates a wider truth: that there

is rarely agreement, even about jokehood, when people judge texts.

A number of less sweeping excuses are also possible: perhaps this

particular genre (punning riddles) is rather vulnerable to confusion

about whether a text is a joke, or maybe young children, particu-

larly when put in an experimental setting, find it difficult to make

measured judgements about the concept of ‘joke’. For funniness, the

data does conform to the expectation that there is a wide variety of

opinions; interestingly, the N (nonsense) items showed the greatest

degree of agreement.

In Study 2, there is strongly suggestive support for the conjec-

ture that judges are consistent in judging whether texts are jokes,

particularly where the text has been constructed to be a joke. How-

ever, in view of the statistical difficulties outlined earlier, it is hard

to claim that this is firmly corroborated. The funniness judgements

behaved quite differently on texts constructed as jokes (where great

variety did occur) from texts constructed as non-jokes (where there

was much agreement).

The studies differed greatly in the type of texts and the judges

used, which could contribute to the differing patterns of results.

Even if the hypotheses in both studies had been firmly established

statistically, these are just two small studies, focussing on two very

narrow text types and with different participant groups; this merely

scratches the surface of the issue. It is also not clear whether any such

results would be generalisable to further types of text. A claim that

is universal across all texts cannot be proven by specific studies (al-

though it could be refuted), but a large number of supportive studies

would be highly suggestive.

If further studies supported the regularities shown in Study 2 about

jokehood judgements, then it would be feasible to maintain the po-

sition outlined in Section 1 – that jokehood is a relatively stable

concept amenable to testing with human judges. This would also

mean that it would make sense to have an NLG system generate texts

which were jokes; that is, this would be a well-defined and testable

task. However, the variations in funniness judgements (for all texts

in Study 1, and for joke texts in Study 2) suggest that the effects of

supposedly humorous texts (on the user) might not be predictable.

However, the analyses reported in [4] and [5] of the data items in our

Study 1 did indicate that on the whole the set of computer-generated

humorous texts were rated as more humorous than control items,

even if no computer-generated text was given an overwhelming ver-

dict of “joke” or “very funny”. Similarly, analysis of the Study 2

data (in [10]) showed statistically significant differences between the

ratings of the text types. Hence, the evaluation of the success of a

humour-generating program could be measured in this aggregated or

averaged form, rather than the ratings of individual items. Also, this

pattern suggests that making a text “humorous” could be regarded

not as a clear-cut attribute (as “syntactic well-formedness” might be

in a model inspired by generative linguistics), but rather as a vaguer

tendency. That is, a more realistic aim for an NLG system might

be to take steps which will make it “more likely” that the text will

be perceived as “humorous”, rather than guaranteeing the humorous

property – thus tackling the vaguer goal of “try to be more humor-

ous” rather than the discrete goal of “create a joke”.

We have focussed here on the possible difficulties of using con-

scious judgements to compare the humorous aspects of human and

computer-generated texts (as was the main reason for the JAPE eval-

uation described in Section 2.1). However, there might be other

methodologies which could be helpful. For example, some way of

measuring genuine amusement (e.g. via facial expression [1]), or

subsequent changes in mood (e.g. [16]), might be more reliable.

In spite of the inconclusive results, we believe that the method-

ological questions addressed here are worthy of consideration, and

that we have at least made a start on investigating these questions.
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Affect in Metaphor: Developments with WordNet
Tim Rumbell, John Barnden, Mark Lee and Alan Wallington1

Abstract. We discuss an aspect of an affect-detection system used

in e-drama by intelligent conversational agents, namely affective in-

terpretation of limited sorts of metaphorical utterance. We discuss

how these metaphorical utterances are recognized and how they are

analysed and their affective content determined.

1 INTRODUCTION
We present one aspect of a system for extracting affective informa-

tion from individual utterances, for use in text-based intelligent con-

versational agents (ICAs). Affect includes emotions/ moods (such as

embarrassment, hostility) and evaluations (of goodness, importance,

etc.). Our own particular ICA [19] is for use in an e-drama system,

where human users behave as actors engaged in unscripted role-play.

Actors type in utterances for the on-screen characters they control

to utter (via speech bubbles). Our ICA is another actor, controlling

a bit-part character. Through extracting affect from other characters’

utterances it makes responses that can help keep the conversation

flowing. The same algorithms are also used for influencing the char-

acters’ gesturing (when a 3D animation mode is used). Our ICA is

an addition to an e-drama system produced by an industrial collab-

orator, Hi8us Midlands Limited, and the 3D animation facility was

produced by another industrial collaborator, BT. See [4] for more.

The system aspect demonstrated handles one important way in

which affect is expressed in most discourse genres: namely metaphor.

Only a relatively small amount of work has been done on compu-

tational processing of metaphorical meaning, for any purpose, let

alone in ICA research. Major work apart from ours on metaphorical-

meaning computation includes ([6], [9], [11], [12], [14], [17]). The

e-drama genre exhibits a variety of types of metaphor, with a signif-

icant degree of linguistic open-endedness. Also, note that our over-

arching research aim is to study metaphor as such, not just how it

arises in e-drama. This increases our need for systematic, open-ended

methods. This paper updates [15]. Since that system-demonstration

paper important new developments have taken place in the metaphor

processing.

2 METAPHOR AND AFFECT
Conveying affect is one important role for metaphor, and metaphor

is one important way of conveying affect. Emotional states and be-

haviour are often themselves described metaphorically ([10]; [7]), as

in ‘He was boiling inside’ [feelings of anger]. But another important

phenomenon is describing something X using metaphorical source

terms that are subject to that affect, as in ‘My son’s room [= X] is a

bomb site’ or ‘smelly attitude’ (an e-drama transcript example). Such

carry-over of affect in metaphor is well recognized, e.g. in the politi-

cal domain ([13]). We recently conducted a user study of the system

1 University of Birmingham, UK, email: a.m.wallington@cs.bham.ac.uk

(at four secondary schools in the Birmingham area) and (automati-

cally) recorded the different users’ (actors’) “speeches”. An analy-

sis of the resulting transcripts indicate that this type of affect-laden

metaphor is a significant issue in e-drama: at a conservative estimate,

at least one in every 16 speech-turns has contained such metaphor

(each turn is ≤ 100 characters, and rarely more than one sentence;

33K words across all transcripts).

There are other specific, theoretically interesting metaphorical

phenomena arising in e-drama that are important also for discourse

in general, and plausibly could be handled reasonably successfully

in an ICA using current techniques. Some are:

1. Casting someone as an animal. This often conveys affect, from

insultingly negative to affectionately positive. Terms for young

animals (‘piglet’, ‘wolf cub’, etc.) are often used affectionately,

even when the adult form is negative. Animal words can have a

conventional metaphorical sense, often with specific affect, but

in non-conventional cases a system may still be able to discern

a particular affective connotation; and even if it cannot, it can still

plausibly infer that some affect is expressed, of unknown polar-

ity (positivity/negativity) sheerly from the fact of using an animal

metaphor.

2. Rather similarly, casting someone as a monster or as a mythical

or supernatural being, using words such as ‘monster’, ‘dragon’,

‘angel’, ‘devil’.

3. Casting someone as a special type of human, using words such

as ‘baby’ (to an adult), ‘freak’, ‘girl’ (to a boy), ‘lunatic’. These

again can have strong (if context-sensitive) affective connotations.

4. Metaphorical use of size adjectives (cf. Sharoff, 2006). Particu-

larly, using ‘a little X’ to convey affective qualities of X such

as unimportance and contemptibility, but sometimes affection to-

wards X, and ‘big X’ to convey importance of X (‘big event’) or

intensity of X-ness (‘big bully’), and X can itself be metaphorical

(‘baby’, ‘ape’). Metaphorical use of size adjectives is often com-

bined with phenomena 1-3. In particular, “little X” where X is an

animal can lead to a baby-animal interpretation as one possibility.

Currently, our system partially addresses (1), (2) and (4).

3 METAPHOR RECOGNITION AND ANALYSIS

The approach is split into two parts: recognition of potential

metaphors; analysis of recognised elements to determine affect.

3.1 The Recognition Component

The basis here is a subset of a list of metaphoricity signals we have

compiled [1], by modifying and expanding a list from [8]. The sig-

nals include specific syntactic structures, phraseological items and
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morphological elements. We currently focus on two special syntac-

tic structures, X is/are Y (in which X could be the pronoun ‘you’)

and You Y, and some lexical strings such as ‘[looks] like’, ‘a bit of

a’ and ‘such a’ (these lexical strings can be interpreted as indicative

of similes, but we treat similes and metaphors in the same way). The

signals are merely uncertain, heuristic indicators. For instance, in the

transcripts mentioned in section 2, we judged X is/are Y as actually

indicating the presence of metaphor in 38 per cent of cases (18 out of

47). Other success rates are: you Y - 61 per cent (22 out of 36); like
(including looks like) - 81 per cent (35 out of 43).

In order to detect signals we use the Grammatical Relations (GR)

output from the RASP robust parser [3] This output shows typed

wordpair dependencies between the words in the utterance. E.g., the

GR output for ‘You are a pig’ is:

|ncsubj| |be+_vbr| |you_ppy| |_|
|xcomp| _ |be+_vbr| |pig_nn1|
|det| |pig_nn1| |a_at1|

For an utterance of the type X is/are Y the GRs will always give

a subject relation (ncsubj) between X and the verb ‘to be’, as well

as a complement relation (xcomp) between the verb and the noun

Y. The structure is detected by finding these relations. As for you Y,

Rasp also typically delivers an easily analysable structure, but unfor-

tunately the POS tagger in Rasp seems to favour tagging Y as a verb.

e.g., ‘cow’ in ‘You cow’. Here the robustness of a parser like Rasp

causes problems: the main verb sense of ‘cow’ (overawe: “subdue,

restrain, or overcome by affecting with a feeling of awe”) is transi-

tive and so would not normally be relevant to ‘You cow’, but it is

desirable for a robust parser to allow deficient grammar. In such a

case, our system looks the word up in a list of tagged words that

forms part of the RASP tagger. If the verb can be tagged as a noun,

the tag is changed, and the metaphoricity signal is deemed detected.

Once a signal is detected, the word(s) in relevant positions (e.g.

the Y position) are pulled out to be analysed. This approach has the

advantage that whether or not the noun in, say, the Y position has

adjectival modifiers the GR between the verb and Y is the same, so

the detection tolerates a large amount of variation. Any such modi-

fiers are found in modifying relations and are available for use in the

Analysis Component.

3.2 The Analysis Component
3.2.1 Core Processing

The analysis element of the processing takes the X noun (if any)

and Y noun and uses WordNet 2.0 to analyse them. First, we try to

determine whether X refers to a person (the only case the system

currently deals with), partly by using a specified list of proper names

of characters in the drama and partly by WordNet processing (The

system also proceeds similarly if X is ‘you’). If so, then the Y and

remaining elements are analysed using WordNet’s taxonomy. This

allows us to see if the Y noun in one of its senses is a hyponym

of animals or supernatural beings. If this is established, the system

sees if another of the senses of the word is a hyponym of the person

synset, as many metaphors are already given as senses in WordNet.

If the given word contains within its senses different senses that are

hyponyms of both animal and person, then we search for evaluative

content about the metaphor.

Previously our analysis of evaluative content of a metaphor re-

volved around finding specific indicative synsets in the hypernym

tree of the person sense of the given metaphor word. For example,

cow in its metaphorical sense has the ‘unpleasant person’ synset as

a lower hypernym than ‘person’, which we took as an indicator of

negativity). But now, in an important new development, instead of

relying on the presence of one of a small set of intermediate nodes

for affective evaluation, we have developed a method of automati-

cally detecting the orientation of a given metaphorical word.

Intermediate synsets between the metaphorical sense of the given

word and the person synsets contain glosses, which are descriptions

of the semantic content of a synset. For example, the gloss of the

synset of ‘shark’ that is a hyponym of ‘person’ is “a person who is

ruthless and greedy and dishonest”; that of ‘fox’ is “a shifty decep-

tive person”. We search the words and glosses from the intermediate

synsets for words that indicate a particular affective evaluation. This

search is based on another feature of WordNet, as follows.

WordNet contains a ‘quality’ synset which has ‘attribute’ links to

four other synsets, ‘good’, ‘bad’, ‘positive’ and ‘negative’. We are

currently only looking for positive or negative affective evaluations,

so this group of synsets provides a core set of affect indicating words

to search for in the intermediate nodes. This set is expanded by fol-

lowing WordNet’s ‘see also’ links to related words, to produce lists of

positivity and negativity indicators. For example, ‘bad’ has ‘see also’

links to five synsets, including ‘disobedient’ and ‘evil’; we then look

up the ‘see also’ links in these five synsets and include these related

words in the ‘bad’ list, and so on, through five iterations, producing a

list of over 100 words related to ‘bad’, and therefore indicating neg-

ativity. We search through the words and glosses from the interme-

diate nodes between the given metaphor synset (arising from the Y

component in the sentence) and ‘person’, tallying the positivity and

negativity indicating words found. We can then assign the affective

evaluation of the metaphor, so more negativity indicators than posi-

tivity indicators suggests that, when the word is used in a metaphor,

it will be negative about the target. If the numbers of positivity and

negativity indicators are equal, then the metaphor is labeled positive

or negative, implying that it has an affective quality but we cannot

establish what.

This label is also used in those examples where an animal does

not have a metaphorical sense in WordNet as a kind of person (for

example, ‘You elephant’). See the comment at the end of case 1 in

section 2.

3.2.2 Young Animals and Size Adjectives

There is a further complication. Baby animal names can often be

used to give a statement a more affectionate quality. Some baby ani-

mal names such as ‘piglet’ do not have a metaphorical sense in Word-

Net. In these cases, we check the word’s gloss to see if it is a young

animal and what kind of animal it is (the gloss for piglet, for exam-

ple, is “a young pig”). We then process the adult animal name to seek

a metaphorical meaning but add the quality of affection to the result.

A higher degree of confidence is attached to the quality of affection

than is attached to the positive/negative result, if any, obtained from

the adult name. Other baby animal names such as ‘lamb’ do have a

metaphorical sense in WordNet independently of the adult animal,

and are therefore evaluated by means of the Core Processing in sec-

tion 3.2.1. They are also tagged as potentially expressing affection

but with a lesser degree of confidence than that gained from the core

processing of the word. However, the youth of an animal is not al-

ways encoded in a single word: e.g., ‘cub’ may be accompanied by

specification of an animal type, as in ‘wolf cub’. An extension to

our processing would be required to handle this and also cases like

‘young wolf’ or ‘baby wolf’.
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If any adjectival modifiers of the Y noun were recognized the anal-

yser then goes on to evaluate their contribution to the metaphor’s af-

fect. If the analyser finds that ‘big’ is one of the modifying adjectives

of the noun it has analysed the metaphor is marked as being more em-

phatic. If ‘little’ is found the following is done. If the metaphor has

been tagged as negative and no degree of affection has been added

(from a baby animal name, currently) then ‘little’ is taken to be ex-

pressing contempt. If the metaphor has been tagged as positive OR

a degree of affection has been added then ‘little’ is taken to be ex-

pressing affection. These additional labels of affection and contempt

are used to imply extra positivity and negativity respectively.

4 EXAMPLES OF COURSE OF PROCESSING

In this section we discuss two examples in detail and seven more with

brief notes. The examples are mainly from [15] but we have updated

several to take account of the gloss-based processing mentioned in

section 3.2.1. The first two, the detailed examples, outline the flow

of processing and highlight the key analytical decisions made.

4.1 ‘You piglet’

1. The metaphor detector recognises the You Y signal and tags the

noun ‘piglet’ as the Y word.

2. The metaphor analyser reads ‘piglet’ from as Y and detects that it

is a hyponym of ‘animal’.

3. ‘Piglet’ is not encoded with a specific metaphorical meaning (‘per-

son’ is not a hypernym). So the analyser retrieves the gloss from

WordNet.

4. It finds ‘young’ in the gloss and retrieves all of the words that

follow it. In this example the gloss is ‘a young pig’ so ‘pig’ is

the only following word. If more than one word is following, then

the analysis process is repeated for each of the words following

‘young’ until an animal word is found.

5. The words and glosses of the intermediate nodes between ‘pig’

and ‘person’ contain 0 positivity indicating words and 5 negativity

indicating words, so the metaphor is labelled with negative polar-

ity.

6. This example would result in the metaphor being labeled as an

animal metaphor which is negative but affectionate with the affec-

tion label having a higher numerical confidence weighting than

the negative label.

4.2 ‘Lisa is an angel’

1. The metaphor detector recognises the X is a Y signal and tags the

noun ‘angel’ as the metaphor word. ‘Lisa’ is recognised as a per-

son through a list of names provided with the individual scenarios

in e-drama.

2. The metaphor analyser finds that it is a hyponym of ‘supernatural

being’.

3. It finds that in another of its senses the word is a hyponym of

‘person’.

4. The words and glosses of the intermediate nodes between ‘angel’

and ‘person’ contain 8 positivity indicating words and 0 negativity

indicating words, so the metaphor is labeled with positive polarity.

5. This example would result in the metaphor being labeled as a su-

pernatural being metaphor that is positive.

4.3 Other examples
The following are further examples to show some of the ways in

which particular types of utterance are analysed.

1. ‘You cow’: this is processed as a negative animal metaphor. The

synset of ‘cow’ that is a hyponym of ‘person’ has the gloss ”a large

unpleasant woman”. Interestingly, ‘large’ is included in the list of

positivity indicators by the current compilation method, but the

negativity of the metaphor is confirmed by analysis of the inter-

mediate synsets between ‘cow’ and ‘person’, which are ‘unpleas-

ant woman’, ‘unpleasant person’ and ‘unwelcome person’. These

synsets, along with their glosses, contain six negativity indicators,

against just the one positivity indicator.

2. ‘You little rat’: this animal metaphor is determined as negative,

having three senses that are hyponyms of ‘person’, containing

three positivity indicators and five negativity indicators. ‘Little’

provides an added degree of contempt.

3. ‘You little piggy’: ‘piggy’ is recognized as a baby animal term

and labeled as expressing affection. The evaluation of ‘pig’ adds

a negative label, with no positivity indicators and three negativity

indicators, and ‘little’ adds further affection since the metaphor

already has this label from the baby animal recognition. This is

therefore recognized as a negative metaphor but meant affection-

ately.

4. ‘You’re a lamb’: recognized as an animal metaphor and a young

animal. It has an ‘affectionate’ label and is recognized as a posi-

tive metaphor, with its two senses that are hyponyms of ‘person’

contributing two positivity indicators and one negativity indicator.

The negative word in this case is ‘evil’, coming from the gloss of

one of the intermediate synsets, ‘innocent’: “a person who lacks

knowledge of evil”. This example highlights a failing of using in-

dividual words as indicators: negations within sentences are cur-

rently not recognized.

5. ‘You are a monster’: one sense of monster in WordNet is a hy-

ponym of animal. Therefore, this is recognized as an animal

metaphor, but affect evaluation reveals three negativity and three

positivity indicators, so it is analysed as ’positive or negative’.

These indicators are found in two opposed senses of monster:

‘monster, fiend, ogre’: “a cruel wicked and inhuman person”

(analysed as negative); and ‘giant, monster, colossus’: “someone

that is abnormally large and powerful” (analysed as positive, due

to the indicators ‘large’ and ‘powerful’).

6. ‘She’s a total angel’: a positive supernatural being metaphor, with

eight positivity indicators and no negativity indicators from two

senses that are hyponyms of ‘person’, but currently ‘total’ makes

no contribution.

7. ‘She is such a big fat cow’: a negative animal metaphor made more

intense by the presence of big. It has an extra level of confidence

attached to its detection as two metaphoricity signals are present

but currently ‘fat’ makes no contribution.

5 FUTURE WORK
Work is ongoing on the four specific metaphorical phenomena listed

in section 2 as well as on other phenomena, such as the variation

of conventional metaphorical phraseology by synonym substitution

and addition of modifying words and phrases, and interpretation

of metaphorical descriptions of emotions. We are also looking to

broaden metaphor detection, such that, in the case X is/are Y, if a

hypernym of X is an ‘artifact’ and of Y is a ‘living thing’ (or vice-

versa) then a metaphor is implied.
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Observe that we do not wish simply to ‘precompile’ information

about animal metaphor (etc.) by building a complete list of animals

(etc.) in any particular version of WordNet (and also adding the ef-

fects of potential modifiers such as ‘big’ and ‘little’). This is because

we wish to allow the work to be extended to new versions of WordNet

and to generalize as appropriate to thesauri other than WordNet, and

because we wish to allow ultimately for more complex modification

of the Y nouns, in particular by going beyond the adjectives ‘big’ and

‘little’. We recognize that the current counting of positive and neg-

ative indicators picked up from glosses is an over-simple approach,

and that the nature of the indicators should ideally be examined.

The paper has discussed a relatively ‘shallow’ type of metaphor

processing, although our use of robust parsing and complex process-

ing of a thesaurus take it well beyond simple keyword approaches

or bag-of-words approaches. In future work we wish to integrate

the processing we have described with the deep semantic/pragmatic

reasoning-based approach in our ATT-Meta project [2]. Note also

that the carry over of affect in animal (etc.) metaphor as treated above

is a special case of a much more general carry-over phenomenon that

is central to the ATT-Meta approach (cf. its “view-neutral mapping

adjuncts” feature).

Our reason for not reporting full evaluations at this stage is the

amount of extensions ongoing or envisioned. We have extra work to

do on the system and as such it is premature to engage in a large scale

evaluation.

6 RELATED WORK

WordNet glosses have been used elsewhere to extract additional in-

formation about metaphor. Veale [18] describes an approach to qualia

extraction from WordNet glosses, by attempting to extract relational

structure inherent from them. Similarities between this approach to

glosses and our own can be found in that glosses are used to de-

termine compatibility between concepts, finding structures not ex-

plicitly encoded in WordNet already. Veale also highlights the use

of finding relevant analogues of particular concepts to find relations

with other concepts, similar to our method of relating words from

glosses to the concepts of positivity and negativity. Of course, Veale

uses these techniques to understand similarities in relational structure

in metaphors and we use them only to determine an affective compo-

nent. On the other hand, our processing is for extracting information

from sentences, whereas Veale’s is not directly applied to this.

Other systems of affectively labeling WordNet synsets have been

developed. SentiWordNet [5] and WordNet-Affect [16] both annotate

synsets with affective labels, and SentiWordNet uses the information

available in glosses to do so. Transferring our work to work in these

systems could be useful; our processing could potentially fill gaps in

these systems. Our processing could still be useful were this not the

case, because of our interest, mentioned above, in generalizing the

work to non-WordNet resources.

7 CONCLUSIONS

The processing capabilities described make particular but nonethe-

less valuable and wide-ranging contributions to affect-detection for

ICAs. Although designed for an e-drama system, the techniques

plausibly have wider applicability. That is, it is both the case that

animal, supernatural-being and big/little metaphors appear in many

other genres, and that the techniques we have developed for such

metaphor can plausibly be generalized to work for a variety of other

types of metaphor. The development of the processing in a real-life

application is also enriching our basic research on metaphor.
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Simulating emotional reactions in medical dramas
Sandra Williams and Richard Power and Paul Piwek 1

Abstract.
Presenting information on emotionally charged topics is a delicate

task: if bare facts alone are conveyed, there is a risk of boring the

audience, or coming across as cold and unfeeling; on the other hand,

emotional presentation can be appropriate when carefully handled,

but when overdone or mishandled risks being perceived as patron-

ising or in poor taste. When Natural Language Generation (NLG)

systems present emotionally charged information linguistically, by

generating scripts for embodied agents, emotional/affective aspects

cannot be ignored. It is important to ensure that viewers consider the

presentation appropriate and sympathetic.

We are investigating the role of affect in communicating medical

information in the context of an NLG system that generates short

medical dramas enacted by embodied agents. The dramas have both

an informational and an educational purpose in that they help patients

review their medical histories whilst receiving explanations of less

familiar medical terms and demonstrations of their usage. The dra-

mas are also personalised since they are generated from the patients’

own medical records. We view generation of natural/appropriate

emotional language as a way to engage and maintain the viewers’

attention. For our medical setting, we hypothesize that viewers will

consider dialogues more natural when they have an enthusiastic and

sympathetic emotional tone. Our second hypothesis proposes that

such dialogues are also better for engaging the viewers’ attention.

As well as describing our NLG system for generating natural emo-

tional language in medical dialogue, we present a pilot study with

which we investigate our two hypotheses. Our results were not quite

as unequivocal as we had hoped. Firstly, our participants did notice

whether a character sympathised with the patient and was enthusi-

astic. This did not, however, lead them to judge such a character as

behaving more naturally or the dialogue as being more engaging.

However, when pooling data from our two conditions, dialogues with

versus dialogues without emotionally appropriate language use, we

discovered, somewhat surprisingly, that participants did consider a

dialogue more engaging if they believed that the characters showed

sympathy towards the patient, were not cold and unfeeling, and were

natural (true for the female agent only).

1 INTRODUCTION

Consider the following three extracts of interactions between a senior

nurse and a junior (student) nurse in medical dramas generated by our

system:

A Senior: Radiotherapy targets cancer cells.

Junior: Cool!

1 The Open University, Walton Hall, Milton Keynes, MK7 6AA,
U.K., E-mail: s.h.williams@open.ac.uk, r.power@open.ac.uk,
p.piwek@open.ac.uk

B Senior: Anaemia is a condition in which patients feel very tired

and may become breathless.

Junior: Right.

C Junior: So, let’s hope that the packed red cell transfusion took

care of the anaemia.

Senior: Yes.

How might viewers perceive the junior nurse’s reactions? To the an-

swer in A, the junior responds enthusiastically, perhaps excited by

the medical technology, whereas to the one in B, the junior responds

more neutrally, perhaps indirectly showing awareness of the patient’s

discomfort. In C, the junior’s summary could be perceived as sym-

pathetic to the patient. Of course, the response in A and summary in

C might be perceived as sarcastic and the response in B as unfeel-

ing. If a more direct empathetic response had been attempted in B,

e.g., “Oh dear!”, or “That’s bad!”, then it might be perceived as more

natural, but it could also be interpreted as patronising or unprofes-

sional. Interestingly, if there were no response at all, the characters

might also come across as cold and unfeeling, whilst an inappropri-

ate enthusiastic response such as D might make the characters appear

macabre:

D Senior: A radical mastectomy is an operation to remove the

breast.

Junior: Cool!

We are exploring the simulation of emotions in such responses and

their effect on viewers’s perceptions of the attitudes of the embodied

agents. Our hope is that by generating dialogues in which the char-

acters produce language that is sympathetic to the viewer/patient and

enthusiastic about medical technology where appropriate, this will

lead to:

• viewers perceiving the dialogue as natural/appropriate;

• engaging the attention of the viewers.

The presentation of emotionally charged information is fraught with

difficulties, particularly if the viewer is the patient whose medical

record is being discussed (as is our ultimate aim). Our hypotheses

connect specific ways of presenting medical information that take

emotion into account with perceived naturalness of the resulting dia-

logues and also the extent to which the dialogues are engaging. The

two hypotheses are linked by the underlying idea that appropriate

emotional responses will make the dramas more engaging: the view-

ers’ attention will be captured, forcing them to listen more carefully

to the interchanges and soak up medical information in the process.

In this preliminary work, we limited our study to enthusiastic re-

sponses such as the one in A, neutral responses such as the one in B

and sympathetic summaries such as “So, let’s hope that the packed

red cell transfusion took care of the anaemia”. We modified our sys-

tem to produce such responses in generated dialogue and conducted
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a pilot study to elicit viewers’ perceptions of two conditions: (a) with

emotional responses and summaries and (b) with no responses and

neutral summaries (see the Appendix).

2 THE MEDICAL DRAMAS

Our generated medical dramas present a discussion between a senior

and junior nurse about a patient’s medical record (the system has

access to a simulated repository of breast cancer patients’ medical

records). The senior nurse asks the junior to read the patient’s notes

for a particular date and, as he reads the notes, the junior nurse also

asks questions about medical terms; the senior explains these terms

and elaborates on the various medical investigations and interven-

tions that the patient underwent. Consequently, our system generates

a type of tutorial dialogue in which the senior nurse is tutor and the

junior is student.

The main difference of our approach with other work on tutorial

dialogue (e.g., [19]) is that we generate both sides of the conversation

as a drama script, just as one might generate a linear text. The dif-

ferences from generating monologue are that we need to simulate the

kinds of questions, answers and explanations that would take place in

a dialogue between a tutor and student. One advantage is that we can

explore generation of the language of dialogue turns without any ne-

cessity for natural language understanding, which would be required

in conventional natural language dialogue systems where only half

of the conversation is machine-generated.

An obvious consequence is that the user is a viewer, not a partic-

ipant in the dialogue or the drama. Since the viewer is one step re-

moved she cannot pose her own questions to the system. This might

appear a disadvantage on first consideration but it is actually an ad-

vantage, for two reasons. First, students rarely have the ability to ask

good questions, although they can be taught how ([6]). The viewer

can learn from watching the drama unfold, and one important moti-

vation for presenting a tutorial dialogue drama is to demonstrate to

viewers how to ask questions. Our aim to provide them with an expe-

rience from which they can learn vicariously not only the answers to

the questions, but also how to ask questions of their own — a benefit

of presentations in dialogue form that has been demonstrated in pre-

vious work (e.g., [4, 3]). Second, researchers have found that when

people interact with screen characters, they have false expectations

of human-like qualities which the characters cannot fulfil, and that

sometimes characters can make them feel stupid (see [14]). There is

thus a danger that an interactive experience could be frustrating or

annoying, so we think our aims are better met by a presentation in

which the patient views a video of characters interacting with each

other.

Our first pilot experiment was with a version of our system in

which medical information was presented as a bare sequence of ques-

tion and answer dialogue turns with no reactions to the informa-

tion being presented. Eleven participants listened to a dialogue and

a monologue generated from the same underlying electronic health

record; they answered some comprehension and preference questions

and wrote comments [18]. There was no difference in comprehension

or preferences, however; the main comment was that the medical in-

formation was too closely packed, so that people had difficulty fol-

lowing it. We came up with a number of solutions for spacing out the

medical information and presenting it more slowly. The solution that

we will highlight in this paper is that of adding affective reactions to

the medical information (other solutions will be reported elsewhere).

Figure 1. Screen shot from an output video.

3 THE SYSTEM
Our NLG system is a data-to-dialogue system — that is, the input

is data and the output is a script for a dialogue. It builds a dialogue

by querying a simulated relational database of breast cancer patients’

medical records; builds concept graphs from the query results (a frag-

ment of a concept graph is shown in Figure 2); adds questions and

dictionary definitions to the original concept graph (Figure 3); plans

dialogue turns; and realises them as a script for an embodied agent

drama. The script is then performed using Loquendo text-to-speech

software and Cantoche LivingActorTMcharacter animation (a screen

shot of the output is shown in Figure 1). The system is described in

more detail in [18].

Figure 2. Part of a concept graph built from data retrieved from a database
of medical records.

Figure 2 depicts two concepts, a medical intervention and a medical

problem, linked by an arrow representing an INDICATED BY re-

lation between them. The meaning can be paraphrased as “anaemia

motivated a packed red cell transfusion”. A content planner in the

NLG system augments this structure by adding questions and defi-

nitions from the system’s dictionary of medical terms. Figure 3 il-

lustrates how these would be added to the fragment in Figure 2; the

rectangles and arrow from Figure 2 are shown greyed-out and new

rectangles representing questions, a definition from the dictionary,

and an attribute of the definition, are shown in black.

3.1 Defining medical terms
Our planner adds explanations of medical terms only if they have not

been mentioned previously in the dialogue, and only if they are rel-

atively rare in everyday language. Our information on term frequen-

cies was derived from searches of the British National Corpus, a 100

million word corpus of British English (www.natcorp.ox.ac.uk). Our
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Figure 3. The graph augmented with questions and dictionary definitions.

searches revealed that medical terms such as “anaemia” and “axilla”

are infrequent in the BNC with 362 and 3 occurrences, respectively,

so these are defined, whereas “breast” was more frequent with 1,615

occurences, therefore it is not defined. However, BNC frequencies

did not always coincide with our intuitions about whether people

would know a term, for instance, “armpit” only occurs 76 times in

the BNC, even though we believe that it is a well-known term. Con-

sequently, we were guided by the BNC, but rather than following a

rigid rule to define all terms within a fixed range of BNC frequencies

(e.g., 0 to 1,000), we were also guided by our intuitions. In effect we

took the medical terms that had a low frequency in the BNC and then

selected a subset that we deemed suitable for explanation.

When the content planner adds an explanation of a medical term,

it looks it up the definition in its medical term dictionary. The sys-

tem’s dictionary is a text file of definitions that we found on trusted

Web sites such as www.cancerresearchuk.org; some fragments of the

dictionary follow:

TERM anaemia
DEF NPS NEG a condition in which patients feel
very tired and may become breathless

CAUSE S NEG the blood has fewer red blood
cells than normal

TERM axilla
DEF NPS NEUTRAL the armpit

TERM CTScan
DEF NPS POS an X-ray scan using a computer
to construct pictures of the body in cross
section

Here, definitions for the terms “anaemia”, “axilla” and “CTScan” are

shown. The keyword TERM indicates the beginning of a new term

and it is followed by a string containing the term. DEF and CAUSE

indicate the beginning of a term’s definition and cause (if any), NPS

and S are syntactic categories (singular noun phrase and sentence),

POS, NEG and NEUTRAL indicate the polarity of the definition

or cause.

By polarity, we mean whether the definition or cause conveys in-

formation that is potentially beneficial, neutral, or detrimental from

a patient’s point of view. Remember that the medical records input

to our system are simulated from patients who have breast cancer.

Medical procedures such as radiation therapy or chemotherapy that

destroy cancer cells are assigned positive polarity (as is CTScan in

the fragment above). Obviously this is a somewhat naive view since

although some medical technologies can potentially help patients,

some also have unpleasant side effects. Negative polarities are as-

signed typically to definitions of illnesses, such as anaemia, which

describe symptoms that the patient suffers from.

3.2 Adding emotional responses and summaries

When a definition is added to the dialogue, a definition phrase is

placed in a template that matches its syntactic category and a re-

sponse is constructed that accords with its polarity. In a previous

version of the system, medical information was presented through

sequences of question-answer pairs, that is, questions about entities

or relations from the simulator database and answers giving defini-

tions. The new strategy presents the information as question-answer-

response triples. These have the effect of slowing down the rate of

communication of information, as suggested by our pilot experiment

reported in [18]. The NLG system adds a definition question such as

“Anaemia?”, or “What is anaemia”, or “What is that?”, along with

an answer that includes the negative polarity dictionary definition

“anaemia is a condition in which patients feel very tired and may be-

come breathless”. Then it adds the emotional response: a neutral re-

sponse for a neutral or negative polarity definitions is randomly cho-

sen from “right”. “okay”, and “I see”. A positive response for a pos-

itive polarity definition is randomly selected from “cool!”, “amaz-

ing!” “I never knew!”, and “just imagine it!”. These come with Lo-

quendo text-to-speech software as pre-recorded phrases; we chose

these particular ones because their intonation accorded with the emo-

tions that we wanted to convey, i.e., enthusiasm or concern.

The content planner also adds summaries of each medical episode

(intervention or investigation) in the patient’s record. These clarify

and repeat the information. Summaries are of two kinds:

• Authoratative. Senior nurse summaries, e.g., “So, a packed red

cell transfusion was administered to treat the anaemia.”

• Emotional. Junior nurse summaries, e.g., “So, let’s hope that the

packed red cell transfusion took care of the anaemia.”

Each embodied agent has a number of built-in gestures that can be as-

sociated with textual utterances so that a gesture will play at roughly

the same time as a phrase is spoken. However, with Cantoche agents,

synchronisation of speech and gestures cannot be fine-tuned to the

extent where a gesture can be played to emphasise an individual word

or syllable. Three types of gestures are generated by our current sys-

tem: (a) generated randomly from a small set of fairly neutral speech

gestures, e.g., a small raise of the hand, (b) nods or shakes of the head

to accompany “yes” or “no” utterances, and (c) the junior nurse takes

out a clipboard and reads from it when the senior nurse asks him a

question about the patient’s medical record.

4 RELATED WORK

The automated generation of dialogue scripts was pioneered by

Elisabeth André and collaborators [1]. Extending this work, in the

NECA project, script generation was brought together with mul-

timodal NLG [10] and emotive speech synthesis [16] resulting in

Fully Generated Scripted Dialogue (FGSD) [17]. The NECA system

has a number of important similarities and differences with the cur-

rent system. First of all, although the NECA platform was domain-

independent, the domains to which it was applied, car sales (eShow-

room) and social chat (Socialite), put demands on information pre-

sentation quite different from those in the medical domain.

Let us illustrate how evaluative comments are dealt with in NECA,

following the approach explored first in [1], using the car sales do-

main. In the domain model, the values of attributes of cars (e.g., horse

power, top speed) are given a valence (positive or negative) for each

of the dimensions that a potential car buyer might be interested in
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(i.e., sportiness, family friendliness, etc.). The system generates dia-

logues between a virtual car seller and buyer. They might discuss a

particular attribute of a car that the user is interested in. Depending

on the valence of the attribute and the attribute value, the system can

generate evaluative remarks by the buyer character depending on the

dimension that interest her (these can be selected by the user). For ex-

ample, a seller and buyer might discuss the top speed of a particular

car with the buyer asking for the top speed and the seller answering

‘It has a top speed of 180 mph’. Depending on whether the buyer

is interested in environmental friendliness or sportiness of cars, she

might then respond with either, for instance, ‘Interesting, but isn’t

that bad for the environment?’ or ‘Great, that’s a very fast car!’.

A difference with the current medical scenario is that whereas

in the NECA domains positive/negative valence translates directly

to a positive/negative comment (though it is modulated by the per-

sonality of the character), in our junior/senior nurse dialogues there

is an asymmetry between positive and negative polarity definitions:

whereas definitions with a positive polarity attract a positive re-

sponse, definitions with a negative polarity lead to a neutral response.

The rationale is that with the viewer being the patient, emphasing

negative information is emotionally insensitive: the aim is to avoid

upsetting the viewer and to show sympathy and a positive attitude

(enthusiasm) whereever possible and avoid negative emotions.

A further difference is that the ability of the NECA system to gen-

erate evaluative remarks was never evaluated; in particular, its rela-

tion to naturalness and engagement were not empirically tested. The

nearest evaluation of affective natural language in NECA concerned

a comparison of two referring expression generation strategies, one

for egocentric and one for neutral speakers (see [12]).

More closely related to the current medical domain, the Text-to-

Dialogue (T2D) system ([11]) generates dialogue scripts for two

computer-animated characters – a pharmacist and a client. T2D, how-

ever, generates the scripts from textual input (Patient Information

Leaflets) rather than data. Both approaches build on the idea put for-

ward in [13] that (rhetorical) relations between spans of text or data

often lend themselves for presentation through dialogue patterns –

for example, a causal relation between informational items A and B

can be expressed in a dialogue between layman L and expert E of

the form L : Why A? E : Because B.

In recent years, the topic of affective NLG, in particular for em-

bodied agents, has attracted a lot of interest (see [9] for an overview

of work up to 2003; and [2, 15] for collections of papers on embod-

ied agents including a number on generation of affective language).

One of the early embodied agents for medical applications, Greta, is

described in [8]. Greta is an embodied conversational agent that can

play the role of doctor in information-delivering dialogues with pa-

tients. It integrates BDI (belief, desire and intention) planning with

affective state generation and recognition, and makes use of sophisti-

cated integrated realization of language and gestures that is sensitive

to the emotions of the patient. The main difference with our approach

is that it aims at direct interaction with the user through dialogue,

rather than the use of dialogue between two virtual characters as a

means for information delivery. Whereas the Greta agent takes into

account whether it is speaking with a patient or a doctor (adjusting its

display of emotions accordingly), it does not factor in the possibility

of an overhearer who might listen in on a conversation between two

doctors, and thus influence their use of language.

The ‘Carmen’s Bright Ideas’ system ([7]) occupies the middle

ground between interactive systems, such as Greta, and our system

which is aimed purely at presenting dramatic dialogue. Carmen’s

Bright Ideas is intended for parents of children with cancer. It in-

teractively generates dialogues between animated characters using

pre-recorded speech. User have some control through clicking on al-

ternative emotional “thought balloons”, though the overall storyline

is maintained by a director module. This system was subject to a trial

in which it replaced a research assistant who was teaching Bright

Ideas (a self-help philosophy) to sixteen learners in some of their

sessions. Learners responded positively to questions about the help-

fulness and clarity of the system.

5 EXPERIMENT

5.1 Materials

We generated a medical drama script from one patient’s (simulated)

data. The script – see the appendix for the complete script – con-

tained the kinds of emotional reactions to medical information de-

scribed above. We manually cut out some of the script so that it lasted

approximately three minutes (in practice, we cut out repetitions of

medical investigations and interventions, e.g., a cancer patient who

undergoes chemotherapy often becomes anaemic and consequently

has many blood tests and blood transfusions to correct this condi-

tion; in such cases we only kept the first occurrence of each type of

investigation and intervention). We then recorded a video of the em-

bodied agents “acting” the drama which was shown to participants in

the “emotional reactions” group.

A second script was made by manually editing the first one. All

emotional reactions to medical information were cut out and emo-

tional summaries made by the junior nurse were replaced with neu-

tral ones, e.g., “So, let’s hope that the packed red cell transfusion

took care of the anaemia” was replaced with the unemotional “So, a

packed red cell transfusion was administered to treat the anaemia”.

Another video was recorded as before and it was shown to partici-

pants in the “no reactions” group.

We designed an on-line questionnaire to elicit judge-

ments about nine statements with an on-line survey tool

(www.surveymonkey.com). The statements were arranged into

three groups, each on a separate Web page, and a final page where

participants could type comments, as follows:

Page 1: The video captured my attention.

Page 2: The woman behaved naturally.

The woman sympathised with the patient.

The woman was cold and unfeeling.

The woman was enthusiastic about medical facts.

Page 3: The man behaved naturally.

The man sympathised with the patient.

The man was cold and unfeeling.

The man was enthusiastic about medical facts.

Page 4: Free text comments.

A set of judgements was associated with each statement (“Strongly

disagree”, “Disagree”, “Disagree a bit”, “Don’t know”, “Agree a bit”,

“Agree” and “Strongly agree”) from which participants were able to

select only one. Each judgement was associated with a numerical

value on a Likert scale ranging from 1 = “Strongly disagree” to 7 =

“Strongly agree”.
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5.2 Participants

Forty adults, thirty-two females and seven males, who are known

by the first author, were invited to participate. They were randomly

allocated to one of the two groups, “emotional reactions” or “no re-

actions”, and were sent an e-mail asking them to participate and di-

recting them to a Web page containing the materials relating to their

group’s condition. Thirty people completed the questionnaire.

5.3 Method

The participants watched a video on a Web site; they were able to

view it as many times as they liked. Following successful viewing,

they were redirected to another Web site where they were invited to

respond to each of the above statements by selecting one judgement.

The on-line questionnaire was set up so that participants could not

proceed unless they selected a judement for each statement. Their se-

lections were recorded as numerical values on a Likert scale as above.

Responses to the questionnaire were collected anonymously by the

on-line survey tool (www.surveymonkey.com). The tool records I.P.

addresses and does not allow submission of more than one question-

naire from an I.P. address. Since the participants were known to us

and because most of them also sent personal e-mails to let us know

that they had completed the questionnaire, we are confident that the

twenty-eight responses that we received are genuine and valid.

5.4 Results

The main issue is whether the inclusion of emotional reactions in-

fluenced viewers’ judgements about (a) their interest in the video

and (b) the attitudes and behaviour of the embodied characters. Ta-

ble 1 shows mean judgements for each statement by the two groups

(emotional reaction present/absent). As can be seen, the groups gave

similar positive judgements on whether the video held their attention

(5.13 vs 5.43, n.s.). However, significant differences (independent

samples t-test) were found for two judgements (starred): when the

man (the junior nurse) gave emotional reactions he was perceived

as being more sympathetic towards the patient (4.88 vs 3.57, p <

0.015) and more enthusiastic about medical facts (5.06 vs 3.50, p <

0.003). Since the woman (the senior nurse) uttered very few emo-

tional responses (apart from agreeing occasionaly with the junior

nurse’s hope that the treatment worked), we did not expect significant

differences between the two conditions in perception of her attitudes.

Table 1. Mean judgements ranging over values from 1 (strongly disagree)
to 7 (strongly agree).

Statement Emotional Reaction No Reaction
n=16 n=14

Video captured my attention 5.13 5.43
Woman behaved naturally 4.19 5.14
Woman sympathised with patient 4.31 4.00
Woman cold and unfeeling 2.94 2.71
Woman enthusiastic about 5.44 4.93
medical facts
Man behaved naturally 4.06 3.57
Man sympathised with patient* 4.88 3.57
Man cold and unfeeling 2.94 2.93
Man enthusiastic about 5.06 3.50
medical facts*

Table 2. Frequencies for Agree, Disagree, Don’t know (n=30)

Statement Agree Disagree Don’t know

Video captured my attention* 25 (83%) 5 (17%) 0
Woman behaved naturally 20 (67%) 10 (33%) 0
Woman sympathised with patient 10 (33%) 9 (30%) 11 (37%)
Woman cold and unfeeling* 6 (20%) 22 (73%) 2 (7%)
Woman enthusiastic about * 24 (80%) 4 (13%) 2 (7%)
medical facts*
Man behaved naturally 12 (40%) 17 (57%) 1 (3%)
Man sympathised with patient 11 (37%) 9 (30%) 10 (33%)
Man cold and unfeeling* 4 (13%) 22 (73%) 4 (13%)
Man enthusiastic about 18 (60%) 10 (33%) 2 (7%)
medical facts

The results also show some tendencies that were common to the

two groups. Table 2 gives frequencies for positive, negative and neu-

tral responses to the statements, with data pooled so that each row

sums to the total number of subjects (30). A judgement is classified

as positive (Agree) if it lies in the range 5-7, negative (Disagree) if

it lies in the range 1-3, and neutral (Don’t know) if it is equal to 4.

Overall there is a slight bias (130 vs. 108) for positive responses over

negative; taking this into account, an agree-disagree split of 20:10 (or

10:20) has a probability p < 0.02 (binomial test) and a 25:5 split a

probability of p < 0.0004 (binomial test), the starred comparisons are

therefore significant. Inspection of the table reveals the following:

• Overall, the video succeeded in holding the viewers’ attention,

with responses largely positive.

• The characters were not seen as cold and unfeeling. Both for the

woman (senior nurse) and the man (junior nurse), this statement

was rejected with a significant split.

• The characters were seen as enthusiastic about medical facts, al-

though this tendency was significant only for the woman. This is

unsurprising since it was the woman who explained the medical

terms. The perceived enthusiasm of the male was dependent on

his emotional responses (see Table 1).

• Viewers were divided over whether the characters behaved natu-

rally, with no significant differences, although neutral responses

were rare (only one response in the ‘Don’t know’ column).

• Viewers found it hard to make a judgement over whether the char-

acters were sympathetic towards the patient. Overall, only 32 of

270 responses were ‘Don’t know’, and the probability (binomial

test) of obtaining as many as 11/30 such responses is significantly

low (p < 0.05).

Still with data pooled across the two groups, table 3 shows correla-

tions among the subjects’ responses to the statements. Here, we think

the point of major interest is the first column showing which judge-

ments about the characters are most strongly related to judgements

about whether the video was attention-worthy. The results suggest

that the video held a subject’s attention more when he/she thought

the characters showed sympathy towards the patient, were not cold

and unfeeling, and were natural (woman only); these correlations are

significant (p < 0.05, Pearson two-tailed test).

Finally, free text comments were provided by nine participants.

The content of these provided valuable clues to their perception of

the agents’ behaviour. The persistent questions of the male nurse

about the meaning of medical terms motivated three people to note

that he appeared remarkably ignorant and for one to comment that

he seemed to have a poor grasp of English, or worse, poor com-

prehension which could be dangerous. One respondent thought the
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Table 3. Pearson Correlations, n=30, 2-tailed significance in parentheses, attn = the video captured my attention, w = the female embodied agent, m = the
male embodied agent, cold = the agent was cold and unfeeling, enth = the agent was enthusiastic about medical facts, nat = the agent behaved naturally, symp =

the agent sympathised with the patient.

attn w cold w enth w nat w symp m cold m enth m nat m symp

attn - - - - - - - - -

w cold -.452*(.012) - - - - - - - -

w enth - -.529**(.003) - - - - - - -

w nat .430*(.018) -.590**(.001) .510**(.004) - - - - - -

w symp .368*(.046) -.563**(.001) .557**(.001) - - - - - -

m cold -.434*(.017) .606**(.000) - -.516**(.004) - - - - -

m enth - - - - - - - -

m nat - - - - - - .483**(.007) - -

m symp .416*(.022) -.487**(.006) .414*(.023) - - -.481**(.007) .764**(.000) - -

wording of some of the male nurse’s questions made him sound

particularly stupid and suggested alternatives, some of which are al-

ready part of our system’s set – clearly, rather than selecting the form

of questions randomly, in future we should derive a better method

for choosing appropriate formulations to suit different dialogue sit-

uations. Two people liked the female nurse’s explicit definitions of

technical terms, but whilst one of them liked the repetitions of defi-

nitions, the other thought that these should not be repeated verbatim,

but reformulated (this is another good candidate for further investiga-

tion, but currently it is beyond the scope of our system). Regarding

the video interface, one person liked being able to read the text of

the speech from the Cantoche agents’ speech bubbles, another dis-

liked the background scene showing a desk and plant and two people

had problems with slow download and synchronisation of speech and

video – these sometimes occur with poor Internet access and differ-

ent browser versions.

6 CONCLUSIONS
The fundamental purpose of the video is to instruct — to help pa-

tients pick up facts and terminology relevant to their condition. At

the same time we obviously aim to avoid boring the patient, or giv-

ing offence. We have explored in this study the hypothesis that an

instructive video will hold the viewer’s attention better if the charac-

ters display sympathy for the patient and enthusiasm for the medical

information given. The outcome does not directly support this hy-

pothesis. By including emotional reactions by the junior nurse, we

obtain a significant increase in subjects’ ratings of his enthusiasm

and sympathy, but no increase in the rating given to the video (i.e.,

the judgement on whether it held the attention).

Paradoxically, the correlation data (pooling the groups) seem to

tell a different story. Here we find a clear indication that subjects

who gave higher ratings for sympathy also gave higher ratings to the

video. A possible resolution is that the emotional reactions had some

effect in increasing attention to the video, but not large enough to

override other influences that might vary considerably across small

groups of subjects. In this connection, it is also important to note that

in our study we had only a single item for each condition. As pointed

out by [5], this calls into question any conclusions one might want

to draw regarding the influence of the two conditions, because there

is no control for random variations in the material that might have

influenced the answers of the participants.

Another curious outcome is that sympathy for the patient, the

character trait most influenced by the independent variable (pres-

ence/absence of emotional reaction), was also the trait that subjects

found hardest to assess: out of a total of 60 responses to the sym-

pathy questions, 21 fell into the ‘Don’t know’ category, which was

used only 11 times for all the other responses. It seems that subjects

are strongly influenced by whether the characters show sympathy to-

wards the patient, but found this hard to judge from the evidence of

the video. Perhaps this was because we deliberately avoided any di-

rect expressions of sympathy, for fear that subtle mistakes in tone

might give offence. The lesson from our data is that this problem

needs to be addressed, tricky though it is, since appropriate displays

of sympathy would increase the viewer’s attention to the video and

its message.

As a final qualification, we should point out that the subjects in this

experiment were not cancer patients. They were therefore judging the

video, and its characters, in the role of outsiders with (perhaps) some

general interest in medicine, rather than people personally affected

by the material. However, our results should generalise to instructive

videos (‘edutainment’) for use in education and training, even though

special testing would obviously be needed before presentations of

this kind could be used as a resource in treatment.
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7 APPENDIX

Generated dialogue

The dialogue below was used in the experiment. Emotional re-

sponses generated by the system are marked (for the condition with

no emotional responses, either there was no response, or alternative

unemotional responses were generated as shown).

Senior: Could you read the patient’s notes for June 21st.

Junior: She had an excision on June 21st.

Junior: excision?

Senior: An excision is the removal of the cancer along with a border

of healthy tissue around it.

Junior: Would you repeat it?

Senior: An excision is the removal of the cancer along with a border

of healthy tissue around it.

Junior (emotional response): right

Senior: What was treated?

Junior: A tumour.

Senior: Where was the tumour?

Junior: The tumour was in her left breast.

Senior: So, an excision was administered to treat the cancer.

EITHER

Junior (emotional response): And we hope it worked.
Senior: Yes.

OR

Junior: Uh-huh

Senior: Go on.

Junior: From September 27th to October 25th she had a radiother-

apy course.

Junior: radiotherapy course?

Senior: Radiotherapy targets cells with radiation.

Junior (emotional response): Cool!

Senior: So, a radiotherapy course was administered to treat

the cancer.

EITHER

Junior (emotional response): And we hope it worked.
Senior: ok.

OR

Junior: Uh-huh

Senior: And then?

Junior: Her record says that she had a packed red cell transfusion.

Junior: packed red cell transfusion?

Senior: A packed red cell transfusion is a transfusion of red blood

cells.

Senior: Are you following me?

Junior: ok

Senior: Red blood cells contain haemoglobin which carries oxygen

around the body.

Junior (emotional response): I never knew!

Senior: And that treatment was for?

Junior: Anaemia.

Junior: anaemia?

Senior: Anaemia is a condition in which patients feel very tired and

may become breathless.

EITHER

Junior (emotional response): okay
Junior (emotional summary): So, let’s hope that the packed red
cell transfusion took care of the anaemia.
OR

Junior: So, the packed red cell transfusion treated anaemia.

Senior: Uh-huh

Senior: Continue please.

Junior: Her record says that she had an examination.

Senior: Where?

Junior: The axillary lymphnodes.

Junior: What are axillary lymphnodes?

Senior: The axillary lymphnodes are the rounded masses of tissue

under the arms containing white blood cells.
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Junior (emotional response): just imagine it!

Senior: What did the examination reveal?

Junior: lympha, lympha...

Senior: Does it say lymphadenopathy?

Junior: Yes

Junior: What is that?

Senior: Lymphadenopathy is a swelling of the lymph nodes which

the doctor can feel when you are examined.

Junior: What did you say?

Senior: Lymphadenopathy is a swelling of the lymph nodes which

the doctor can feel when you are examined.

Junior (emotional response): I see

Senior: So, an examination led to detection of the lymphadenopathy.

Junior: Uh-huh.

32



�

�������	
��
��

������������������������������������
��������������

�
������������	� �	�!�����"������#�������$�

�%������&&������'	
�(�(�����������������	��
����
�	�
	���)��	�'���
���	�������� ����� �����)��'��'� ��(��� 
'�� (��������
�� 
'
� �
(������ ��� �	��� ��
'��� (�����*�� ����
�� +�� ���	�
�
�� 
'��
�����(
� ��� �����
���� �	���
��)� ����� ��� �� ��(����
,�-���

'����� ��� ��
��(������� ���
����� ������� 
�� ������� ������� +��
(�����
� 
��� 
'����
���� �
���
���� ����(���
�� .��������� �����
(���'������ ��� (���'�
'��(�/� �'��'� (����
�� (��(��*��
���
�����	
�������+��(��(�������
���
��������	��
���������

�� �	��� �
�	�
	����� ��� �'��'� � ���
����*�� ��������� ��� ��
�
�	����� ������� 
�� � �(����*�� 	

�������� +�� ���� �'��� 
'��
���
���� ��
����� ����
���� �	���
�� ��� ���	��� ��� ���
(����(
�����0�����)�����	
����������(��������	��������	��������
������
����
�������
�������(	
�����

�� ���1�2"31� �45672"89� �8:�
���1�2"31���7;��"2��
�����
�������(	
���� <!=>��������
'� '��� � ���(	
��� ���� .!/�
������� �� ���
����?� .$/� �@(����� ���
����?� .=/� ������
�
��
���
�������
���������?����.A/�'������
���������(���'������
�)�
�'���� � ���� ������'� ������ ��� ���	��� ����	���
���)� ���
���	������'���(��(���
���������
'��	��
��������������	���
	�
��
'���
���
'�	�(��(�*����	����B�	�������	����'���		��
+���'��	�
	
����-������
(���
���������
�����	��
���.����
���
�����$,C/�������	�
�������.�������
�����D�!����D�A/���
������
�)�
'���(	������������
�����	��
�������	�����
�����
��	�������	���
���)��	
����(�	��(
���)���
���'�
	��
��
�'�
� ��� ���
����� D�!� ��� D�$)� 
'�	�� 
�� �'� �	�
	
�� 
'��
�����	�������

�����@(	�������E	�
������������
�E	�
������
���0		
'���	�)�������
����D�=�
���'�
	��
���@(���
'
�
'�	������
�
	���� 	�
���� ��

���� ����
���� �	��
�� ��� ��	���
����	���
�����������
�����	��
�����(�	��(
�����
'����	��	�
��(��������������	��
������
'��

�	���
����'�	���	�)�
������������ 
'
��		�((�	�������(	��	�
���� ���
�	��	�
���������	
��������	�
����
��
'��
'��	�
������	������
'��
��������
������ (���
�� .!/)� .$/� ��� .=/�� 
'������	�� 
'��	�
���
���	���
��
'	�
���'
����
��'�����(��
�������	����������
����
���(	
����.�������
����F/��

�� �8� "82#4:7�24#�� 1G�56�1� �� ��47�
5�H1�51��11���

�������������������������������������������������
!������	��
����� ��	
)����
	�����!���	�'� ���"���'��������
����	���
���)�#
�)������$	%�I	������
��
$������	��
����� ��	
)����
	�����!���	�'� ���"���'��������
����	���
���)�#
�)��������	�������I	������
�
�

�������
	��	�
�	���@�(�)��
�	���	((����
'
��
�	���	�.J�
'��
&(�%�	�&/�'�����������
'����
�����.J� 
'��'��
���	�'/)�#�����
��	�� ��� #� 
�� ��	�� ���	� �%�� ��� ���� ��	���� K�� 
'���
	

�	���� #����� �
� ��� ��	�
'�� 	�	������� ���	?� ���	��� ���

'
���	�����
����)�#���
���	���#��������
'
������	�'����
�
����
�����
'
���	������	������	�'����������
'���������	��
)�#�

�	����
�'�����
���	���
���#�� 
'��� 
�)� #� 

	��	
�� ����� �����
�� 
'��'� 	�� ������� ��)�
��
�	��
�����.��������������/)�
��������	����
'��'�	���	
�����
��)��@
�	��
�����.�������		�
�	��������	/��&	�'���

	��	
����
��(���������	��������
'
��
�	���		�
�	���#�'������
'�	�
��

��	��
��@��(
�
'
�������������	�&�
���#����������
�@
�)������������ 
'��%���������	��� 
'������
'��
�	���� 
'���������
�)�#�������

	��	
�� 
����	� 
'�� ��
��
�������
��� 
'�� 	��(�������
�� ��	� '����� �	���� 
'���� �����
���  ��
�

	��	
����	������������
'������(	('	�������
'�����
����

��� .!/�#�������	�� .
'�������
/����	��� .$/������������ ����
��	�� ��� ������
'
� ��	� ���� .
'�� �	�� ��%� ��

���� ��		�

�	������������	/?�
'�	���	��.=/���	�
�������������	�����
����
�����.���������/�������������������������������.��(����������/��

�����1�2"31���7;��"2��
�����
��'����������������'��'��

���������������������������
(��(��� ��� �'��� ������� ���� �(�	��� ��������� ���� ��	�� �'��

���������
�����
.�/�������������������������B��	B���	B'�((�
�?�
.��/��'������������?����*�����
������?�L�*��������
��������
����'���� ���� ����������� ����������� ���� ��� ����� �'������� ����� ���
���������������������	�������������	����������
���(��������������
�����<!)�!D)�!F>��'��'�(��	������������������������
������'� ������ .��� �����)� ��� ����)� ��� �������'
/� ��	� �������
�@(�������� .��������������	�� ����
/� �������������� .�/���	� .��/�
�'���������������������������������'��'�����	������'�������	����
�'�� ���������� ����� ������	�� ������)� �����	� ��� ����� ������ ��
�������� ������� ��� ������	�� ������ �����)� ��	����)�  ��)� ����	��)�
�������'����)�'�((�����)����������
�
���+�� ���� 	������� '���� ���'� ������	�*�� ����������)�
(��	�������)� �����������)� ���������� ��� �����'���� ���� ���
������	�������������������0����'���������)����(��(�������������'���
���	������������������������������������

!�"4�7;�48�;�
#�������	���������@(��������������(��.�/���	�.��/�������������������
���� �'�� (������� ����������� �'�� ����������������� �)� �'��� �B'��
�������	�$�����������'��������)������������'����B'������)���������
�����������$?����������'��������)������)��������'��
$��

33



�

���%���	���'���������������������������'��'������	������)�'��B'���
���	����	�$)��'���'�������������(����������	�����'����B'��������
$*�� �������� ���� �����	���� �*�� ���	�� ��	� �'������ �� �'���������
�'�����'����������������������������	����'��B'������	�?��B'��	����
���� �'��  ���� ��� ��� �B'�� �'�� ��� �'�� ����� ���� �'�� ����)� ��� ������)�
(�����������������)��'����$������� ������(���������	�	�(��	����
����'�����������&���������� .�/���	� .��/�	��������������	�������
������������$�������	����������'����	�(��	��������$��������

'� �8� "56�"�"2� 2(14#�� 4"�
"821#61#;48��� #1��2"48;� )2(1�
�45548�;18;1�3"1*6"482+�
&����������.�/���	�.��/���������
�,������������,���
��)��'��������
����� ����� ,��,��� ���
���� .�'���)� ���� ��������	/� '�((���� ���
����������������������)� ����� �'������������� ��(������ �'��������
�����(�����������������)�������������)���������	���	����������	�
������	�������'����������������������'���(�������'���������'������
����������	������������$��
���-����'��E������������������(��(�����������(�����������������������
��������@(��������� ���	���������'���'�((���	�������������	�$�
��	� ��� ���� �� �����	B�����	B�������'�	� $�� ��� ����	�� $� �����
�����B��	B���	B'�((��M�%����'������	�)��������(��(�������������'���
����	�'��B'������	��������$*���������M�

N� 6�#�:4G"���� �48;1O718�1;� 4"�
�""1�2"31���7;��"2��
%��%����������'�����������������������	�����'�����'�������	������)�
�'��� %�����������������(������������� �����������	���� %�	������
������(�����������'�����(����������?��'��������%������������'�����
����������������
����'��)� %� ���������� (����� ��	� ���(����������� ��� ��'����� ��� ��� ����
�'��������������� �'������%�������#���������)�%�������������'���
(��(��*�������������	�'����(�����������'��?�%��������������'���
��	�������'���������'����
���%�� ���'� ����� �'�� ����)� %� ����	� ��� �'�� ������ ��� ��	� �'�� ����
���(����������������������������������������?���������	�����'��
������ ��� ��	� �'�� ���� ���(�������� ������� ������������� ���� �����
�����.��'�����������	��������'����'��*���'������+�����'�����	����
�������� 	�(��	���� ��� ��'��� (��(��?� ��� ����	� '���� ������ (�����
����� ��'���*� ��������� ���� ��� (����� ����� ���� �������� ���������
	�(��	������'���(��(���.�������'����'���������������������	����
���	/���	���'���(��(��*�����������	�(��	�������.������%��'������
������'�����������	������	/���

/�2*4���21#8�2"31�3"1*64"82;�

/&0�"4�7;�48�2(1�#1��2"48�112*118�;�
�8:����91;2��2�6;��(4�49��
%�� �'�� ����	���� (����(����)�2������� (���'��������+��3������� <P>�
	���������'��� �'���� ����������� ��� ������� E��������� ��� �'�� �� �����
��� (��������� ���,�� E��������� .����	�)� �������)
/)� ����
���
E��������� .�����'�)� �����(������)
/� ��	� �4,���
��� E���������
.�'�������)� ��	�)
/�� ��� �'���� '�� �		�� �� �����'� ��������� ���
E��������� .�����������)� (��������)� ��(�������)� ��������)�
�������)� ������������)
/� �'��')� ������� �'�(�)� ��������� ��	�

�@(�������� E��������)� ���� ���� ������� E��������5� ����� �'��� 	�� ����
������������ ���������� �������'����E��������������������'������������
�������� �'�� (�������	� �� ���� ��	� �'�� (���������� ��� ���)� ��	�
����� (��������� ��� �'�� (���������� ������� ��� �'�� ��������� ��� �'��
(������������� �����+������������'����������6���
�
����
���3������*������(����)��((���	���������������������������<!D>)�
��������������������	�������'��������$)��������������	�������')����Q�
�����(���������Q�����'������
���������������	�$��7����	�������
3������)� ������� E��������� ���� �'�� ������� �������)� �'��'� ���
�@(�������	� ���'� ('��������� ����	����)� ��� �'�� 
������
���
�������� �� ��	� $�� ������ �'��� ���� ������� E��������)� ����� 2�������
E��������)� �'��� �������� ����� ('��������� ����
�
���� �'��'� ����
����������������'�����'������������������������������)���������
$)����������'������������	����������'�����������������������	�
$)� ��� ��� ��������� ��� �'�� (���������� ��	� ��	��� 2������� �'��� �'���
��������������������'����
�����7����	���� ��� �'�������(����)�����	�$�������� �'������� �����?�
�'�� ��������	�������� ����������� �'������������������'���� �'���
���������'�����������'���������������(���'���������'��'�����������
�� �������� ���$�	�(��	�������������� �'�������������� �'�������'��
(���������'����������.������/)��������������'���������������'������
�'�� ��	������� �'�� �������� .����� $/�� %�� ��������)� �'�� �������
����������(�����.�������������$,C/� ���	����������	���$*�����������
����������@���������	�����@�����'������������������	�'��B'������	���

/&8� 1G6#1;;"31� O7��"2"1;� 3;� 1""1�2�
O7��"2"1;�
%������)��'���'��������E�������������(��(�����������������������$*��
�����������	�������������$*��������������'��)������	��� ���������
����������������������������'�E����������������$������������
���+'��� %� ���)� ���� �@��(��)� � �'��������� ��� ��������)� �'���
�@������� ��� �������� ��� 3���� ��� 	�(��������)� %� ���� ��������)�
�������� ��	� 	�(��������� ��� ��� ��� ����� �� ���� E��������)� ���
(������������� ��� ���������@(��������E������������ �'�������)���� �'��
�@������)� ��� 3���)� ��� �'��� %� ���� �'��������� ��� �'�������� ���
3���������	���.@(��������E������������'�����'����������	���	�)�
�'��'� ���� �'�� �����*�� ��	� 3���*�� (��(������)� '���� ��� ���
	���������'�	� ����� ������� E��������� ���'� ��� ��������� ��	�
	�(��������)��'��'������� ��� �'��������� �'������������������'� �'��
������������'�3����'��������������������
���7� ������ ���� ��� �'������� ��	� ���� ������ ��)�  ���� ��� ���
���������������'�����	�(��������������	�(���������9'�����������
��	���	��������� �'�������*����	�3���*��(��(������)��'���	������
	�(��	� ������ ��������?� ��� ��������)� ���������� ��	� 	�(��������
���� ��������� �'��'� �� �@(�������� � ����� �'�� ������ ��	� 3�����
7���'���(����������	��@(��������	�������������������K��)�������	�
�������������������������%������	�(�����	)��'���%*�����'�3�����
.�������)� ���� �@��(��)� �'�� ��� ��	/)� ��������� ���������� ��� ����
3�������	�(�����������������������(���3�������	�(����������
���%�� �'��� ���)� E��������� �'��'� ���� ����
��� ��� ���� ,���
�
���
������������(�������	���� ������������������:�����������6���
�
���
��	� �'�� ��������� �������� �� ���� ��	� ��� ���� ��� (�������	� ��� ��
�����,������� ���������� ��*�� �'�� %�� �'�� ��� �'�� �@(���������� ���
('��������� ��� ���� �'�� ��� 	�(�����	)� �����	� ��� ����	?�
'������)����������������������������������(������������)��'���%��
��� (�������	� ��� ��� �� ���)� ��� ��� �� 	������ �� ���� ��� �'�� ������� ���
�����'���������.�����)��@������/�����������������.3���/��'��'�
�������.���'��/���������������'����� ��������'������������%�*���'��
������ �'���������� ���)�%�*�� �'���@������� �'������������)� %�*��

34



�

3���� �'�� 	�(������� ����� ���� ������ �� ������� ���������� �((�����
������	�����'����'��,�'��,%)��'��'����� �������(�������
������)� ��� �'�� ��������� %� �@(�������� ����� �� ����� ��	� (�������
	�(��	������� ���)�'��� ��� ���(�������� ������������ �'��� ��� ��� �'��,
��'��,�'��,%��'��'����������������������	���������'������������
�����������)��'����@��������������������)�3�������	�(��������
���)������������������������)������'���������(�����������������
����������� ���������� �����	���� ��� �'��'���� ��������� 	�(��	� ���
�� �������	������'���(������M��

/&;�*(��";���7;�����7897�91�"4�7;1:�
48�;<�
�'�����������������������������'���������������������������'��
���� ���	�)� ��������������������@(��������� .�/���	� .��/)���������
���������������������������4
���?�
��
�������'�����'�����������������
�������������)���	� �������������'�������������'�������������������
�����
���7����	�������2��������'����)����'���������������������'���'�����
��� ��-���)� �������� ��� ��(����� �'��� ��������� ������� ���
����,�������������
����'�����'���@�������������������������������
��������('�������������������������������'���@���������������������
�����������������������
���%�� ��������)� ��� ���� ��� �'�� ������������������ ��������� ��	� �'��
���,����������� �������� �'��'� ��������� ������� ��� ���� ��������	)�
�����	���� ��� �'�� ���������� ��� ����� ��-���� ����(����� ��� 2�������
�'����)� ��������� ������� ��� ,���������� ���
��5� ����� ���� ��� �'��
����	�������������@(������������'������	���'��)��'����������������
E��������'��������������	����)�������������)����'����'�����(������'��
�����������������������������	�('������������������
���3������� <P>� �'����� ��� ('��������� �������� ��� �� ����
����� ���
�'��'� ��� ���(�������� ���	���������'�,���
����,�������������
���
.'���� ��	� ���� %� (�������� �����'���/� ����� �,��������
,���������� ���
��� .'���� ��	� ���� %�
�'���B�������B�������B��������
�����'���/��
���7�2������� �(�������������� ������� E�������������� ����� 7������
3��'����*�� <!R)� !!>� �@(���������� ('������������ ��� �'��
(����(�������������������L����@(����������'����'���!/��������������
�� ('��������� 	����)� $/� ��� ��� �� (�������	� ('��������� 	�����
��������������������(�������	�('���������	����)���	�=/���������
(�������	� ('��������� 	����� ���'���� �� �����('���������
�����������
����'��������� �'��� ���������� ��� ��� ����	����� (����(����� 	�����
�'��'����������	�(��	�����������,	�����	������������������)� �����
�������,	�����	� ��������������	������������ �(�����)� ���(�������	�
�������� �������� �'���� ���	������� ����� �'�� ������� ��(��������
�����������������������������������'������'���������������������'�����
���������(��������	���((������3��'����*���@(����������'����'���
��������� ��(�������� ���������E����������������(����������	��� ���
��E����	�������	������ �'���'��� �'�����������������������������
���
��
��
�5�
������������'�����������������	���	�(��	�������(����
�@(�������� ��� �'���'��� %�� ��'��� �����)� ���������� Q� ��� ����� ���
�� ����*��'�(��)����������������Q�������������(��(����)���2�������
E��������'��'���(�������������������������������������(����(�����
���'����������	�����������'���'�����(�����@(����������
����'��)��'����������������E������������	��������	������������'��
(����(����� �@(�������� �'��'� ��������� ������� ��� ��� �����������
�'����'����������������'��������������������������������������	����
�����������)�������������)�����'��(����(�����('����������������
���%�� %������������	� .����� ��� %�	������	����� ��/� �'�����'��� (��(���
������ ��� ��������)� ��� ��� �������� %� ���	� �'�� '��'���� 	������ ���

���������������������'���%��4,�
�����	���������'���������������
�����������������'���'������	��'�����������'����'����(����������
��������@(��������������������������(����������.�����(���������/�
����4,�
������L�����'�����	��@(���������'�����������	������	�
���� ��� ��(�������	� ('��������� ��������� ���� ��� (�������	�
('��������� ��������� �������� �'�� ������� ����� �������� ���������
��	���������� �����������(�����������)��� �'���'�)�������(����(����)�
��	� ����� ��������	�� 	���� �'�� ����� ������� �� ��(������������
.�'���'�)�������)���������������(�� �	���/��

/&!�"4�7;�48����6;��(42(1#�6��
%�� �'�� (���'��'���(�� ����	)� ����� �'������� .���'� ��� 0�� =���*��
2������� �'���(�� <!$>)� .�� K����*�� �������������� 7�������� <=)� A)�
C>)�>����	�3��2���	���*��>�	���������'���(��<D)�F>)�>��K��	����
��	� S�� 2���	��*�� -����$���������� =����������� <$>/���������� ��
����(����� �'��'� ��� ������	� ��� $*�� ���������� ��������� ��	�
��	�(��	����� ��	� �'��'� ��� �'��� �����'������� ��� �'�� ���� �'���
����	� ����� �� ��� ���� ������� 7����	���� ��� �'��)� ��� ���� ���
���(�������� ���� ��'��� (��(��*�� �������)� �'���'��� ��	� ��������?�
���'�(������ ��� ���(����������������� ����'��B'�������������������
���������'��������'���'�����	����������.�������������'���������'���
(��(��/?��B'��'��������'�(�������	���(�������� ������ �'���������
���'��B'�����������&�=�����������(����������)�(�������	���(��������
����������	����	���	��@���������	�����	�������������������������)�
�����@��(��)� �'������������� .�/���	� .��/)� ��� �'��� (��(��������	���
��������'����������������������'��'������'�����������(������������
���7����	���� ��� �'��� (����� ��� ����)� ��� ���� �@��(���� ��� ��� ���� ��
�'�)� ��� ������� �'��� �B'�� ����)� ������� ��� ������ $� ���������
'��B'��������)����)�����'����������)�������$��'������������������
'������B'������� ��� ������ '������B'������� ������� %�� �'����
�@(��������)� (�������������� ������ ���� ���	� ��� �� �����@���� �����
�'�� ������������ ��� ���� ��	� 	������ �� ���� ���� ��� ������� ����
	��������� (������� .��� ��� �'�� ����� ��� �������� ��� ����� ������/)�
�'��� ���� �'�� ����� ��	� ����� ���� (������ .������� ������� �����
������/��
���0����'���������)������(���'��'���(���������)��		�����������������
�'��������*���������������������������)�2���	����T�2���	����
<D)�F>�	����������'��B'���E������������'����+'���	�	������������
����������������������M�)������������'�E�������������	���������
�'�� ������*�� ������� �'��� '��B'��� ������ ��� �����	� ��� ��� ?�� �'��
��������)� �'�������'��B'����+'����������� ���������� ����)��'���
	������ �������������� ��������'��	� ����������������������M���K��
�'������	����E����������)��'����'�����'��������������������.�'����
������������'��������*��	�����(����/�����'���������'������B'���������	�
�'��� ��,(��(���� ��� '��B'��� '��B'��� ������ ��� �� �������� �'��'� ���
��������'��B'���)��'��'����	�(��	�������'��B'�����	���������)������
�������)� �'��)� �'��'� �B'�� ���� ������ ��� ����� '������B'������� �'��
������������	�������(�������������

@� :"""1#182� 7;1;� 4"� 47#� 54:1�� "8�
#1��2"48�24��""1�2"31��45672"89�
L��������'�����	����������������7���������9��(�����M�
.�/� 7�� ��� '���� �����	�� ��������	� ��� �������� !)� �'��� ��	���

������ ������� ��� ��������� ��� ���� �'���������� 	���������� ���
(����� .=/�� ��� ��� ���� ��� ��������� ��� ����
������� 
�����
�����
<!C)� A>� ���(����)� �'��� �'�� �	�(����� ��� ���� �����������	���
������(�����������

35



�

.��/� %�������������������������(�������������'����(����������'���
(��(��*�� ��������� ��	� ���������� ���� ���)� ��� '���� ���
���������������(�������������	���������'��@(��������E���������
������������E����������

.���/� �'��)������� �'��������������������������(����� .�/���	�(�����
.��/)� �'��� �������	�������������	����'������ �������������	�
(����(������������

B��48��7;"48;��
%���'���(�(�������������	���������'����������������'��'��������
���� ��� �����������	� ��� (��(��� ��� �'���� �������� ��	� �(�����
����������%��(���������)�����������	�������������������������)����'�
��� .�/���	� .��/� <������������=>)��'��'� ��(��� �'��(����������� �'�����
(������ ��� ��� �� ���� ���� ������ ����'��� (�����*�� ��������� +��
����������	� �'�� �����(�� ��� ���������� ����������)� ����	� ��� ��
��(�����,��-��� �'����� ��� �����(�������� ���������� �����	� ���
������� ������� +�� (�������	� ���� �'���������� ������������
����(��������'������������	������������2��������'����?��'�������	�
����������� ������������ �'����������(���'��'���(���'��'�(�������
(��(��*������������������������

�'����'�����'��(�(��)����	����	���(��������������������������
����(������������������������)����'�����	������	��(���'��'���(��
��������� <!A>�� +�� ������	�� �'��� ��� �����	��� �������������)�
������	�����������������������'�������	,��,����������@(���������
���'���������������������������)� �������	���������(��(��� ���
�������'�����������������������������������'��������������� %�
������������ .���%������������������������/������ ������������
�'����������)�%������������� .���%������������������������/&�%��
��'�������	�)����������������	��������������	���������������)����
�'��'� �'��� ���� ���� ��	� �'��� %� ����� ���� ��(�� �(���� ��	� ����
��������������	�<!A>���

+����������������'����'����������������������������������(������
��������������������������������������������������������������'��
�����������������������	��������������������	������'����(��	����
��	� ��� �����(�����(���'������ �����������������������������������
��� ��	��� ��� (����(������� ���������� ���� ��	� ��'��� (��(��*��
�����������'�������'����������'��������������'���������	�������
��� �((���	� ��� �'�� ����� �'���������� ��	� ���'������ ������� ���
7���������9��(��������

#1"1#18�1;�
<!>�S�$��7�����)�!������C��"�
�����
��� ���)�?@���	�&����������=����)�

?@���	)�&�D�)��.!PA$/��
<$>�>��K��	���)�S��2���	��)�"��������������#��
�)�����������	�K�'������

K����)�=����7���)�9���������)�&�7)�.!PDC/�
<=>� .�� K����)�"������
�����$�����
�� 
��%���������,�)� 2����� =����)�

-�������)�&�7)�.!PA!/��
<A>� .�� K����)� &����� %��,��� %���)� 2����� =����)� -��� ����)� &�7)�

.!PAA/��
<C>� .�� K����)� ���� ��� ���� ���� ����� ���� ����!����')� 9���� -��������

K���)�K�������L����)�9���������)�&�7)�.!PD$/��
<A>� (�� 2������)� )���
����� ������
�����)� K���������� )� $��	��)� &D�

).!PPA/�
<D>� 3�3�� 2���	���)� >�$�� 2���	���)� "��� %���� 
�� 
�� ���� %��
���)� �7�

=����)�����0��������)�&�7)�.!PDF/���
<F>�3�3��2���	���)�>�$��2���	���)�*����
���+
�����������,����
�
���
"���,�)�K���������3����)�-�������)�&�7)�.!PDP/�

<P>�+��3������)�%��������
�)��������(��)�(������	�)�2������)�.!PCA/���
<!R>� 7�� 3��'����)� +�� ,���,�
��� ��� ��� ������
�U)� =������������

&�������������)�$������)�K������)�.!PCA/����

<!!>� 7�� 3��'����)� *�����
�U5� ,��������� ��� U��
�U� ,�U���U�����)�
=������������&�������������)�$������)�K������)�.!PA$/����

<!$>� 0���� =����)� >�0�� L���������)� =�� 2��	���)� &������� "���,�)� �'��
S������=����)�-�������)�&�7)�.!PC!/��

<!=>� >�� =����	)� $�����
��� *��,��
��)� 3%�� =����)� 9�����	��� .3���/�
.&�7/)�.!PPC/���

<!A>�%��>�������)�+��,���-
�����������
����
���
����
��)�.	�������S�����)�
K������)�%�����.$RRC/��

<!C>� =�� �������)� S�(�� 3����)� .��������� %�����������)� ��� ����
���
��5�
*���
�
�������%������
��)�P)�!FC,$!!)�.!PPR/��

<!A>� 9�3�� �������)� $��
��
��� )���
����� +
�����)� 7���� K����)� -���
����)�&�7)�.!PPD/�

<!D>�7���E���������)�������������:��,�
��-�����������������
������
�)�
9$&.K)�K������)�%����)�.!PPC/��

<!F>� 7�� E���������)� C
�����
� 6���
�
��
�� 
�� ��������
��� ��
����)�
9$&.K)�K������)�%����)�.$RRA/��

��
�
�
�

36



Sentiment Analysis: Does Coreference Matter?
Nicolas Nicolov�, Franco Salvetti♦ & Steliana Ivanova�1

Abstract. We investigate the boost in sentiment performance by

taking coreference information into account. We mine user generated

content for market research. Frequent topic shifts in the data lead us

to investigate sentiment algorithms which look at a window of text

around topic key phrases. We describe and implement a lightweight

sentiment analysis system and show how the system performance

can be improved by about 10% when taking into account nominal

and pronominal coreference elements.

1 Introduction
User generated content is viewed as a valuable source for mining

market intelligence data. We study the unsolicited opinions of mil-

lions of users regarding companies, their products and services. As

data sources we consider weblogs, message board data, surveys, etc.

In blogs there is substantial topic drift as users are describing dif-

ferent experiences and mentions of companies and products are of-

ten periferal. Hence, we determine sentiment around occurrences of

topic phrases and not the entire document (blogpost). More specif-

ically, we consider proximity sentiment approaches where the algo-

rithms look at certain left and right window of the topic keyword

and in the current sentence. This differs from earlier document-level

sentiment work (e.g., movie or product reviews). In error analysis

between system output of such algorithms and human annotated data

we have noticed cases where richer sentiment contexts are present

around nominal and pronominal expressions corefering with topic

words. Here are some motivating examples:

A1 Microsoft retools Zunei to target Apple’s flaws.
A2 The upgraded playeri and a new strategy helps Redmond gain ground in

its battle to beat the iPod.

Just looking at the first sentence A1 even humans wouldn’t be able

to infer sentiment. Some systems might consider flaws to influence

the sentiment negatively. In the second sentence A2 unigrams like

upgraded, helps, gain can influence humans and systems positively.

It’s the coreference Zunei—playeri that enables us (as humans) to

make that inference.

B1 Well I guess I was one of the ones who were actually able to find a Zunei
80 as from what I have read they are currently in limited supply.

B2 This is actually my first MP3 player purchase, and I had been waiting for
the release of these players since I had first heard about the 2nd generation
Zunes a few months back.

B3 Now I have only had iti a day, but so far I am completely impressed with
the quality of this playeri.

In sentence B1 it is challenging for a system to figure out that limited
supply licenses a positive context. B2 is even more difficult. It is only

in sentence B3 that we are assured of the positivity and even simple

systems would be able to get this case (impressed, quality).

1 �Umbria Inc., 4888 Pearl East Circle, Boulder, CO 80302,
USA ♦University of Colorado & Powerset Inc., emails:
{nicolas,sivanova}@umbrialistens.com, franco.salvetti@colorado.edu.

C1 I can’t stop playing with my new Zunei 80.

C2 Iti’s lovely to look at and hold, the UI is great, and the sound is super.

Again, in sentences C1 and C2 it’s the context in C2 around the pro-

noun that reveals the sentiment (lovely).

Above we have been agnostic as to what type of sentiment al-

gorithm we assume (even though we have been mentioning uni-

gram and bi-gram features). The approach in this paper applies to

sentiment algorithms which do not work at the entire document

(document-level sentiment). This paper demonstrates that expanding

the context on which the sentiment determination is made based on

coreference leads to better sentiment results.

Hurst & Nigam mention the possible benefits of using anaphora

resolution in conjunction with sentiment identification [4]. More re-

cently Wu and Oard in the context of the NTCIR-6 Chinese Chinese

opinion tasks explore (among other tasks) “a simple approximation

to anaphora resolution on the accuracy of opinion holder identifica-

tion” [6].

Sentiment analysis, in particular volume of positive and negative

mentions, is heavily influenced by spam. Banking, telecommunica-

tions, electronics and automotive domains are notorious for being

spammed. We have developed a number of techniques to eliminate

spam ([5]) and for the purposes of this work assume clean data.

The techniques we describe are used in combination with other ap-

proaches in a larger deployed system at Umbria for large-scale mar-

ket analysis.

The structure of the rest of the paper is as follows: In Section 2 we

describe a lightweight sentiment approach. In Section 4 we discuss

the data we have annotated to research the effects of coreference on

sentiment. Statistics on the annotation are presented in Section 5. In

Section 6 we show the boost in sentiment from coreference. We dis-

cuss further ramifications of this approach in Section 7 and conclude

in Section 8.

2 Proximity-based, focused sentiment identification

For our sentiment algorithm we assume we have an English blog

posting along with its title (we employ a fast, binary English–non-

English language identifier). The text is tokenized (we pay spe-

cial attention to emoticons as they are sentiment bearing), sentences

are identified, tokens are normalized, sentences are part-of-speech

tagged, and phrases (noun groups) are identified. We also have the

offsets where topic phrases have matched the retrieved document

(we will see examples for topic phrases in Section 4). We refer to

the matched phrases as anchors.

The output of sentiment is a confidence value and a label such as:

POSITIVE, NEGATIVE, MIXED, NEUTRAL or UNKNOWN

The sentiment algorithm proceeds by identifying a score for each

anchor phrase and then aggregates the scores of all anchors.
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Figure 1. Elements the sentiment algorithm takes into account

2.1 Anchor-level sentiment score

To determine the score for an individual anchor the algorithm con-

siders a sentiment window of 8 tokens before and 6 tokens after the

anchor. We dynamically extend the boundaries of the window if the

boundaries are inside noun groups. We calculate polarity scores by

expanding outward from the anchor and checking if we encounter

sentiment phrases. If yes we accumulate the score of the phrase mul-

tiplied by the distance weight. The distance weight function is:

weight(d) =

{ − 1
10

d + 2 if d ∈ {0, 1, 2, 3}
1 if d ≥ 4

If the encountered phrase is a shifter (e.g., adverbs that enhance the

sentiment—horribly wrong, really good) it is allow to influence the

score of the word that follows it—we multiply the word’s value by

the shifter value. The algorithm does separate passes to determine

positive (score⊕) and negative (score�) scores. At this point the an-

chor score is:

anchor score =
score ⊕−score�
score ⊕ +score�

If flippers we encountered (e.g., negation particle not) we multiply

the score by (−1)#flippers (e.g., not without problems):

anchor score = (−1)#flippers · anchor score

Figure 1 depicts the elements involved in the anchor sentiment

score calculation.

2.2 Aggregating anchor scores

The author opinion of the topic is a combination of the individual

sentiment scores for each topic phrase occurrence:

avg = average(anchor score1, . . . , anchor scoren)
v = variance(anchor score1, . . . , anchor scoren)

The final decision rule for the sentiment label is:

if avg < τ� → NEGATIVE.
if avg > τ⊕ → POSITIVE.
if v > τmixed → MIXED.
else → NEUTRAL.

where: τ�, τ⊕ and τmixed are negative, positive and mixed thresh-

olds. We use the values τ� = −0.25, τ⊕ = 0.25 and τmixed = 0.5.

The confidence is calculated according to:

confidence =

{
v if MIXED

| avg | if POSITIVE, NEGATIVE or NEUTRAL

2.3 Sentiment phrases creation
Our positive and negative phrases (with qualification for strong and

weak) augment initially manually created lists by automatic mining

through the synonym relation in WordNet [1] using the following

starting positive and negative seeds:

Adjectives:
⊕: {good, nice, excellent, positive, fortunate, correct, superior, beautiful,

amazing, successful}
�: {bad, nasty, poor, negative, unfortunate, wrong, inferior}

Nouns:
⊕: {joy, success}
�: {disaster, failure, pain}

Verbs:
⊕: {enjoy, like}
�: {suffer, dislike, hate}

For each part-of-speech tag and polarity we do a bounded, breadth-

first expansion from each of the seeds, group the extracted items and

associated with them the minimum distance to any of the seeds for

this polarity. We then consider the positive and negative extracted

items; elements for which the difference between the distance to pos-

itive and distance to a negative seed is less than a threshold of 2 are

removed; the remaining elements in the intersection keep the polarity

of the closest seed. Similar techniques are explored by Godbole et al.

[3]. Figure 2 illustrates that ‘good’ and ‘bad’ are not that far from

each other in the graph. Subsequently the automatic lists are vali-

dated by human annotators. The sentiment resources are continually

tuned as part of error analysis.

3 Coreference
The good news: Human languages have evolved to include various

shortcuts to refer to previously introduced entities in the discourse.

The bad news: Teaching computers the art of figuring which shortcut

goes with which entity is not easy.

The latter problem comes under the heading of

anaphora/coreference resolution. We consider a scenario where

given a text we want to find proper names of entities (e.g., George
W. Bush) and the other linguistic means to refer to the entities:

short names (George Bush, Bush), nominals (the U.S. president) and

pronouns (he, his, him). This is essentially the NIST-run automatic

content extraction (ACE) task and we have been building systems

to perform entity extraction, coreference resolution and relation

extraction [2].

In some sense our present task is slightly easier as we can assume

a human analyst providing topic terms (names of products) as well as

their short forms, possible nominal expressions that can refer to the

entity and corresponding pronouns. Still the challenge of referring

an occurrence of man and he to George W. Bush vs. Bill Clinton who

may also be mentioned in the text remains.
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Figure 2. Various paths between positive and negative seeds in WordNet

TOPIC NOMINALS COREF EXPR.

R8 -MIDI -Leica automobile, car, coupe, model, sportscar, supercar, conceptcar, ride, semi-exotic, vehicle, wheels it, its, that, this

Zune device, gadget, player it, its, that, this

Table 1. Topic definitions

It is possible to create reasonably high baselines (in the order of

88% accurate assignments). The investigations in the remainder of

this paper are based on perfect coreference from human annotation.

4 Data
We consider blog data for the topics “R8” and “Zune” for the pe-

riod of October 2007–January 2008. We extract collections of blog

postings that mention the topic keywords (cf. Table 1). The system

keeps track of the occurrences of the topic terms. We also identify

occurrences of the nominal and pronominal expressions for a topic.

Each nominal and pronominal expressions is then considered in re-

lation to the occurrences of the topic terms and is marked by human

annotators according to the following scheme.

The nominal expressions are marked as referring to:

1. the previous noun group;

2. the first noun group to the left which matches by number and per-

son but not case 1;

3. an anchor phrase but not case 1 nor 2; or

4. another noun group.

Pronominal expressions in addition to the above are marked as:

• modifier: we didn’t think it’d look this good;

• expletive: it seems, it appears;

• determiner: this car, that device;

• wh-pronoun: the car that captivated the audience;

• subordinating conjunction/sentential complementizer: I think that;
• frozen phrases: I miss Rowe kids very much. Well, some of them

that is.

If topic words match a different, unintended topic or if the pronoun

is in text not part of the posting, we remove these examples:

• exclude: topic words wrongly chosen: Notes R8; Email this.

In the first example above R8 refers to release 8; the second example

is usually part of a footer of a document—identifying this is part of

decomposition of a blog page which is challenging.

5 Annotation
We have annotated the postings extracted for the two topics with

coreference information using the scheme described in Section 4.

Table 2 show the distribution of different types of the coreference

annotation: ��������Type
Topic

R8 Zune

previous 11.32% 6.01%
num & pers match 0.93% 1.29%
coreferenced 33.49% 26.18%
modifier 0.78% 0.86%
determiner 14.26% 14.59%
expletive 6.36% 15.88%
complementizer 16.74% 24.03%
frosen phrase 0.93% 1.72%
wh-pronoun 3.57% 6.87%
other 57.36% 36.05%

Table 2. Distribution of coreference annotation types

The inter-annotator agreement between the two annotators partici-

pating in this project is 98.91% (overlapping annotations out of all

annotations).

We have also annotated the data for sentiment. Figure 3 shows the

web-based sentiment annotation tool.

6 Results
To answer the question in the title of the paper—yes, sentiment bene-

fits from coreference information. Here are two examples where orig-

inally the sentiment algorithm returned NEUTRAL sentiment. After

considering the coreference anchors sentiment changed to POSITIVE:

Being first drawn to the Zune last year because of it ’s [SIC] style and
awesomeness, I decided with it.

My parents got me a Zune. It has just come out on the market. It is
something i have wanted for a long time and i was very excited about
it .
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Figure 3. Sentiment annotation tool

Table 3 shows how the sentiment system can improve its perfor-

mance by taking coreference information into account. The improve-

ment depends on the data and is about 10%. The bottom part of the

��������System
Topic

R8 Zune

nominals 8.20% 5.62%
pronouns 9.13% 6.54%
nominals ∪ pronouns 12.73% 8.31%

nominals support 11.05% 5.77%
pronouns support 11.05% 11.54%
nom. ∪ pro. support 15.24% 13.46%

Table 3. Percent improvement due to coreference over the baseline
sentiment analysis. Bottom part: percent of coreference support of original

sentiment determined on topic anchors only

table shows that in about 14% of the cases the corefencial contexts

support the original sentiment determination.

7 Discussion

As part of ongoing work we are exploring the coreference effect on

sentiment in other domains (in marketing referred to as verticals).

We are also investigating different data sources of user generated

content—message boards and survey data. In preliminary investiga-

tions we have seen a fair use of pronouns in message board data.

A major challenge is to properly recognize the quoting structure in

such postings. Otherwise we attribute text to an author which is not

written by them. For survey data we pay special attention to imper-

atives (e.g., have better help and an adaptive user interface for the
new release of the software).

Flat proximity models for sentiment are easy to implement and the

performance of such systems hinge upon the quality of the sentiment

lists they use. We are investigating the use of dependency parsing

in order to consider only those sentiment elements which are related

to the anchors. Beyond the adjective modification the nature of that

relationship is quite complex and there is additional computational

cost associated with the parsing.

Sentiment is expressed not only directly (e.g., product X is great)
but also indirectly—parts of the product are good; effects of the drug

are good, etc. We approach this through automatic clustering. We

also benefit from the fact that in our scenario we have human analysts

who adjust output suggested by the system in the explorative stage.

We are also looking at validating our techniques across different

languages—initially we are looking at German.

Audi R8 has won awards as ‘Car of the Year’ for 2007 among

readership of many magazines. Some have given it this title for 2008.

Zune is an MP3 and video player offered by Microsoft.

8 Conclusions
We have considered sentiment analysis on user generated content

for market intelligence. Due the frequent topic drift we have ar-

gued for focused sentiment analysis which is performed on parts of

the document around topic terms. We have described a lightweight,

proximity-based sentiment algorithm and have shown that that the

system can be improved by about 10% (depending on the topic) by

augmenting the focus area of the algorithm using contexts around

nominal and pronominal coreference elements.
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Towards Semantic Affect Sensing in Sentences

Alexander Osherenko, University of Augsburg, osherenko@informatik.uni-augsburg.de 

Abstract. Recently, there has been considerable interest in the 
recognition of affect in written and spoken language. In this 
paper, we describe a semantic approach to lexical affect sensing 
in sentences that uses findings from linguistic literature and from 
empirical examples. The approach is evaluated using a corpus 
containing 759 English sentences. 

1 INTRODUCTION 

Lexical affect sensing is an important field of study whose 
results can be used in a wide range of applications, e.g. robotics 
or tutoring systems. Despite its illusory simplicity, the emotional 
analysis of texts presents a great challenge to computer scientists 
because of the manifoldness of expressed meanings in texts. 

There are two types of approach aimed at solving this 
problem: statistical and semantic. Statistical approaches make 
use of data-mining methods, e.g. Support Vector Machines 
(SVM), and classify emotion in text, for instance by using word 
counts [8]. However, statistical approaches produce low 
classification results when classifying short texts. 

In contrast, semantic approaches aim to classify affect in texts 
by using commonsense as well as linguistic information on 
emotional parts of analyzed texts. For instance, Prendinger and 
colleagues [9] classify the affective meaning of texts by using 
emotion words from [13] in word-level analysis, by using lexical 
modifiers of meaning and negations in phrase-level analysis, or 
by scrutinizing the grammatical structure of sentences in 
sentence-level analysis. 

2 SYSTEM 

We solve the introduced manifoldness problem by analyzing 
parts of studied texts: the whole text is split into sentences and 
the sentences into phrases. After the emotional meaning of each 
part is analyzed, the emotional meaning of the original text is 
deduced from the emotional meanings of the constituent phrases. 

In order to test our idea, we implemented a computer system 
that uses two functionally complementary parsers: the SPIN 
parser and the Stanford parser. 

The SPIN parser is a semantic parser for spoken dialogue 
systems, a rule-based framework that parses texts using order-
independent word matching [2]. For instance, in text I like this 
game the SPIN parser finds the positive verb like. The 
probabilistic Stanford parser is used for determining parts of 
speech, lemmatizing words, and splitting text in parts [4]. For 
example, it takes the text Finally, I was so angry that I could 
burst with rage and splits it into a superordinate subsentence 
I was so angry and a subdominant sentence that I could burst 
with rage. 

A text can contain several emotional phrases that have 
contradictory emotional meaning. We test three strategies for 
interpreting a text's emotional meaning: as defined by the first or 

by the last emotional part in the corresponding part (whole text, 
subsentences, phrases), or by the average meaning (the 
emotional meaning as defined by the majority of affective 
votes). For instance, in the sentence I am happy and sad the 
emotional word happy (considered a positive word) defines 
according to the strategy of the first phrase a positive meaning, 
the emotional word sad (considered a negative word) defines 
according to the strategy of the last phrase a negative meaning, 
and according to the strategy of an emotional average a neutral 
meaning (there is no emotional majority). 

The affect recognition system classifies the emotional 
meaning into two stages: in the first stage (division) the system 
divides the text into parts of particular granularity (analyzes an 
unchanged text or splits it into subsentences or phrases) and 
scrutinizes the emotional meaning of each individual part, while 
in the second stage (consolidation) the system compiles the 
emotional meaning of the original text by composing it from the 
emotional meanings of the detected parts. 

The proposed algorithm for semantic affect sensing 
(examined using the example of the emotional sentence Finally, 
I was so angry that I could burst with rage) is therefore as 
follows (depending on the chosen granularity of the analysis 
either Whole text, Subsentences, or Phrases): 

a. Whole text. Apply the chosen classification strategy to the 
analyzed text (first phrase strategy – emotional meaning of 
word angry, last phrase strategy – emotional meaning of 
word rage, average strategy – average meaning of words, 
i.e. emotional meaning of words angry and rage). 

b. Subsentences. Detect subsentences using the Stanford 
parser, classify their emotional meaning using the SPIN 
parser according to the chosen classification strategy (first 
phrase, last phrase, average), construct an auxiliary text 
(subsentence combination) out of the emotional meanings 
of subsentences, and classify the emotional meaning of an 
original sentence by analyzing the subsentence 
combination. 
For instance, the system detects the superdominant 
subsentence Finally, I was so angry and the subdominant 
subsentence I could burst with rage and constructs a 
subsentence combination superord_high_neg 
subord_low_neg, where superord_high_neg stands for the 
high negative meaning of the superordinate sentence and 
subord_low_neg for the low negative meaning of the 
subordinate sentence. The system classifies the original 
text as high negative (high_neg) by applying patterns for 
subsentences in Table 2. 

c. Phrases. In contrast to step b above, run an additional 
intermediate step that facilitates the analysis of the 
emotional meanings of subsentences, not by using 
subsentences’ text, but rather by using auxiliary texts – 
phrase combinations. Detect subsentences, then phrases 
that are contained in the detected subsentences, classify the 
emotional meaning of phrases according to the chosen 
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classification strategy (first phrase, last phrase, average), 
construct an auxiliary text for the emotional structure of 
the corresponding subsentence (phrase combination), 
classify the emotional meaning by applying patterns for 
phrases in Table 3, compile a subsentence combination, 
and calculate an emotional meaning of the original 
sentence by using patterns for subsentences in Table 2. 
The system detects the dominant subsentence Finally, I 
was so angry and the subdominant subsentence I could 
burst with rage. In the dominant subsentence it extracts 
four phrases: adverb phrase (finally), noun phrase (I), verb 
phrase (was), and adjective phrase (so angry); and in the 
subdominant sentence three phrases: noun phrase (I), verb 
phrase (could burst with), and noun phrase (rage). 
The system constructs the phrase combination phrase_null 
phrase_null phrase_null phrase_high_neg for the 
dominant sentence (the phrase so angry is classified as 
high_neg), where phrase_null corresponds to a neutral 
meaning and phrase_high_neg to the high negative 
meaning of a phrase, and for the subdominant sentence the 
phrase combination phrase_null phrase_null 
phrase_low_neg. The system classifies affect in phrase 
combinations by applying patterns for phrases in Table 3, 
constructs a subsentence combination superord_high_neg 
subord_low_neg that (cf. step b) and classifies it as 
high_neg by applying patterns for subsentences in Table 2. 

d. If necessary, calculate the majority vote on the basis of 
values yielded by the granularities above. 
The system calculates the majority vote on the basis of 
values yielded by the granularities above. It takes from the 
Whole text granularity the low_neg value, from the 
Subsentences granularity the high_neg value, and from the 
Phrases granularity the high_neg value, and calculates the 
majority vote high_neg. 

3 CORPUS 

We chose in our experiments the Fifty Word Fiction corpus 
(FWF) containing 759 grammatically correct English sentences 
that are manually annotated in terms of their sentiment and affect 
as positive, neutral, or negative [11]. For instance, We all 
laughed and ordered beers is annotated as positive. The corpus 
was collected online and available to the general public for one 
month, during which some 3,301 annotations were made by 49 
annotators. Of the sentences, 82 are annotated as positive, 171 as 
negative, and 506 as unclassifiable. The inter-coder agreement is 
65% (less than 80% – a desirable agreement in line with [1]). 

4 SOURCES OF AFFECT INFORMATION 

Affect Sensing of Parts 

Our system utilizes the following information to classify the 
affect of parts: information from affect dictionaries, grammatical 
lexical patterns from linguistic studies, and empirical lexical 
patterns from our own studies. 

Information from Affect Dictionaries 
We use emotion words from various affect dictionaries as the 
basis for our system: Levin verbs [6], GI [12], and WordNet-
Affect [13]. We consider 4,527 words from affect dictionaries in 
our study: 503 words from WordNet-Affect, GI words (1,790 
positive and 2,200 negative), and 34 Levin verbs. 
 
Grammatical lexical patterns from linguistic studies 
In our system, we use 11 grammatical patterns to scrutinize the 
emotional meaning of texts [5]: 
1. Interjections (299), e.g. Oh, what a beautiful present! 
2. Exclamations (300a), e.g. What a wonderful time we’ve had! 
3. Emphatic so and such (300b), e.g. I’m so afraid they’ll get lost! 
4. Repetition (300c), e.g. This house is ‘far, ‘far too 

expensive! 
5. Intensifying adverbs and modifiers (301), e.g. We are 

utterly powerless. 
6. Emphasis (302), e.g. How ever did they escape? 
7. Intensifying a negative sentence (303a), e.g. She didn’t 

speak to us at all. 
8. A negative noun phrase beginning with not a (303b), e.g. 

We arrived not a moment too soon. 
9. Fronted negation (303c). 
10. Exclamatory questions (304), e.g. Hasn’t she grown! 
11. Rhetorical questions (305), e.g. What difference does it 

make? 
 
Empirical lexical patterns from our own studies 
We used 25 empirical examples of emotional texts containing 
negations and intensifiers to build lexical patterns for analyzing 
emotional meanings. The patterns classify the emotional 
meanings of texts, facilitating a five-class scheme (low positive, 
high positive, low negative, high negative, neutral) using 
emotion words, negations (not, never, any), and 74 intensifiers of 
emotional meaning, e.g. definitely (Table 1). 

 
Example Pattern 
I am so 
happy. 

<Intensifier> <Emotional word+>� 
<Result++> 

I am not 
happy. 

<Negation> <Emotional word+> � <Result−> 

I am not very 
happy. 

<Negation> <Intensifier> 
<Emotional word+>� <Result−> 

Table 1. Example patterns for modifying affect 
 
Table 1 shows example patterns for modifying affect. The 
Pattern column shows a pattern that matches the example text in 
the Example column. <Intensifier> denotes an intensifier word, 
<Emotional word+> a low positive emotional word, 
<Result++> the high positive result of affect sensing, and 
<Result−> the low negative result of affect sensing. 
 
Patterns for Linking Parts 

Phrases and subsentences divide the original sentence into parts, 
with each potentially having its own emotional meaning. For the 
purpose of compiling the meaning of the original text from 
constituent parts, the implemented system composes the 
emotional meaning of the original text out of the emotional 
meanings of constituent phrases and subsentences. 
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The proposed system contains 122 empirical patterns for 
linking subsentences and 19 empirical patterns for linking 
phrases. 

 
Pattern for linking 
subsentences 

Example 

<Sup++> <Sup+>� 
<Result++> 

It is a very good film and the acting is 
excellent. 

<Sup++> <Sub−>� 
<Result+> 

It is a very good film although the 
acting seems at first to be not 
excellent. 

Table 2. Example patterns for linking subsentences 

 
Table 2 shows sample patterns for linking subsentences. The 
Pattern for linking subsentences column shows a pattern that 
matches the text in the Example column. <Sup++> represents 
the high positive emotional meaning of the superdominant 
subsentence, <Sup+> the low positive meaning of the 
superdominant sentence, <Sub−> the low negative emotional 
meaning of the subdominant subsentence, <Result++> the high 
positive result of affect sensing, <Result+> the low positive 
result of affect sensing, and <Result−> the low negative result 
of affect sensing. 

 
Table 3 shows sample patterns for linking phrases. 

 
Example pattern for linking phrases Example 
<Phrase+> <Phrase0> � 
<Result+> 

exact and accurate 

<Phrase+><Phrase−> � 
<Result−> 

happy and depressing 

Table 3. Example patterns for linking phrases 
 
Table 3 shows sample patterns for linking phrases. The Pattern 
for linking phrases column shows a pattern that matches the text 
in the Example column. <Phrase+> represents the positive 
emotional meaning of the phrase and <Phrase−> the low 
negative emotional meaning of the phrase. 

5 RESULTS 

The baseline for evaluating the proposed approach provides the 
best recall value, 37.20% averaged over classes, calculated via 
the statistical approach in [8] using word counts as features and a 
SVM classifier. 

Table 4 shows the results for solving a three-class problem 
using the proposed approach with and without lexical patterns 
(using only emotional words). The Ra column represents the 
recall value averaged over classes and the Pa column the 
corresponding precision value averaged over classes. The Ra-lp 
column represents the recall value averaged over classes when 
classifying texts without lexical patterns and the Pa-lp column 
signifies the corresponding precision value averaged over 
classes. The Gran. column represents the granularity of the text 
division (the decision based on the majority vote – no division; 
the text as a whole; division into subsentences – abbreviated as 
Subsent.; division into phrases), and the Strategy column shows 
the strategy of semantic sensing (first phrase, last phrase, 
average vote). 

 
Gran. Strategy Ra Ra-lp  Pa Pa-lp 
Majority First phrase 47.20 45.02 44.09 42.76 
 Last phrase 47.64 46.24 44.26 43.45 
 Average vote 45.92 45.66 43.14 43.05 
Whole 
Text 

First phrase 45.41 47.30 42.90 43.90 

 Last phrase 47.45 46.70 44.05 43.57 
 Average vote 42.79 44.36 41.15 42.18 
Subsent. First phrase 47.20 45.22 44.08 42.88 
 Last phrase 47.24 45.84 44.03 43.22 
 Average vote 46.04 45.66 43.22 43.05 
Phrase First phrase 44.79 43.71 42.90 42.13 
 Last phrase 45.21 44.54 43.13 42.65 
 Average vote 44.22 44.16 42.41 42.40 

Table 4. Results of affect sensing for three classes 

 
The results corresponding to the word spotting (see the 

definition in [7]) are shown in the rows of Whole text (hereafter 
referred to as the word-spotting values). Other alternatives, e.g. 
in the rows of Phrase, cannot be considered as word-spotting-
processing, since additional patterns for processing combinations 
(phrase and subsentence combination) are necessary. 

The Majority rows show the majority vote of the most entities 
(phrases, subsentences, utterance). If the majority vote cannot be 
calculated, i.e. classification results are pairwise different, the 
result of the Subsentences classification is taken as the basis. 

6 DISCUSSION & FUTURE WORK 

The proposed semantic approach is tested on a corpus with 
English sentences, and the applied patterns improve 
classification rates compared both with the word-spotting values 
and with the statistical baseline of 37.20% (Table 4). For 
instance, the Majority, Last phrase classification rate, 47.64%, is 
much higher than the statistical baseline 37.20% and also higher 
than the word-spotting value of 47.30% for Whole text, First 
phrase. 

Moreover, the classification rates are higher for the majority 
evaluation using the full grammar set of applied patterns 
(47.64% for Majority, Last phrase). Furthermore, the results are 
significantly higher compared with the statistical baseline 
(47.64% vs. 37.20%). In addition, the average vote does not 
generally bring an enhancement of classification results, e.g. 
47.64% for Majority, Last phrase vs. 45.92% for Majority, 
Average vote. 

In future, we will revise our approach and collect new corpora 
containing short emotional texts, for instance through acquiring 
new data from the Internet. 
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Feeler: Emotion Classification of Text Using Vector 
Space Model

Taner Danisman1 and Adil Alpkocak1

Abstract.  Over the last quarter-century, there is increasing 

body of research on understanding the human emotions. In this 

study, automatic classification of anger, disgust, fear, joy and 

sad emotions in text have been studied on the ISEAR 

(International Survey on Emotion Antecedents and Reactions) 

dataset. For the classification we have used Vector Space Model 

with a total of 801 news headlines provided by “Affective Task” 

in SemEval 2007 workshop which focuses on classification of 

emotions and valences in text. We have compared our results 

with ConceptNet and powerful text based classifiers including 

Naive Bayes and Support Vector Machines. Our experiments 

showed that VSM classification gives better performance than 

ConceptNet, Naive Bayes and SVM based classifiers for 

emotion detection in sentences. We achieved an overall 

F-measure  value of 32.22% and kappa value of 0.18 for five 

class emotional text classification on SemEval dataset which is 

better than Navie Bayes (28.52%), SVM (28.6%). We have 

tested and discussed the results of classification using 

cross-validation technique for emotion classification and 

sentiment analyses on both the ISEAR and SemEval datasets. In 

addition to the classification experiments we have developed an 

emotion enabled video player which automatically detects the 

emotion from subtitle text of video and displays corresponding 

emoticon.

Keywords: Emotion Detection in Text, Vector Space Model, 

Emotion Perception, Human Computer Interaction. 

1 INTRODUCTION
Current state-of-art in computer human interaction largely 

ignores emotion whereas it has a biasing role in 

human-to-human communication in our everyday life. In the 

mean time, a successful computer human interaction system 

should be able to recognize, interpret and process human 

emotions. Affective computing could offer benefits in an almost 

limitless range of applications. However, the first step is Human 

Emotion Recognition (HER), and it is getting more attention 

recently. In HER, the data gathered to recognize human emotion 

is often analogous to the cues that humans use to perceive 

emotions in others. Hence, human emotion recognition is 

multimodal in nature, and includes textual, visual and acoustic 

features. Text seems to be the most studied modality since the 

text is relatively easier to process than others. 

HER from text can be simply envisioned to be a classification 

problem of a given text according to predefined emotional 

classes. In this case, it first requires a preparation of proper 
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training set for each emotional class and selection of good 

features. One of the solutions for this issue is Bag of Word 

(BoW). It’s very similar to keyword spotting [5] and lexical 

affinity [6].  BoW approach that is widely used in information 

retrieval, and tries to generate a good lexicon for each emotional 

class and feature extraction. However, creation of emotional 

lexicon is both time consuming and labor-intensive task since 

usually requires manual annotations. On the other hand, the 

number of words in lexicons is very limited, and it is not desired 

for most classifiers using the BoW approach. Moreover, user’s 

vocabulary may differ from the document vocabulary. In 

literature, an alternate approach for this issue has been proposed 

by [1]. They use blog based emotion datasets, where every blog 

document is already labeled by authors. It seems that it is good 

for generating large scale lexicon for a better representation for a 

given language. Blogs have more than 200-300 words per 

document on average. However, assigning a single emotional 

label to a document having many words is not very meaningful. 

Therefore, a better training set for each emotional class must 

consider sentences and words, not paragraphs. After preparing a 

proper training set and selecting good features, the next task is to 

classify a given text. 

To date, many approaches have been proposed for HER from 

text. These approaches can be grouped into three main groups: 

keyword spotting, statistical NLP, and ontology based 

approaches. Each approach has its own advantages and 

disadvantages. In addition, there is no rigid line between these 

approaches. Keyword spotting is easy to implement, and based 

on predetermined set of terms to classify the text into emotion 

categories. Despite its simplicity, creation of an effective lexicon 

is difficult too since only 4% of words used in texts have 

emotional value [14]. For these reasons it is not suitable for wide 

range of domains. The second group is based on statistical NLP 

approaches. This approach is similar to lexical affinity where 

affinities of words are still used but as a feed for a machine 

learning algorithm. In case of lexical affinity, words have some 

probabilistic value representing the affinity for a particular 

emotion class. However, it requires high quality, large-scale 

training dataset for a better classification. The third groups is 

based on ontologies, heavily uses semantic networks like 

WordNet-Affect [4] and ConceptNet [15] are linguistic resources 

for lexical representation of affective information using 

commonsense knowledge. ConceptNet is an integrated 

commonsense knowledgebase with a natural language 

processing toolkit MontyLingua which supports many practical 

textual reasoning tasks over real world documents without 

additional statistical training.  

In this paper, we propose a VSM approach for HER from 

text.
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� We have used sentences from ISEAR [2] dataset, 

emotional words from Wordnet-Affect and 

polarity of words from WPARD datasets.  

� Our approach uses Vector Space Model for HER. 

� We measured the effect of stemming and 

emotional intensity on emotion classification in 

text. 

� Third, we have developed an emotion enabled 

video player which automatically detects the 

emotions from subtitle text and displays emotions 

as emoticons during video play. 

The rest of the paper is organized as follows. In section two, 

we have explained the emotion classification problem in text. In 

section three, Vector Space Model and methodology is 

presented. Section four shows the experimental results 

performed on the SemEval test set. Finally, section five 

concludes the study and provides a general discussion. 

2 PROBLEM DEFINITION and RELATED 
WORK
One side of the problem is the selection of a qualified dataset for 

machine learning methods. In order to cover most of the words 

in a given language, a large-scale dataset is needed. In addition 

this dataset should have variation of emotional content, 

independent emotional responses from different cultures to 

eliminate cultural affects of emotion.  

Manual creation of large-scale datasets is difficult and time 

consuming task. Blog based datasets provides large-scale 

lexicons as presented in [1]. They worked on large collection of 

blog posts (122,624 distinct web pages) for classifying blog text 

according to the mood reported by its author during the writing. 

According to their results, increasing the amount of training data 

leads an additional increase in classification performance. On the 

other hand, the quality of the dataset is important for better 

classification.  

All these requirements lead us to use ISEAR (International 

Survey on Emotion Antecedents and Reactions) dataset in our 

experiments. ISEAR consists of 7,666 sentences and snippets in 

which 1096 participants from fields of psychology, social 

sciences, languages, fine arts, law, natural sciences, engineering 

and medical in 16 countries across five continents completed a 

questionnaire about the experiences and reactions to seven 

emotions in everyday life including joy, fear, anger, sadness, 

disgust, shame, and guilt. Surprisingly, ISEAR dataset is not 

studied yet for text based emotion classification. Previous studies 

using the ISEAR dataset try to find relationships among 

emotions and different cultures, genders, ages, and religions. On 

the other hand this corpus is well suited to use for emotional text 

classification purposes. Table 1 shows samples from this dataset 

for the anger emotion. 

 “A close person lied to me”. 
“A colleague asked me for some advice and as he did not 
have enough confidence in me he asked a third person”. 
“A colleague asked me to study with her. I could not 
explain things as perfectly as she had expected. So she 
reacted in an aggressive manner.”  
....  

Table 1. ISEAR anger samples 

2.1. Related Work 
Achievements in this domain can be used in next generation 

intelligent robotics, artificial intelligence, psychology, blogs, 

product reviews, and finally development of emotion-ware 

applications such as emotion-ware Text to Speech (TTS) engines 

for emotional reading of text. CRM and service oriented 

companies like Right Now Technologies and NICE Systems 

produces customer service software SmartSense™ and NICE 

Perform™ respectively which recognizes customer emotions 

using keyword spotting technique and prosodic features of 

speech then performs flagging, prioritizing and routing inquiries 

and customers based on emotional content.  

  [7] developed a new aggregator to fetch news from different 

news resources and categorize the themes of the news into eight 

emotion types using semantic parsers and SenseNet [8]. [9] 

studied the natural language and affective information using 

cognitive structure of affective information. They developed 

ALICE chat-bot based on Artificial Intelligence markup 

language (AIML) script to improve interaction in a text based 

instant messaging system that uses emoticons or avatar that 

represents the sensed emotion to express the emotional state.  

According to [10] emotion annotation for text is a hard 

problem and inter-annotator agreement value k=.24-.51. [11] 

employed a commonsense  knowledgebase OMCS (Open Mind 

Common Sense) having 400,000 facts about everyday world to 

classify sentences into basic emotions (happy, sad, angry, 

fearful, disgusted, and surprised) categories. [5] developed an 

emotion extraction engine that can analyze the input text in a 

chat dialogue, extract the emotion and displays the expressive 

image on the communicating users display. Their parser only 

considers sentences in present continuous tense, sentences 

without starting auxiliary verbs (No question sentences allowed), 

positive sentences, etc. [12] considered the emotional 

expressions for text-to-speech engines and emotional reading. 

They partitioned the text into nouns adjectives and adverbs and 

used the frequency of words to determine the emotional class. 

[13] tried to detect emotion from both speech and textual data. 

They manually defined the emotional keywords and emotion 

modification words. They have used “very” and “not” as a 

modification word where the only difference between “very 

happy”, “happy”, and “not happy” is the emotional intensity. As 

they are using keyword-spotting technique (they have 500 words 

labeled as emotion words), they reported that textual recognition 

rate is lower than speech based recognition. According to their 

work, emotion recognition performance of multimodal system is 

better than performance of individual modalities. 

3 VECTOR SPACE MODEL 
Vector Space Model (VSM) is widely used in information 

retrieval where each document is represented as a vector, and 

each dimension corresponds to a separate term. If a term occurs 

in the document then its value in the vector is non-zero. Let us 

assume that we have n distinct terms in our lexicon. Then, 

lexicon, � , is represented as a set of ordered terms, and more 

formally, it is defined as follows: 

�� ntttt ,...,,,
321

	�

Then, an arbitrary document vector, id
�

, is defined as follows: 
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where wki represents the weight of kth term in document i. In 

literature, there several different ways of computing these weight 

values have been developed. One of the best known schemes is 

tf-idf weighting. In this scheme, an arbitrary normalized wki is 

defined as follows; 
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nk = number of documents containing the word tk,

N = total number of document in the dataset. 

Each emotion class, Mj, is represented by a set of documents, 

Mj={d1,d2,…,d,c}. Then, we have created a model vector for an 

arbitrary emotion, jE
�

, by taking the mean of jd
�

vectors for an 

arbitrary emotion class. More formally, each jE
�

is computed as 

follows:  
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where jM  represents the number of documents in Mj. After 

preparing model vectors for each emotion class, the whole 

system is represented with a set of model vectors, 

D={E1,E2,...,Es} where s represents the number of distinct 

emotional classes to be recognized. 

In VSM, documents and queries are represented as vectors, 

and cosine angle between the two vectors used as similarity of 

them. Then normalized similarity between a given query text, Q,

and emotional class, Ej, is defined as follows: 

),(sim
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In order to measure the similarity between a query text and 

the D matrix of size s×n, first we convert the query text into 

another matrix n×1 similar to D where n is the size of the lexicon 

and s is the number of emotions. Then for each emotion (each 

row of D matrix), we make multiplication between the query 

matrix Q and one row of D matrix. After these multiplications 

we have m scalar values representing the cosine similarity. The 

index of the maximum of these values is selected as the final 

emotional class. More formally: 

The classification result is then, 

   )),(sim(maxarg)VSM(  jj EQQ 	

The basic hypothesis in using the VSM for classification is the 

contiguity hypothesis where documents in the same class form a 

contiguous region, and regions of different classes do not 

overlap. 

4 EXPERIMENTATION 
Before starting on a research on emotion classification, the first 

question is “Which emotions should be addressed?” There are 

many different emotion sets exists in the literature including 

basic emotions, universal emotions, primary and secondary 

emotions, neutral vs. emotional, and for some cases the problem 

is reduced to a two class classification problem (Sentiment 

Analysis) using the Positive and Negative values as class labels. 

Simple classification sets give better performance than expanded 

sets of emotions which require cognitive information and deeper 

understanding of the subject. In our research study, we have used 

five emotion classes (anger, disgust, fear, sad, and joy) that form 

the intersection between the ISEAR dataset and the SemEval test 

set. Therefore, the number of emotion classes s=5. 

For the classification, we have used Naïve Bayes, Support 

Vector machines and Vector Space Model classifiers. We have 

considered the effect of the stemming, negation and intensity of 

emotions on classification performance. We have used WEKA 

tool [16] for the Naïve Bayes and SVM classification. In order to 

compare the performance of VSM and other classifiers, we have 

considered the mean F1-measure value and the kappa statistics 

which considers the inter-class agreements. 

First, we have used set theory, which deals with collections of 

abstract objects to find the intersections and set differences of 

objects in a given set. For the graphical simplicity, we only show 

three emotional classes (anger, disgust, and fear) with a few 

words in Figure 1 where each circle represents an emotional 

class and entries represent the words.  

Figure 1. Words belonging to specific emotions in 

ISEAR dataset after finding set differences

Using the set difference words, the word “ghost, bark, dentist 

and lion” is appeared only in sentences representing the fear 

emotion whereas “successful, rejoice, sunshine, tremendous, 
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accredit, and carnival” appeared only in joy sentences. The 

following table represents the automatically extracted emotion 

words, which are non-intersected words in ISEAR database. 

Anger Disgust Fear Joy Sad Shame Guilt 
rules detest ghost happiest weep aloud pinch 

strict worm bark joyous sadden zip decline 

disregard rotten dentist envelop coma infidelity feign 

judgment skull devil success farewell underwear counselor

crazy hypocrite ladder rejoice drought smear harsh 

hatred stink bitten ecstatic tragic dialect caretaker 

persist humiliate lion sunshine saddest spell insinuate 

… … … … … … … 

Table 2. Emotion related words from ISEAR dataset 
using set difference for each emotion set.

These results give hope us to use tf-idf (Term 

Frequency-Inverse Document Frequency) values for emotion 

classification because these non-intersected words have very low 

term frequency values (among 1-10) but have high inverse 

document frequency values. In addition, by using the tf-idf 

values we are also able to use the words in intersected areas. 

Therefore, we selected to use VSM (Vector Space Model) for 

emotion classification in text. 

4.1. Stop Word removal strategy 
This study also showed that some words are only appeared in 

specific sentences belonging to a single emotion, so stop-word 

removal based on minimum term frequencies is not suitable for 

emotion detection. Stop words are usually the most frequent 

words including articles (a, an, the), auxiliary verbs (be, am, is, 

are), prepositions (in, on, of, at), conjunctions (and, or, nor, 

when, while) that do not provide additional improvement for 

search engines but increase the computational complexity by 

increasing the size of the dictionary. The important aspect of 

stop-word removal in emotion detection is the words, not their 

frequencies. There are several publically available stop-word 

lists available where these lists consist of approximately 400-500 

most frequent words in a given language. However, public 

stop-word lists consider the information retrieval and they do not 

consider words carrying emotional content. Therefore we first 

need to remove some of the emotional words from the stop-word 

list including negative verbs (not, is not, does not, do not, should 

not, etc.). In addition, we replaced the word “very” with blank 

and the word “blank not blank” is replaced by “blank not”. In 

addition, Words in Table 2 are removed from the stop-word list 

to improve the classification rate. We ignored the part of speech 

tagging on input text because of its effect of reducing the 

classification accuracy as described in [17]. 

Since non-alpha tokens are automatically removed by TMG 

[18], the exclamation marks and question marks are replaced by 

descriptive new words “XXEXCLMARK” and 

“XXQUESMARK” respectively. Negative short forms are also 

replaced by negative long forms such that “doesn’t” is replaced 

by “does not”. After these replacements, the following sentences 

are changed as follows: 

“I don’t love you!” => “I do not love you XXEXCLMARK” 

=> “I do NOTlove you XXEXCLMARK” 

“I am not very happy.” => “I am not happy.” => “I am 

NOThappy.” 

As seen in the above examples, the word “happy” and “love” 

is used to create new words “NOTlove” and “NOThappy”. In 

this way, we can discriminate the word “love” having positive 

meaning and “NOTlove”. In the same way, the new word 

“NOThappy” has a negative meaning.  

Initially we have used stemming for finding morphological 

root of a given word. Stemmers in linguistic are widely used in 

search engines and query based systems to improve the 

efficiency of these systems. For emotion classification, 

stemming also removes the emotional meaning from the words. 

We found that tense information also affects the emotional 

meaning of the words. For example the words “marry” and 

“love” is frequently shown in joy sentences while the words 

“married” and “loved” are appeared in sad sentences.  

4.2. Training and Test sets 
For training, we have used combination of ISEAR, 

Wordnet-Affect and WPARD datasets. Testing is performed on 

SemEval Task 14 “Affective Text” test set.  

Our main training dataset, ISEAR, is further expanded by 

adding emotional words from Wordnet-Affect [4] and WPARD 

(Wisconsin Perceptual Attribute Rating Database) [3] to improve 

the emotional classification of sentences. Each word in 

Wordnet-Affect and WPARD is replicated up to average number 

of terms per document which is 16 (as seen on Table 4) in our 

experiment to make ISEAR like sentences. In this case, the 

sentences are constructed using the same words. 

WPARD is like a polarity dataset were collected from 342 

undergraduate students using online form to rate how negative or 

positive were the emotions they associated with each word, 

using a scale from -6 (very negative feeling) to +6 (very positive 

feeling), with 0 being a neutral feeling. Table 3 shows samples 

from this dataset. 

Word Value Word Value
rape -5.60 hope +4.43 

killer -5.55 honeymoon +4.48 

funeral -5.47 home +4.50 

slavery -5.41 sunset +4.53 

cancer -5.38 beach +4.58 

corpse -4.95 family +4.58 

slave -4.84 friend +4.60 

war -4.78 peace +4.62 

coffin -4.73 kiss +4.64 

morgue -4.72 holiday +4.73 

cigarette -4.49 fun +4.91 

Table 3. Sample cross-section from WPARD [3] dataset

 Before extracting the features, we have preprocessed the 

ISEAR dataset and manually eliminated some of the inconsistent 

and incomplete entries (such as “[No response]” lines).  

Normalization is performed using the TMG toolbox [18] and get 

the following distribution as seen in Table 4. 
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Emotion
Number  

of
sentences 

# of words 
before stop 

word 
removal

Average # of 
terms before 

normalization 

Average # of 
terms after 

normalization

Angry 1,072 26,3 24.8 17.7 

Disgust 1,066 22,8 21.6 15.8 

Fear 1,080 25,6 23.9 17.1 

Joy 1,077 21,1 19.8 14.2 

Sad 1,067 21,3 20.2 14.6 

Shame 1,052 24,9 23.9 16.9 

Surprise 1,053 23,5 22.6 15.9 

Average 1,066 23,7 22.4 16.0 

Table 4. Number of sentences per emotion in ISEAR 
Dataset

SemEval Task 14 “Affective text” test set is used for testing. 

Table 5 shows the sample cross-section in XML format and 

Table 6 shows corresponding ground truth for this test set. 

<corpus task=”affective text”> 
<instance id="500">Test to predict breast 
cancer relapse is approved</instance> 
<instance id="501">Two Hussein allies are 
hanged, Iraqi official says</instance> 
<instance id="502">Sights and sounds from 
CES</instance>
<instance id="503">Schuey sees Ferrari unveil 
new car</instance>
…

Table 5. Sample cross-section from SemEval test set 

Instance Id Anger Disgust Fear Joy Sadness Surprise
500 0 0 15 38 9 11 

501 24 26 16 13 38 5 

502 0 0 0 17 0 4 

503 0 0 0 46 0 31 

… … … … … … … 

Table 6. Corresponding ground truth data for SemEval 
test set

4.3. Experiments 
In order to build up the D matrix, first we made normalizations 

including limited stop-word elimination, term-length thresholds, 

which is 3 in our case. We did not consider global and local 

thresholds. Average number of terms per document before the 

normalization is 22.43 and after the normalization number of 

index terms per document is 16 and the dictionary size is 5,966 

terms. This result leads us to a D matrix of size 7,466×5,966. As 

the size of average number of index term elements per document 

is 16, the D matrix is very sparse. After computing Ej vectors, the 

new size is 5×5,966. 

After the normalization step, we have computed the term 

frequency and inverse document frequency (tf-idf) values that 

provide a level of information about the importance of words 

within the documents. The tf–idf weight is a weight often used in 

information retrieval and text mining. This weight is a statistical 

measure used to evaluate how important a word is to a document 

and how important the word is to all the documents in the 

collection.  

Experiment 1: We studied the effect of emotional intensity 

to classification performance on the SemEval test set. In our 

experiment we have selected emotions having either positive or 

negative valence value greater than a threshold T where T is 

between 0-70. According to Figure 2, F1-Measure value 

increases proportionally with the T when T is between 30 to 70. 

It shows that increased emotional intensity also increases the 

classification performance. 
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Figure 2. Valence threshold versus F1-measure on VSM 

classifier

Experiment 2: We have studied the effect of stemmers on 

emotion classification in text using 10 fold cross-validation on 

the ISEAR dataset and on unseen test set SemEval. A stemmer is 

an easy to implement algorithm which determines a stem (or 

morphological root) form of a given inflected (or, sometimes, 

derived) word form. In some cases it is known as suffix remover. 

We found that some words having the same morphological root 

can have different emotional meaning. For example, the word 

“marry” classified as joy and “married” is classified as sad 

emotions.  In spite of this, those samples are very limited. Our 

experiments showed that use of the stemming algorithms still 

gives additional increase in classification accuracy as seen in 

Table 7, Table 8, and Table 9 for Naïve Bayes, SVM and VSM 

classifiers. Bold values represent the best scores considering 

three classifiers. 

Naïve Bayes Classifier 
5 Class Emotional 

Classification

St
em

m
in

g 

10 Fold cross 
validation on 
the ISEAR 

dataset

Test on 
SemEval test 

set 

K
ap

pa

M
ea

n 
F1
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K
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A
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Training Set 

ISEAR 
Yes .59 67.0 67.2 .14 27.1 31.3

No .59 67.2 67.4 .09 23.3 26.8

ISEAR+WPARD+ 
WORDNET_AFFECT

Yes .51 61.2 60.8 .16 29.0 35.0

No .46 57.8 57.0 .12 25.3 30.8

Table 7. Naive Bayes results for five class emotion 
classification
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Support Vector Machine 
5 Class Emotional 

Classification

St
em

m
in

g 

10 Fold cross 
validation on 
the ISEAR 

dataset

Test on 
SemEval
test set 
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Training Set 

ISEAR 
Yes .59 67.5 67.4 .11 24.5 27.2

No .58 67.0 66.9 .09 23.4 26.4

ISEAR+WPARD+ 
WORDNET_AFFECT 

Yes .61 68.3 70.2 .12 24.9 27.0

No .56 65.0 67.1 .09 23.7 28.0

Table 8. Support Vector Machine results for five class 
emotion classification 

Vector Space Model 
Classifier 

St
em

m
in

g SemEval test set 

K
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A
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Training Set 

ISEAR 
Yes 0.16 28.7 36.0 

No 0.11 26.1 32.0 

ISEAR+WPARD+ 
WORDNET_AFFECT 

Yes 0.17 28.5 34.8 

No 0.11 25.5 32.0 

Table 9. Vector Space Model results for five class 
emotion classification

In addition to stemming experiment, we have considered the 

effect of adding emotional words from Wordnet-Affect and 

WPARD dataset into our training set. Results showed that, 

classification performance increased for Naïve bayes and SVM 

classifiers but in case of VSM the performance is reduced and 

there is only a small increase in kappa. This is because; we only 

added the word itself not sentences in our training set. Therefore 

during the normalization step, words come from Wordnet-Affect 

and WPARD behaved like a document which results a decrease 

in accuracy as seen in Table 8. 

Experiment 3: In this experiment, we only considered 

positive and negative classes. Therefore, we combined the anger, 

disgust, fear, and sad emotions in Negative class while joy is the 

only member of the Positive class. Table 10 shows the results of 

this classification for different classifiers where the best 

performance for cross-validation comes from SVM classifier 

with 79.5% F-Measure value and 59.2% with VSM classifier. 

Previous studies achieve up to 42.4% F1-measuse using 

coarse-grained evaluation for polarity detection on this dataset as 

reported in [19] while VSM approach achieves 59.2% 

F1-measure.  

For emotion classification, previous studies on this dataset 

achieves up to 30.3% F1-measure for single class and 11% on 

average for six-class emotion classification using coarse-grained 

evaluation. Evaluation criteria of these studies can be found in 

[19]. 

Our results achieve up to 49.6% F1-measure for single classes 

and 32.2% on average for five-class emotion classification as 

seen on Table 11.  

Classifier Test method/set Positive Negative Overall 
F1

Naïve Bayes
10Fold Cross 

Validation /ISEAR 
64.1 89.9 74.8 

Naïve Bayes SemEval 55.3 60.6 57.8 

libSVM 
10Fold Cross 

Validation /ISEAR 
69.0 93.8 79.5 

libSVM SemEval 49.9 66.3 56.9 

VSM SemEval 59.1 59.4 59.2 

Table 10. Experimental results for polarity in terms of 
F-Measure using cross-validation on the ISEAR dataset

For the stop word experiment , “English.stop” file from Porter 

stemmer and “common_words” file from TMG are used. As 

seen on Table 11, almost all best F-Measure (mean of precision 

and recall) scores come from our classifier with 32.22% value. 

In case of ConceptNet, we have used XML-RPC based client 

to communicate with ConceptNet server. For the evaluation, 

ConceptNet outputs a prediction vector 

)(),...,(),()( 21 SpSpSpSP m	  of size m where S represents a 

sentence or a snippet, pi(S) represents prediction value of ith

emotion class for the sentence S. Final classification result 

selects the maximum of pi(U) and assigns the corresponding 

class label using 

� � � �SpSP iimaxarg	
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F1
 

Naïve Bayes Porter 20.2 5.2 41.9 39.6 32.6 27.9

Naïve Bayes Tmg 21.5 5.4 42.7 40.5 32.5 28.5

libSVM Porter 17.7 9.5 39.0 42.7 34.1 28.6

libSVM Tmg 14.5 8.8 40.0 42.0 33.9 27.8

VSM Porter 22.1 9.1 40.1 49.2 37.1 31.5
VSM Tmg 24.2 9.3 41.1 49.6 36.7 32.2
ConceptNet N/A 7.8 9.8 16.8 49.6 26.3 22.1

Table 11. Experimental results (in terms of F1-Measure) 
for emotions trained from ISEAR and tested on SemEval 

Test set

We have also create a video player which detects the emotion 

of subtitle texts and speech signal using the VSM and SVM 

classifiers trained on the ISEAR and displays the corresponding 
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emoticon as seen in Figure 3. Emotion detection in speech signal 

is performed using ensemble of support vector machines. 

Figure 3. Emotion-ware video player screenshot from 

Finding Nemo2

5 CONCLUSION and FUTURE WORK 
In this paper, we proposed a VSM approach for HER from text. 

We measured the effect of stemming and emotional intensity on 

emotion classification in text. We showed that Vector Space 

model based classification on short sentences can be as good as 

other well-known classifiers including Naïve Bayes and SVM 

and ConceptNet.  

We also studied the effect of stemming to emotion 

classification problem. According to our experiments, use of 

stemming removes and decreases the emotional meaning from 

words. But these examples are very rare in our test set therefore 

use of stemming still increases the classification performance for 

all classifiers.  

Finally, we have developed an emotion enabled video player, 

which shows video, emotional states and valence information at 

the same time.  

As future work, we are planning to combine multiple 

modalities in video (audio, visual and text) to improve the 

classification performance. 
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Old Wine or Warm Beer:
Target-Specific Sentiment Analysis of Adjectives

Angela Fahrni & Manfred Klenner1

Abstract. In this paper, we focus on the target-specific polarity de-

termination of adjectives. A domain-specific noun, the target noun, is

modified by a qualifying adjective. Rather than having a prior pola-

rity, adjectives are often bearing a target-specific polarity. In some

cases, a single adjective even switches polarity depending on the

accompanying noun. In order to realise such a ’sentiment disam-

biguation’, a two stage model is proposed: Identification of domain-

specific targets and the construction of a target-specific polarity ad-

jective lexicon. We use Wikipedia for automatic target detection, and

a bootstrapping approach to determine the target-specific adjective

polarity. It can be shown that our approach outperforms a baseline

system that is based on a prior adjective lexicon derived from Senti-

WordNet.

1 INTRODUCTION

Approaches to sentiment analysis range from counting the (prior) po-

larity of words [9] to systems that do a full compositional semantics

analysis of sentence affect [5]. Specific resources have been deve-

loped, e.g. adjective lists [4], SentiWordNet [2] or WordNet-Affect

[8], that compile the prior polarity of words. It has been noted, how-

ever, that the polarity of words is not in any case domain-independent

[9]. An ’unpredictable plot’ in the movie domain might be a good

thing, but an ’unpredictable boss’ surely is not. Moreover, as we

would argue, even within a domain, the polarity of adjectives can

vary. Take the adjective ’cold’. While a ’cold coke’ is positive, a

’cold pizza’ is not. ’Coke’ and ’pizza’ are domain-specific targets.

Note that the adjective ’cold’ has the same WordNet sense in both

contexts (i.e. temperature reading), but the polarities are inverse. A

kind of target-specific sentiment disambiguation seems to be neces-

sary.

We propose a two stage model. First, the targets of a domain are

identified. We use Wikipedia’s and Wikionary’s category system to

get a comprehensive and moreover dynamic (since both resources are

growing and growing) target list. In a second step, the target-specific

polarity of adjectives is determined in a corpus-driven manner by

searching for combinations of a target-specific adjective with adjec-

tives that have a known prior polarity (e.g. good, excellent etc.). In

order to evaluate our approach, we have derived an adjective lexicon

with prior polarities from SentiWordNet. It serves as a baseline in

our experiments carried out with 3891 automatically extracted and

– by two independently working annotators2 – manually classified

(positive, negative, neutral) noun phrases.

1 Institute of Computational Linguistics, University of Zurich, Switzerland,
email: angela.fahrni@swissonline.ch, klenner@cl.uzh.ch

2 Annotation mismatches have been resolved afterwards.

The domain of fast food restaurants was chosen as a test bed for

our approach. We have downloaded about 1600 (manually classified)

texts from epinions.com, a website with a huge amount of customer

opinions concerning a broad spectrum of topics (holiday resorts, cars,

credit cards, lawyers ..). Although these texts are manually classified

along five categories: from very bad (one star) to really good (five

stars), they do not establish a gold standard for our task, which is NP

polarity detection. However, the ultimative goal of our work is to do

sentiment detection on the sentence and eventually on the text level.

2 WIKIPEDIA-BASED TARGET DETECTION
Wikipedia’s category system3 is used to organise the stock of

Wikipedia articles. It is hierarchical, but it does not constitute a ge-

nuine taxonomy, since it is based on pragmatic rather than ontolog-

ical considerations. Although Wikipedia’s hierarchy might be que-

stionable, it actually does identify crucial domain-specific concepts.

Moreover, the category tree also specifies named entities such as

product names, proper names and brand names. This is a big ad-

vantage, since these items most often are the targets we are inte-

rested in. Adapting to a new domain boils down to identify the crucial

Wikipedia categories (on an appropriate hierarchical level).

Food and Drink

Beverages

Restaurants

Food ingredients

...

Brand name beverage

products

Coffee brands

Coca Cola brands

Diet Coke

Coca Cola Cherry

...

Cereals

Herbs

Spices

Sauces
Cuisine by nationality

Figure 1. Wikipedia category ’Food and Drink’

In the fast food domain, /Food and drink/ is the most interesting

category4, it identifies 46807 targets. See Fig. 1 for a fragment of the

category tree. Rather than using a flattened list of these targets, we

keep the hierarchy in order to propagate polarities. For example, if it

is known that ’cold coca cola’ is positive then ’cold coca cola cherry’

3 http://en.wikipedia.org/wiki/Portal:Contents/Categorical index
4 /Furniture/ and /Service/ might as well provide additional targets.
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also is. Note that in the literature, e.g. [7], what we call targets, is

sometimes called features and attributes.

3 TARGET-SPECIFIC OR PRIOR POLARITY
We argue that only a few adjectives do have a prior positive or neg-

ative polarity. Especially vague adjectives such as ’big’, ’young’,

’large’, ’deep’ are best understood as bearing neutral prior polarity.

They adapt, however, to the context by either acting as intensifiers of

the intrinsic positive or negative polarity of a target noun (e.g. ’deep

insight’, ’deep disappointment’) or they combine with a neutral noun

to form a non-neutral polarity (e.g. ’old bread’). Extreme examples

such as ’cold pizza’ and ’cold coke’ where a single neutral adjec-

tive yields positive or negative polarity depending on the (neutral)

noun are best explained as the violation (’cold pizza’) and affirma-

tion (’cold coke’) of intrinsic or common sense properties of target

objects (pizza, coke). In the absence of common sense reasoning, we

propose a corpus-driven approach to determine such target-specific

polarities.

Nevertheless, we sometimes need prior polarities, since they help

us to explain certain compositional effects. Take the adjective ’lost’

which has a (prior) negative polarity. A ’lost virtue’ (virtue=positive)

is negative, ’lost glasses’ (glasses=neutral) is negative, but ’lost

anger’ (anger=negative) is positive. If ’lost’ had no prior (negative)

polarity, it could not combine with a negative word to form a posi-

tive noun phrase (’lost anger’). It is also not a simple valency shifter,

otherwise we could not explain how the combination with a neutral

noun forms a negatively qualified noun phrase (’lost glasses’).

In the literature, adjectives with a clear prior polarity have been

used as a seed list in order to identify the polarity of additional ad-

jectives, e.g. [9]. The assumption of these approaches was that the

augmented list again establishes a set of adjectives having a prior

polarity. Contradicting polarities of an adjective encountered in a

corpus were interpreted as a kind of noise and are resolved to one

(predominant) polarity using statistical measures. We argue that of-

ten it is not noise what is encountered but target-specific sentiment

ambiguity.

While we are relying on the same methods to identify the pola-

rity of non-seed adjectives discussed in the literature, namely con-

textual pattern such as coordination, we aim at building a target-

specific adjective lexicon instead of a domain-independent lexicon.

Our seed adjective lexicon consists of 120 negative and 80 positive

adjectives, where the polarity is supposed to be domain- and target-

independent5. A few examples of positive polarity adjectives are:

wonderful, tasteful, superb, positive, perfect, nice, ideal, great, ex-

cellent, delightful, delicious, good, beautiful.

4 TARGET-SPECIFIC POLARITY LEXICON
To get a target-specific polarity lexicon, two different corpora are

being used. The one previously described (1600 texts from epin-

ions.com, henceforth corpus I) and the world wide web (corpus II).

Corpus I is tagged and all targets are identified. The most frequent

targets from corpus I are used to find new texts in corpus II. Corpus

I acts as a kind of reference corpus: we know that these texts are

fast food ratings and thus we know that the adjectives used there and

the targets from our (Wikipedia derived) target list (which might be

noisy) that occur in these texts actually are relevant for the task at

hand: the construction of a target-specific adjective lexicon. Corpus

5 Of course, figurative language readily produces counterexamples.

II is the pool used to identify the polarity of the non-seed adjectives

from corpus I with respect to specific targets.

After we have identified the adjectives and targets we are inte-

rested in, we proceed as follows: We search both corpora for tag se-

quences that relate a target and at least two adjectives. It must hold

that:

- the noun or noun sequence is a target

- at least one of the adjectives is from the seed list

- at least one of the adjectives comes from the

stock of target-relevant adjectives

Currently, two sequence patterns are considered:

- adjective coordination (incl. modifying adverbs)

e.g. ’good and tasteful burger’

- copula constructions, e.g. NP BE Adj Adj+

e.g. ’the french fries are soggy and rather tasteless’

It is assumed that adjectives in such constructions share the po-

larity6. As already mentioned, this kind of pattern directed polarity

determination of adjectives is not new. However, in contrast to pre-

vious approaches, we require a target to be present relative to which

the sentiment disambiguation is done. Moreover, the adjective and

target must be of interest according to a reference corpus (corpus I).

Table 1. Examples of polarity tagged noun phrases

ADJ Target OWN-Pol. SWN-Pol.

hot burger 1 0
cheap burger 0.949 -1
fresh fruit 0.75 0
mouth-watering burger 0.975 1
sized sandwich 1 0
supersonic burger 0.95 0

OWN System SWN SentiWordNet

Table 1 gives some examples of polarity tagged pairs generated by

our systems. All noun phrases receive positive polarity from our sys-

tem (OWN-Pol.) but quite different polarities from our baseline sys-

tem that relies on an adjective list derived from SentiWordNet (last

column, SWN-Pol., see section 5). The polarity values are gradual,

ranging from -1 (very bad) to 1 (very good); 0 means neutral.

The polarity values of the seed adjectives are manually set, in some

cases we took information from SentiWordNet into account. Polarity

values of non-seed adjectives are given as the mean of the polarity

values of their peers (where a peer is e.g. a seed adjective that occurs

together with it in a coordination)7.

All those adjectives that have a single polarity with all of its tar-

gets receive a domain-specific polarity. These and only these adjec-

tives are combined with the seed list to form an augmented seed list.

If the polarity of an adjective depends on the target, an adjective-

target pair is added to the polarity-specific lexicon. Those adjectives

from corpus I that have not received a polarity in the first cycle (since

they never occurred e.g. in a coordination with a seed adjective) get

a second (third and fourth) change. They might get a polarity in an-

other round, on the basis of the incrementally augmented seed list.

Currently, we run four such incremental cycles.

6 There are, of course, exceptions, e.g. ’rich and poor people’.
7 We have also experimented with a confidence value of a polarity classifica-

tion, which is meant to tell us how strong a decision was.
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5 A PRIOR-POLARITY LEXICON DERIVED
FROM SentiWordNet

[2] introduce a semi-automatic approach to derive a version of Word-

Net where word senses are bearing polarities. The resource is called

SentiWordNet and is freely available for research purposes. The de-

velopers rely on the same idea as described above, namely a seed of

paradigm words with a clear polarity.

Table 2. SentiWordNet: ’unpredictable’

POS synset pos. neg. word sense

a 1781371 0.0 0.625 unpredictable#a #1
a 708935 0.0 0.0 unpredictable#a #2
a 566807 0.0 0.25 unpredictable#a #3

Table 2 shows the entry of ’unpredictable’. The numbers below

the polarity tags (pos., neg.) indicate the polarity strength (1 indi-

cates maximal strength). Word sense 1 and 3 of ’unpredictable’ have

negative polarity, while word sense 2 is neutral.

In SentiWordNet, the adjective ’hot’ has 22 senses, 7 of them have

neutral, 5 have negative and 10 have positive polarity. Since we are

only interested in the polarities, we merge the positive, negative and

neutral senses into one polarity entry, respectively. Each entry re-

ceives as its polarity weight the weighted sum of its SentiWordNet

scores, e.g.

weight(′hot′ = pos) =

∑
i∈swn pol(′hot′=pos)

swn score(i)

| synsets(′hot′) |
where swn pol(′hot′ = pos) denotes the set of synsets of ’hot’

bearing positive polarity and swn score(i) is the value of the Senti-

WordNet entry of word sense i of ’hot’.

This way, the adjective ’hot’ in its neutral reading gets a weight of

0.6, while positively interpreted it receives 0.28, leaving a 0.12 score

to the remaining negative case. Applying this strategy to SentiWord-

Net, we have generated an adjective lexicon with prior polarities that

blends the numerical weights of an adjective’s SentiWordNet entry

into three discrete polarity classes. Altogether, 21194 adjective en-

tries has been derived. Note that some of them has received three

(’e.g. ’hot’), some two (e.g. ’unpredictable’) and other only one po-

larity entry (e.g. ’good’).

6 EVALUATION
We have carried out an evaluation of our system on the basis of 3891

manually classified noun phrases8. The resulting gold standard com-

prises 1832 positive, 415 negative and 1644 neutral instances.

Three different experimental settings are distinguished. First, we

compared the polarity decisions of SentiWordNet (our baseline sys-

tem) and our system for the whole data set (all). Second, we took

only those classifications that received different polarities from the

two systems (conflict). Third, only the instances where both sys-

tems agreed in their polarity assignment are taken (agree).

Table 3 shows the accuracy under these conditions. Given the

whole data set (3891 NPs), our system outperforms SentiWordNet

by 6.8%. This setting is the ’realistic’ one, so, given domain-specific

texts, a substantial improvement can be achieved with the methodo-

logy we propose. If we (only) evaluate the conflicting classifications

(1937 NPs), our system shows its strength. Here an improvement of

8 which corresponds to 2426 NP types

Table 3. Accuracy under 3 experimental settings

SWN OWN

all 63.4 % 70.2%
conflict 39.2 % 52.9%
agree 87.4 % 87.4%

SWN SentiWordNet OWN System

13.7% was achieved. The evaluation of those cases where both sys-

tems assign the same polarity (1954 NPs shows that we can design

a high-accuracy system by combining both resources, SentiWordNet

and our system.

Table 4. Evaluation of (all) 3891 noun phrases

SWN OWN

prec rec f-meas prec rec f-meas

pos 97.5 % 39.5% 55.9% 66.0% 91.2 % 76.5%
neg 89.8 % 34.2% 49.5% 82.3% 37.2 % 51.1%
neut 53.7 % 97.4% 69.3% 77.3% 55.2 % 64.4%

� 58% 64%

SWN SentiWordNet OWN System � arithmetic mean

Table 4 shows the results (whole data set) for each single class. We

can see that our approach clearly outperforms SentiWordNet with re-

spect to the positive NPs ( 76.5% F-measure compared to 55.9%),

but only slightly given the negative NPs (1.6%). Given neutral NPs,

SentiWordNet wins (4.9%). A closer look at the data shows that Sen-

tiWordNet has a strong bias towards neutral classifications.

Table 5. Evaluation of (conflict) 1937 classification conflicts

SWN OWN

prec rec f-meas prec rec f-meas

pos 37.5 % 1.2% 2.4% 53.1% 98.4 % 68.9%
neg 58.9 % 11.3% 19.3% 51.5% 17.2 % 25.7%
neut 38.9 % 95.7% 55.3% 50.8% 4.2 % 7.8%

� 25.5% 34.2%

SWN SentiWordNet OWN System � arithmetic mean

From Table 5 we can see that our system has a bias towards pos-

itive classifications, but precision is still reasonable, so a F-measure

of 68.9% was achieved. Note that it is the class of conflicting classifi-

cations where our system (a target-specific approach) has to prove is

advantages over a system with prior polarities. The overall difference

in performance is 8.7%. But since normally one is interested in pos-

itive and negative polarities rather than neutral, our system improves

at the right place. If we look at these two classes, our approach is

70.9% superior to SentiWordNet (to be more precise: our adjective

list derived from SentiWordNet). However, we clearly have to come

to a more balanced performance.

Finally, from Table 6 (agree) we can see that a combination of the

two approaches can act as a high-precision system correctly identify-

ing 98.3% of the positive and 99.9% of the negative NPs. Note how-

ever that those NPs receiving the same vote from both systems most

often include a seed adjective. So they won’t have a target-specific

polarity.
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Table 6. Evaluation of 1953 (agree) decisions.

SWN + OWN

prec rec f-meas

pos 98.3 % 83.2% 90.1%
neg 99.9 % 56.4% 72.1%
neut 78.9 % 98.9% 87.8%

� 83.3%

� arithmetic mean

7 RELATED WORK
Our approach to the identification of polarity of adjectives is based

on the ideas of [3] (among others). However, [3] only identify prior

polarity, not contextual.

Work on contextual polarity detection is described in [11]. Here,

a (supervised) machine learning approach is used to find the contex-

tual polarity of words. In our (semi-supervised) approach, the notion

of a domain-specific target is stressed, while in their approach this is

left implicit as a problem to be solved by the machine learning com-

ponent. Note that [11] are striving to cope with a more challenging

domain, namely news texts. Accordingly, the empirical performance

reported there is worse than the one reported here. But we can not

seriously compare both.

Our approach to target detection is based on Wikipedia’s category

systems. Others, e.g. [7] have used contextual, e.g. meronymy dis-

criminators such as ’the X of Y’ where X is identified as an attribute
of the feature Y. We plan to improve our Wikipedia based approach

by also taking Wikipedia articles into account. Then, contextual dis-

criminators but also available tools such as those described in [6]

might prove helpful.

There are several approaches to derive polarity tagged adjective

lists form WordNet, e.g. [1], [4]. Since we plan to use SentiWord-

Net [2] also as a source for noun and verb polarity, we have already

worked with it to derive a baseline system for adjective polarity de-

tection.

Finally, the interaction between word sense disambiguation and

subjectivity has been discussed by [10]. However, in their system

sentiment detection helps word sense disambiguation while in our

approach a single word sense might even give rise to two inverse

target-specific polarities. Our solution to that problem has the side

effect that word sense disambiguation becomes superfluous. If an ad-

jective changes polarities depending on the target, both, adjective and

target are added to the target-specific lexicon9.

8 CONCLUSION AND FUTURE WORK
We have introduced a semi-supervised approach to NP polarity de-

tection that is based on a target-specific polarity lexicon induced from

a seed lexicon and two corpora. This enables our system to assign

different polarities to NPs with the same adjective but a different tar-

get noun (e.g. ’cold french fries’ and ’cold buttermilk’). Our system

outperforms a baseline system derived from SentiWordNet. The Sen-

tiWordNet baseline establishes a kind of upper bound for approaches

that rely on prior polarity information only.

Although we have started to experiment with both a measure

of polarity strength and a confidence metric, the results have not

9 However, neither approach is fully satisfying, since there are cases where
different senses of an adjective do have inverse polarities when combined
with a single noun, e.g. the ’inexpensive’ versus ’poor quality’ reading of
’cheap food’.

been sufficiently evaluated and thus are not presented here. Polarity

strength tells us how strong a positive or negative evaluation (here

NP polarity) is, confidence indicates how reliable a polarity decision

is.

Currently, NP polarity depends exclusively on adjective polarity.

This is an artefact of the chosen domain where nouns mostly are neu-

tral (food, furniture, employees etc.). But NP polarity often is com-

positional (as is sentence polarity). For example, a positive adjective

and a negative noun (’excellent forgery’, ’perfect spy’) combine to a

negative polarity. Therefore, but also to prove the domain indepen-

dence of our model, we plan to switch to another domain.

We are also working on a model of sentence-level sentiment analy-

sis. Currently, our main focus lies on the identification of basic de-

pendency structure that reliably indicate ’subject verb object’ con-

stellations (’I love this little book’). We then will focus on negation

(’never’), intra-sentential valency shifters (’but’) and complex com-

positional phenomena (’this could not fail to get nasty’).
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Detecting and Adapting to Student Uncertainty in a
Spoken Tutorial Dialogue System

Diane Litman 1

Abstract. We are currently building an adaptive tutorial spoken di-

alogue system, with the goal of using spoken and natural language

processing to monitor and respond to the affective state of student

uncertainty. First, I will discuss the empirical approach used to de-

sign and implement our system. To detect student uncertainty, we use

machine learning to develop a predictive model based on lexical and

prosodic features of student utterances. To develop system responses

to student uncertainty, we use a bigram analysis of a human tutoring

corpus to identify dependencies between uncertain student answers

and subsequent tutor responses. I will conclude the talk by presenting

initial evaluation results from a first controlled experiment, compar-

ing wizard versions of both our new adaptive and our original non-

adaptive tutorial dialogue systems.

1 Department of Computer Science & Learning Research and Development
Center University of Pittsburgh Pittsburgh, PA USA
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Abstract. We report the results of a systematic study of 
the feasibility of automatically classifying documents by 
genre using adjectives and adverbs as indicators of affective 
language. In addition to the class of adjectives and adverbs, 
we focus on two specific subsets of adjectives and adverbs: 
(1) trait adjectives, used by psychologists to assess human 
personality traits, and (2) speaker-oriented adverbs, studied by 
linguists as markers of narrator attitude. We report the results 
of our machine learning experiments using Accuracy Gain, a 
measure more rigorous than the standard measure of 
Accuracy. We find that it is possible to classify documents 
automatically by genre using only these subsets of adjectives 
and adverbs as discriminating features. In many cases results 
are superior to using the count of (a) nouns, verbs, or 
punctuation, or (b) adjectives and adverbs in general. In 
addition, we find that relatively few speaker-oriented adverbs 
are needed in the discriminant models. We conclude that at 
least in these two cases, the psychological and linguistic 
literature leads to identification of features that are quite 
useful for genre detection and for other applications in which 
identification of style and other non-topical characteristics of 
documents is important.  

1 INTRODUCTION 
This paper reports on the use of adjectives and adverbs to 
discriminate text genres characterized by affective expressions 
(e.g., fiction) from genres in which affective expressions are 
typically inappropriate (e.g., academic writing).1 We adopt the 
definition of genre given by Lee [2].  

[G]enre is a document-level category assigned on the basis 
of external criteria such as intended audience, purpose, 
and activity type, that is, it refers to a conventional, 
culturally recognised grouping of texts based on properties 
other than lexical or grammatical (co-)occurrence features, 
which are, instead, the internal (linguistic) criteria forming 
the basis of text type categories. 

Thus, a news report is intended to inform, an editorial or 
opinion piece is intended to persuade, and a novel is intended 
to entertain.  

The paper is organized as follows. First, we review 
discriminating features selected in automatic genre 

 
1 These results are taken from a much larger study by Rittman [1] of 
automated classification of documents by genre using adjectives and 
adverbs as discriminating features. 

classification research. In Section 3, we summarize how 
adjectives and adverbs are generally indicative of affective 
language, and describe the characteristics of two small subsets 
of adjectives (trait adjectives) and adverbs (speaker-oriented 
adverbs). In Section 4, we describe our methodology for 
discriminating documents by genre using these features. In 
Section 5, we present our results. In Section 6, we discuss our 
conclusions and provide direction for future work.   

2 FEATURE SELECTION IN GENRE 
CLASSIFICATION RESEARCH 
In previous research in genre discrimination, researchers have 
focused on identifying any features that are useful in 
discriminating genres. Toward this end, they have identified  
discriminating features of four basic types: (a) syntactic (parts 
of speech, e.g., adverbs, nouns, verbs, and prepositions), (b) 
lexical (terms of address, e.g., Mr., Mrs., Ms.; content words; 
most frequent words in a corpus, e.g., the, of, and, a); (c) 
character-level (e.g., punctuation, character count, sentence 
count, word length in characters); and (d) derivative (ratio 
measures, e.g., average words per sentence, average 
characters per word, type/token ratio).  

They have applied these features to discriminate different 
sets of documents and different genres. Using a set of features 
that were relatively easy to identify automatically in 
combination with a machine learning method, and working 
with 500 documents from the Brown Corpus, Karlgren and 
Cutting [3] selected a set of 20 features, such as first person 
pronouns, adverbs, prepositions, and nouns; characters per 
document; average words per sentence; and type/token ratio. 
Similarly, Kessler at al. [4] classified 500 documents from the 
Brown Corpus with 55 features (lexical, character-level, and 
derivative features). Using 500 documents from the LIMAS 
German corpus, Wolters and Kirsten [5] took a hybrid 
approach, combining the traditional IR "bag of words" method 
with a natural language processing method they called, "bag 
of �tagged� words." They represented documents as vectors of 
the frequency of content word lemmas and function words, 
and combined it with part of speech information. Inspired by 
research in author attribution, Stamatatos et al. [6] selected the 
50 most common words in the British National Corpus (e.g., 
the, of, a, and in), as well as eight of the most frequent 
punctuation symbols (period, comma, colon, semicolon, 
quotes, parenthesis, question mark, and hyphen). Using a 
subset of these features Ng et al. [7] selected four punctuation 
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marks (comma, period, colon, and semicolon) to classify a 
collection of Wall Street Journal and Federal Register 
documents in an investigation of features independent of 
syntax and semantics. Subject-classified and genre-classified 
training data was used by Lee and Myaeng [8] to select 
features based on three criteria: (a) find terms that occur in 
many documents belonging to one genre which are distributed 
evenly among all subject classes; (b) eliminate terms that are 
specific to a particular subject; and (c) downgrade terms that 
are common to many genres. Web-based technology features 
based on HTML tags and URL information were selected by 
Lim et al. [9] in addition to features used by other researchers 
(e.g., part of speech, punctuation, average words per phrase, 
and frequency of content words). More than one-hundred 
features (including syntactic, lexical, and character-level 
features) were selected by Santini et al. [10] and Santini [11] 
to address the problem of emerging genres in the Web. The 
problem of Web genre detection was also addressed by zu 
Eissen and Stein [12] using thirty-five derivative features, 
such as average number of mail links, average number of help 
symbols, and average number of various parts of speech (e.g., 
nouns, verbs, prepositions, and adverbs). Finally, Finn and 
Kushmerick [13] classified two sets of Web-generated corpora 
representing documents as (a) a bag-of-words (vector 
indicating the presence or absence of a word), (b) part-of-
speech statistics (vector of 36 parts of speech features); and 
(c) text statistics (e.g., average sentence length, average word 
length, and frequency of punctuation).  

The approach to genre identification that characterizes 
these studies might be called a �bag of features� approach: 
researchers applied machine learning techniques to any 
features that could be identified automatically. Since the focus 
of their research was genre identification, this approach was 
completely appropriate. But the use of bags of features, along 
with different sets of documents and genres, has made it 
difficult to systematically study the contribution of affective 
language to genre identification. Only one of the studies 
described above (Wolters and Kirsten [5]) specifically 
mentioned that adjectives and adverbs are useful for 
distinguishing genre, as opposed to a mix of many kinds of 
features they tested. Furthermore, the authors report their 
results using the standard measure of Accuracy; this measure 
does not take into consideration the impact of the percentage 
of documents that belong to each class on the outcome; this 
too makes it hard to compare results. 

In what follows, we discuss the characteristics of adjectives 
and adverbs that make them particularly useful for identifying 
expressions of affect and assess their contribution to 
automatic genre classification.  

3 ADJECTIVES AND ADVERBS AS 
FEATURES OF AFFECTIVE LANGUAGE 
As a grammatical category, adjectives modulate the meaning 
of nouns by emphasizing important or surprising properties of 
the noun being modified (e.g., a safe / historical / unusual 
building). The properties that are highlighted frequently 
represent a judgment or opinion. The statement, She wrote a 
poem, is a statement of (presumed) fact. The statement, She 
wrote a beautiful / horrendous poem, mixes a statement of 
fact with human judgment. Research indicates a correlation 

between human perceptions of subjectivity and the occurrence 
of adjectives in (a) sentences (Bruce and Wiebe [14], Wiebe 
[15], and Wiebe et al. [16]) and (b) documents (Rittman et al. 
[17]). This relationship is expected because of the nature of 
adjectives themselves. Subjective expressions necessarily 
involve judgments and opinions about people and things, and 
we frequently use adjectives to express our judgments.  

In a similar way, adverbs modulate the meaning of verbs, 
adjectives, other adverbs, and noun phrases. This is especially 
true of the many adverbs derived from adjectives by adding 
the suffix �ly (beautiful => beautifully; horrendous => 
horrendously); adverbs typically inherit the subjective 
connotation of the adjectives from which they have been 
derived.  

Within the larger set of adjectives or adverbs in the context 
of a sentence, researchers in psychology and linguistics have 
each indicated a subset of words that appear to be particularly 
expressive of affect. Psychologists have identified trait 
adjectives and linguists have identified speaker-oriented 
adverbs.  

3.1 Trait Adjectives 
The significance of adjectives in description and judgment 

has long been noted in psychology. Psychologists use trait 
adjectives to describe human personality traits (e.g., nervous, 
energetic, accommodating, and careful). Trait adjectives are 
classified by the type of personality they indicate, based on 
theories of psychology. Using factor analysis on various lists 
of adjectives Goldberg [18] proposed five dimensions of 
personality that are generally accepted as the �Big Five�: I. 
Extraversion (active, assertive, bold), II. Agreeableness 
(agreeable, considerate, cooperative), III. Conscientiousness 
(careful, conscientious, efficient), IV. Emotional Stability 
(imperturbable, relaxed, undemanding), and V. Intellect 
(artistic, bright, complex). Some researches (e.g., Nowson et 
al. [19], Argamon et al. [20], and Mairesse et al. [21]  have 
studied the relationship between personality traits of 
experimental subjects and their use of language features in 
different genres.  

We turn the Big Five on its side and select adjectives that 
are used by psychologists as indicators of personality as 
features for genre detection. Although psychologists use these 
adjectives to scientifically characterize human personality in 
the context of written and spoken text, when these adjectives 
are used in non-scientific language, they represent expressions 
of judgment. What is virtuous to one person may be sinful to 
another. Furthermore, trait adjectives frequently have an 
affective connotation; for example, the adjectives perfidious 
and vulgar almost always represent a negative judgment while 
the adjectives loyal and intriguing almost always represent a 
positive one. These connotations are pertinent whether the 
adjectives are used to describe people or some other kind of 
entity.  The trait adjectives in Appendix A (a subset of 44 trait 
adjectives which we derive from the full list reported by 
Peabody and De Raad [22], along with the adverbs derived 
from them (Appendix B), are therefore particularly likely to 
express affect.  

3.2 Speaker Oriented Adverbs 
Adverbs that express sentiment typically serve three 

grammatical functions: disjuncts, adjuncts and subjuncts 
(Quirk et al. [23]). Disjuncts (1.3) are peripheral to the 
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sentence and �express an evaluation of what is being said 
either with respect to the form of the communication or to its 
meaning � [And they express] the speaker�s authority for, or 
comment on, the accompanying clause� (Quirk et al. [23]) For 
example, in (1.3), frankly is a description of the speaker�s 
attitude about the statement, I am tired. In contrast, adjuncts 
(1.1) and subjuncts (1.2) are integrated within the structure of 
the clause. For example, in (1.1) and (1.2), slowly and kindly 
focus internally on the grammatical subject or verb phrase 
(i.e., they walked slowly, you wait kindly). This is quite 
different than the disjunctive use of frankly, which focuses 
externally on the speaker�s behavior. As Mittwoch [24] 
explains, disjuncts are a way to �refer to one�s own words.� 
For this reason, disjuncts are referred to as speaker-oriented 
adverbs (SOAs). 

 
(1.1) Slowly they walked back home. (Adjunct) 
(1.2) Would you kindly wait for me? (Subjunct) 
(1.3) Frankly, I�m tired. (Disjunct) 
 
The potential usefulness of SOAs in identifying 

expressions of affect is supported by Jackendoff [25] and 
Ernst [26], who indicate that (a) adverbs can refer to the 
speaker (narrator), the grammatical subject, or the manner in 
which an event occurs, (b) sentence position of adverbs 
affects meaning, (c) adverbs can occur in some positions and 
not in others, and that (d) adverb phrases can frequently be 
paraphrased using corresponding adjective phrases. SOAs 
refer to the speaker of the sentence, subject-oriented adverbs 
refer to the grammatical subject of the sentence, and manner 
adverbs refer to the main verb of the sentence. In summary, 
SOAs provide a grammatical mechanism by which a speaker 
can insert an indication of mood or attitude at the periphery of 
the sentence. We use a set of 30 SOAs derived from Ernst 
[26] (Appendix C). 

3.3 Adjectives and Adverbs in Relation to Genre 
Identification 

Since adjectives and adverbs frequently perform some 
degree of evaluation, it follows that the occurrence of a 
relatively high number of adjectives and adverbs should 
indicate the presence of expressions of judgment in a 
document. This characteristic makes the frequency of 
adjectives and adverbs in text a likely feature for 
discriminating genres that include expressions of sentiment 
and judgment.  

Trait adjectives and the adverbs inherited from them 
frequently have evaluative connotations, at least in context; 
we expect that they will be most frequent in genres that 
describe people�s behavior, such as fiction. SOAs characterize 
the narrator�s perspective, and are indicative of intent and 
behavior.  

Since genre is indicative of the author�s purpose, intended 
audience, and type of activity (Lee [2]), we explore the 
contribution of adjectives and adverbs in general, and trait 
adjectives and SOAs in particular, to the identification of 
genre.  

4 METHODOLOGY 

In the first part of this section, we describe the materials used 
in our study; these include the collection of documents, the 
genre labels and the features, and the classification problems 
that we used machine learning methods to solve. In the second 
part, we describe Accuracy Gain, a measure of the 
contribution of features to a classification task that is more 
rigorous than the standard measure of Accuracy used in most 
genre identification tasks. 
 
4.1 Experimental Materials 
To systematically study the relationship of adjectives and 
adverbs to genre, we needed a set of documents that had been 
classified by genre and tagged by part-of-speech. Fortunately, 
the freely available British National Corpus, World Edition 
(BNC2 [27]) satisfied these requirements. Lee [28, 29] 
originally assigned each of the 4,054 2 documents in BNC2 to 
one of 70 genres; 46 were written and 24 were spoken. 
However, the large number of genres meant that relatively 
few documents were assigned to each genre. Davies [30] 
therefore organized these 70 genres into six supergenres 
which he labeled academic, fiction, news, non-fiction, other,
and spoken. Our experimental task is to assess the 
contribution of adjectives and adverbs to automatic 
classification of these six genres. 

We consider two basic kinds of genre classification 
problems. The easier problem is one-against-one; the harder 
problem is one-against-many. One-against-one discriminates 
one genre from another (e.g., academic vs. fiction or fiction 
vs. news). One-against-many discriminates one genre from all 
other genres in a corpus (e.g., academic vs. fiction, news, non-
fiction, other, and spoken, or news vs. academic, fiction, non-
fiction, other, and spoken). One-against-one is easier because 
it considers one document subset of a corpus against another 
subset, and because only two genre categories are considered. 
One-against-many is harder because it treats one genre against 
the entire corpus; the latter consists of documents from 
multiple genres. 

For one-against-one, we chose three of Davies [30] 
supergenres that are mutually exclusive: academic, fiction and 
news. This presents three one-against-one classification 
problems: academic vs. fiction; academic vs. news; and news 
vs. fiction. For one-against-many, we used the same three 
supergenres, comparing the performance of classifiers on 
distinguishing the supergenres from documents consisting of 
all of the other genres in BNC2. Our one-against-many 
problems are (1) academic vs. not-academic (fiction, news, 
non-fiction, other, and spoken), (2) fiction vs. not-fiction 
(academic, news, non-fiction, other, spoken); and (3) news vs. 
not-news (academic, fiction, non-fiction, other, and spoken). 

We chose the supergenres of academic, fiction, and news 
for several reasons. First, they are based on Lee�s [2] criteria 
for genre (intended audience, purpose, and activity type). 
Second, Davies� [30] organization is exclusive. For instance, 
the set of documents labeled fiction excludes academic, news, 
non-fiction, spoken and other (although non-fiction can be 
similar in content to other classes, such as academic for 
instance except it is intended for a different audience). What 
he calls spoken includes everything spoken, regardless of 

 
2 BNC2 includes 4,054 documents. We exclude one document 
because it is a duplicate (see Lee [2]). 
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whether it is academic, fiction, news, non-fiction, or other. 
We do not use other because it is not a conceptually distinct 
class. Third, selecting only three supergenres directly 
(academic, fiction, and news) limits the number of 
discriminant tests to six problems (three one-against-one and 
three one-against-many), as opposed to 21 problems if we 
selected all six supergenres (15 one-against-one and six one-
against-many). Finally, the supergenres of non-fiction, other, 
and spoken are treated indirectly in our one-against-many 
classification problems.   

From the complete corpus (N=4,053), we randomly 
selected 50% of the documents for training (n=2,029) and 
50% for testing (n=2,024). Based on this selection, we broke 
out six document sets. Table 1 shows the number of 
documents in each set. 

 
Problem Doc 

Sets 
50% 
Training 

50% 
Testing Total 

2,029 2,024 4,053 

Acad vs. Fiction Acad 276 229 505 

Fict 218 246 464 

Total 494 475 969 

Acad vs. News Acad 276 229 505 

News 249 269 518 

Total 525 498 1,023 

Fict vs. News Fict 218 246 464 

News 249 269 518 

Total 467 515 982 

Acad vs. NotAcad Acad 276 229 505 

NotAcad 1,753 1,795 3,548 

Total 2,029 2,024 4,053 

Fict vs. NotFict Fict 218 246 464 

NotFict 1,811 1,778 3,589 

Total 2,029 2,024 4,053 
News vs. 
NotNews News 249 269 518 

NotNews 1,780 1,755 3,535 

Total 2,029 2,024 4,053 

Table 1: Training-Testing Document Sets 

In the larger study, Rittman [1] systematically tested the 
impact of a variety of adjective and adverb features on genre 
identification on these six problems. First, features were 
represented as types and tokens. Type indicates whether a 
word occurs in a document at least once; token indicates the 
frequency of a word in a document. These two measures give 
rise to two related representations of features: count and 
vector. Count is the aggregate of all members of a class in a 
document. For example, suppose that word_1, word_2 and 
word_3 all belong to the target class under discussion.  And 
suppose that word_1 occurs three times in a document, 

word_2 does not occur, and word_3 occurs 7 times. The count 
of types is 2 (1+0+1). The count of tokens is 10 (3+0+7). The 
vector approach also identifies types and tokens but represents 
them a different way. For example, if a word occurs in the 
document, then type=1; else type=0. If type=1, then 
token=frequency of the word in the document; else token=0. 
Thus, in the example above for the three hypothetical words, 
the vector for the document is (1, 3, 0, 0, 1, 7). 

In some cases, the sentence position of a word was marked, 
such as sentence-initial position and not sentence-initial 
position which conceptually is the union of any sentence 
position. Finally, each feature was represented as a 
normalized and a non-normalized variable. The normalized 
variable is calculated by dividing frequency by the total count 
of words in a document. 

 We call the various ways of representing features a 
method. Each method includes a unique set of features (such 
as speaker-oriented adverbs) and different ways of 
representing the features (such as sentence position, vector or 
count, or as normalized or non-normalized). The intersection 
of a method and a classification problem represents a model. 
Since there are 54 methods for six problems, we analyzed a 
total of 324 models. In what follows, we report only on a 
portion of the 324 models identified in the larger study, using 
only the results of the normalized variables for the adjective 
and adverb features that are most interesting. Table 2 lists 
these 17 sets of features  

 

Feature / 
Method 

 
Word Class 

Types in 
BNC2 * 

Vector 
or 
Count 

SOA1 

30 Speaker-Oriented 
Adverbs (Appendix C) in 
any sentence position 
using a vector length of 
60 

30 V 

SOA2 

SOA1 in sentence-
initial+not-sentence-initial 
position using a vector 
length of 120 

30 V 

SOA3 Count of SOA1 in any 
sentence position 30 C 

RB All words tagged in 
BNC2 as adverbs 9,324 C 

RB-ly All RB ending in ly 6,372 C 

JJ All words tagged in 
BNC2 as adjectives 147,038 C 

JJ1 
Subjective adjectives 
identified by [31] (in 
BNC2) 

1,322 C 

JJ2 
Trait Adjectives full list 
derived from [22] (in 
BNC2)   

732 C 

JJ3 

Subset of JJ2 (Appendix 
A) identified in pilot study 
as indicative of 
subjectivity 

44 V / C 

RB1 Trait Adverbs  derived 
from JJ2 by adding ly 539 C 

RB2 

Subset of RB1 (and JJ3) 
(Appendix B) using 
vector length of 72, also 
as a count 

36 V / C 

JJ3+RB2 Union of JJ3+RB2 using 
a vector length of 160 80 V 
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SOA1+JJ3 
+RB2 

Union of 
SOA1+JJ3+RB2 
(Appendix A, B, C) using 
a vector length of 220 

110 V 

All-JJ&RB SOA3, JJ, JJ1, JJ2, JJ3, 
RB, RB-ly, RB1, RB2 165,437 C 

NN Nouns 430,415 C 
VB Verbs 60,083 C 
Punc Punctuation 71 C 
* For each feature we consider both types and tokens. Thus the 
number of variables for each feature is doubled. 

Table 2: Selected Features 

We include the count of all adjectives and adverbs that 
were tagged as such in BNC2, including all adverbs ending in 
�ly, and all adjectives identified by Wiebe [31] as subjective 
adjectives. For our vector experiments, we select the 30 
speaker-oriented adverbs derived from [26] (Appendix C), the 
subset of 44 trait adjectives derived from Peabody and De 
Raad [22] (Appendix A), and a list of 36 trait adverbs derived 
from Appendix A by adding -ly (Appendix B). We also 
combine these three lists of words in a union set of 110 
adjectives and adverbs (Appendix A, B, and C). We also 
included nouns, verbs and punctuation as a benchmark to 
compare the performance of models using our adjective and 
adverb features. 

Each set of features in Table 2 was used to build different 
models using tools for discriminant analysis provided by 
SPSS (version 11.0). The machine learning method of 
discriminant analysis is a widely used classification method of 
multivariate statistics used in genre classification work by 
Karlgren and Cutting [3], Stamatatos et al. [6], and Ng et al. 
[7]. For each classification problem, we test the performance 
of various sets of features and methods.  

4.2 Accuracy Gain 3
The standard measure of performance for classification 

problems is Accuracy [32]. Simply put, Accuracy is the 
fraction of correctly predicted cases. However, Accuracy does 
not consider the proportion of members of a particular class. 
As such, it does not take into account the most rigorous and 
expected baseline that a hypothetical classifier can achieve; 
this baseline is equal to proportionate size of the majority 
group. For example, if 88 of 100 documents are academic and 
12 are news, the best strategy for a classifier is to guess 
academic every time; this hypothetical classifier will have an 
accuracy performance of 88%. This is what we call a best 
guess classifier.  

The standard accuracy measure therefore under-rates the 
performance of a classifier that does better than the best guess 
and over-rates the performance of a classifier that does less 
well than best-guess. Suppose that one classifier identifies 
88% of 100 documents correctly and another identifiers 90% 
of 100 correctly. There is only a 2% difference in performance 
by the two classifiers.   

Accuracy gain (AG) achieves a more realistic measure of 
the performance of the classifiers by treating the baseline (or 
best-guess) performance as zero; the performance of a 

 
3 See Rittman [1].  
 

classifier that does better than best guess is represented with a 
positive number; the performance of a classifier that does less 
well than the baseline is represented as a negative number. 
Table 3 compares the measures of Accuracy and Accuracy 
Gain for a case where 88 documents belong to one class and 
12 belong to another.  

 
Classifier Performance (Baseline = 0.88) 
Accuracy (%) Accuracy Gain (%) 
86 -17 
88 0 
90 17 
91 25 
100 100 

Table 3: Accuracy Computed as Accuracy Gain 
 
With AG, a classifier that achieves only baseline Accuracy 
(88%) performs at 0%, i.e., no better or worse than it would 
have achieved with a best-guess strategy. But the classifier 
that achieves a two-point improvement (90%) over the 
baseline (88%) has a 17% Accuracy Gain. This more 
accurately reflects the performance of the classifier with the 
apparently small (2%) improvement. 

Figure 1 shows how we calculate AG by re-scaling (or 
normalizing) the rigorous baseline to zero. The resulting 
fraction (AG) represents the improvement over the best guess 
procedure compared to the maximum possible improvement 
(100%).  

 

AG=(Accuracy-Best Guess)/(100-Best Guess) 
AG=(90-88)/(100-88) 

Original Scale (Accuracy=90%) 
Best Guess <------Accuracy----------------------->Perfect 

88%                 90%                                 100% 

Re-Scale (Accuracy Gain=17%) 
Best Guess <-----Accuracy Gain ---------------->Perfect 

0%                  17%                                 100% 

Figure 1: Calculation of Accuracy Gain (AG) 
 

Another advantage of the AG measure is that it allows 
consistent comparison of results for studies that use classes 
with different populations.  All of the studies cited in Section 
2 use the standard Accuracy measure; only half report the 
proportionate size of genre categories (Karlgren and Cutting 
[3], Kessler et al. [4], Ng et al. [7], Lee and Myaeng [8], 
Santini et al [10] and Santini [11], and zu Eissen and Stein 
[12]).  

We therefore report our results using AG as the most 
rigorous performance measure and as a method that promotes 
comparability of future research.  

5 RESULTS  
Table 4 shows the impact of the different features (methods) 
for discriminating the three genres. As expected, the results 
for the one-against-one classification problems are better than 
one-against-many. Still, for both sets of problems, models 
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using adjective and adverb features outperform models 
containing nouns, verbs, or punctuation. For example, for 
academic vs. fiction, NN achieves an AG of 81.4%, higher 
than VB or Punc. But four features (SOA1; SOA2; 
SOA1+JJ3+RB2; All-JJ&RB) do better than these standard 
categories. This shows that adjectives and adverbs should be 
used as discriminating features for genre identification. 

We also find that the highest AG for all six problems is 
achieved by the combination of many kinds of adjective and 
adverb features (All-JJ&RB); this row is highlighted in Table 
4. For example, distinguishing academic writing from fiction, 
using this feature achieves an astonishing 98.8% of the 
possible gain in accuracy (AG). The same method applied to 
fiction vs. news and academic vs. news scores the second and 
third highest AG of 93.0% and 90.8%, respectively. The same 
is true for the harder problems: news vs. not-news 
(AG=13.5%), academic vs. not-academic (AG=10.6%) and an 
impressive AG of 52.5% for fiction vs. not-fiction. 

 
Feature / 
Method Problem 

One-Against-One One-Against-Many 

Acad 
vs. 
Fict 

Acad 
vs. 
News 

Fict 
vs. 
News 

Acad 
vs. 
Not-
Acad 

Fict 
vs. 
Not-
Fict 

News 
vs. 
Not- 
News 

SOA1 91.6 75.6 69.8 -1.8 16.4 -1.5 

SOA2 89.4 73.0 72.0 1.8 13.9 0.8 

JJ 72.2 65.0 61.6 9.7 0.0 6.8 

RB 77.6 41.8 88.4 0.0 -4.9 -0.8 
SOA1+JJ3 
+RB2 88.6 79.6 70.4 -2.7 14.8 2.3 

All-JJ&RB 98.8 90.8 93.0 10.6 52.5 13.5 

NN 81.4 68.6 83.0 -2.7 0.0 3.8 

VB 72.2 69.0 76.0 -10.6 -8.2 0.0 

Punc 76.8 20.4 83.4 0.0 28.7 -1.5 

Table 4: Best Performing Models Using Adjectives and 
Adverbs Compared to Other Features 

 
Table 4 also shows that for five of the six problems, the 

next best performance is achieved by vector models using the 
30 SOAs (SOA1) (academic vs. fiction, AG=91.6%), the 110 
adjectives and adverbs (SOA1+JJ3+RB2) (academic vs. news, 
AG=79.6%), or models using the simple count of all 
adjectives (JJ) (academic vs. not-academic, AG=9.7%; news 
vs. not-news, AG=6.8%) or all adverbs (RB) (fiction vs. news, 
AG=88.4%). For fiction vs. not-fiction, a model using the 
simple count of all punctuation achieves the second best result 
(AG=28.7%), compared to using all adjective and adverb 
features (All-JJ&RB) (AG=52.5%).    

Another way to assess the performance of our methods is 
to see which choices of features produce an accuracy gain for 
all six classification problems. Table 4 shows that these 
methods include the count of all adjective and adverb features 
(All-JJ&RB), and the vector of the 30 SOAs (SOA2), 

although we see that AG for the hard problems of academic 
vs. not academic and news vs. not-news is only 1.8% and 
0.8% respectively. Nevertheless, benchmark models using 
nouns, verbs, and punctuation do not achieve a positive AG 
for all six problems.  

Furthermore, the model representing the 30 SOAs (SOA2) 
that yields a positive AG for all six problems contains only 11 
to 19 unique words in the final discriminant model (Table 5). 
Fewer than 20 unique SOAs (SOA2) can do the work of 
thousands of words (All-JJ&RB).   

 
Speaker-Oriented Adverbs (SOA2) 

Problem AG 
Unique Words in 

Model * 
Acad vs. Fict 89.4 17 

Acad vs. News 73.0 11 

Fict vs. News 72.0 13 

Acad vs. Not-Acad 1.8 13 

Fict vs. Not-Fict 13.9 19 

News vs. Not-News 0.8 16 
* A unique word in a discriminant model can be 
represented as both a type and a token variable, or 
only as a type or a token 

Table 5: Number of Unique SOAs in Models Yielding 
Accuracy Gain for All Problems 

We also assess classifier performance of vector models 
using combinations of the three sets of the 110 words 
(Appendix A, B, C). We find that models representing only 
the 30 SOAs are most effective for academic vs. fiction, 
fiction vs. news, and fiction vs. not-fiction (Table 6). When 
combined with trait adjectives and trait adverbs, performance 
improves slightly for academic vs. news and remains stable 
for fiction vs. not-fiction.  

 
Feature / 
Method Problem 

One-Against-One One-Against-Many 

Acad 
vs. 
Fict 

Acad 
vs. 

News 

Fict 
vs. 

News 

Acad 
vs. 

Not-
Acad 

Fict 
vs. 

Not-
Fict 

News 
vs. 

Not- 
News 

SOA1 91.6 73.8 71.2 -3.5 14.8 -0.8 

JJ3 68.4 48.6 46.0 -3.5 -5.7 1.5 

RB2 47.8 21.6 38.2 -2.7 -1.6 -2.3 
JJ3+RB2 71.8 51.8 48.8 -4.4 -0.8 2.3 
SOA1+JJ3 
+RB2 88.6 79.6 70.4 -2.7 14.8 2.3 

Table 6: Contribution of Speaker-Oriented Adverbs, Trait 
Adjectives, and Trait Adverbs to Models 

 

Classifier performance is slightly better than the best guess for 
news vs. not-news using trait adjectives and trait adverbs 
alone. However, performance is not effective for academic vs. 
not academic using any combination of the three sets of the 
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110 words. This suggests that, as a class, SOAs contribute 
more to vector models than do trait adjectives and trait 
adverbs, and none of the 110 words are effective for 
distinguishing academic from not-academic documents.  

Finally, we assess the contribution of the 30 SOAs 
(Appendix C) as compared to the 44 trait adjectives 
(Appendix A) and the 36 trait adverbs (Appendix B) by 
ordering the relative contribution of these 110 words to our 
vector models. We rank the 110 words that we entered into 
the various models by assigning scores according to the 
contribution (weight) each word made to a model, and by 
giving credit for the number of models each word contributed 
to. This method evaluates the contribution of words to all 
possible models (though it does not show which words are 
best for discriminating between particular genres). We find 
that only 95 of the 110 words contributed to a vector model. 
These 95 words include the 30 SOAs, 40 of the 44 trait 
adjectives, and only 25 of the 36 trait adverbs (we indicate 
these words in Appendix A, B, and C). On average, SOAs 
made the greatest contribution to vector models, generally 
ranking higher than trait adjectives and trait adverbs. For 
example, half of the 30 SOAs (e.g., maybe, generally, surely, 
necessarily, clearly, specifically, strangely, and seriously)
rank in the top 25% of most effective words, whereas only 
small numbers of the other classes occur above the same 
cutpoint (9 of 40 trait adjectives; e.g., bad, moral, natural, 
characterless, and honest), and only 3 of 25 trait adverbs: 
fairly, badly, and naturally). Clearly, SOAs contributed most 
significantly to our genre classification models. 

This may be indicative of a relationship between narrator 
behavior (marked by the use of SOAs in text) and author 
intent (one of several distinguishing criteria of genre). It also 
shows that the use of a linguistically defined construct guides 
us directly to the essential feature of the statistical models. 
Indeed, a model representing only 30 SOAs (SOA1) is 
comparable to the best-performing model (All-JJ&RB) for 
academic vs. fiction (AG=91.6%) (Table 4). It is most 
difficult to distinguish the three genres from all other genres 
in the corpus as expected, although fiction vs. not-fiction is 
relatively distinct using this feature (SOA1) (AG=16.4%).  

6 CONCLUSION AND FUTURE WORK 
Motivated by research in psychology and linguistics, we 
demonstrate that using adjective and adverb features in 
discriminant models is generally superior to benchmark 
models containing nouns, verbs, or punctuation features. In 
particular, vector models representing only 110 words (SOAs, 
trait adjectives and trait adverbs) are comparable to models 
using the count of thousands of words. As a class, the 30 
SOAs are generally more effective than the class of 44 trait 
adjectives and 36 trait adverbs for the classification 
experiments we conducted.   

But in the long term, our specific results are less important 
than the evidence that our approach to systematically studying 
the contribution of adjectives and adverbs to genre 
identification provides useful clues about how expressions of 
affect can be recognized by computer systems and how this 
information can be used for any application that depends on 
accurate identification of characteristics of affective language. 

Accuracy Gain rigorously measures the contribution of 
features to classification problems.  

We recommend that our principles and methods be applied 
to (a) solving problems in other applications, (b) using other 
corpora, and (c) finding other features. Other applications 
include author identification, detection of subjectivity versus 
objectivity, classification of texts for question-answering, 
natural language generation, detection of customer review 
opinions in business environments, detection of personality 
traits in text, and detection of people who might be susceptible 
to certain beliefs. Other corpora include weblogs, email logs, 
and chat room logs. Possible sources of features include the 
domains of stylistics, communication, journalism, content 
analysis, and political discourse.  
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APPENDIX A: 44 Trait Adjectives (JJ3) 
avaricious * bad * biased * calculating * characterless * 
decent * deceptive * dishonest * disloyal * ethical * 
fair * faithful * frank * honest * hypocritical * 
insincere * intriguing * just * loyal * lustful * 
lying * malicious * materialistic * mercenary * moral * 
natural * noble * perfidious pharisaical principled * 
rapacious * righteous * sincere * trustworthy * truthful * 
underhanded unfaithful * unreliable * unscrupulous * untruthful * 
upright * venal virtuous * vulgar *  
* Indicates 40 words that contributed to a vector model 

APPENDIX B: 36 Trait Adverbs (RB2) 
avariciously badly * calculatingly * decently * deceptively * 
dishonestly * disloyally * ethically * fairly * faithfully 
hypocritically * insincerely * intriguingly * justly * loyally * 
lustfully * maliciously * materialistically * morally * naturally * 
nobly * perfidiously * pharisaically rapaciously righteously * 
sincerely * truthfully * underhandedly unfaithfully unreliably * 
unscrupulously untruthfully uprightly valiantly virtuously * 
vulgarly     
* Indicates 25 words that contributed to a vector model 

APPENDIX C: 30Speaker-Oriented Adverbs (SOAs) 
amazingly briefly candidly certainly clearly 
confidently curiously definitely frankly generally 
honestly ideally luckily maybe necessarily 
normally obviously oddly possibly predictably 
preferably probably roughly seriously simply 
specifically strangely surely surprisingly unfortunately 
Note: All SOAs contributed to a vector model 
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Verbs as themost “affective” words
Marina Sokolova and Guy Lapalme 1

Abstract. We present a work in progress on machine learning of
affect in human verbal communications. We identify semantic verb
categories that capture essential properties when human communica-
tion combines spoken and written language properties. Information
Extraction methods then are used to construct verb-based features
that represent texts in machine learning experiments. Our empirical
results show that verbs can provide a reliable accuracy in learning
affect.

1 Introduction

In some social situations, there is a tendency to avoid adjectives and
adverbs with explicit negative connotations. Their absence, or near
absence, can create additional problems to Text Data Mining for au-
tomated and statistical learning of affect and emotions. We attribute
this to the fact that negative adjective and adverbs discriminate more
between positive and negative opinions than those with a positive af-
fect [13]. In the absence of negative words in texts, the accuracy of
affect and emotion classification usually declines. To overcome this
problem, we have looked for other sets of features to represent texts
in machine learning experiments not involving positive and negative
words.
In this paper, we show that, under certain conditions, people’s ac-

tions, expressed by verbs, allow an accurate machine learning of the
conscious subjective aspect of feeling or emotion, i.e., affect. We ap-
ply Communication Theory to build semantic verb categories, then
formalize their use by language patterns and apply Information Ex-
traction to construct text features from them. Debates from the US
Congress and consumer-written forum messages provide appropri-
ate data for empirical support, because in both cases data contributors
consciously state their feelings towards the discussed matters.
In the empirical part of the paper,we apply machine learning tech-

nique to the texts represented by the verb-based features by running
regression and classification experiments. Regression problems of
sentiment and emotion analysis have not been widely studied be-
fore as previous studies mainly focused on binary classification [10],
sometimes solving a three-class classification problem [16]. Joined
regression and classification learning allows a more detailed analysis
of the applicability of our approach. In the absence of a direct affect
labelling, we use given opinion labels as their estimates.

Our method does not rely on domain-specific and content words
thus, it is applicable to study affect on data belonging to different
domains. Our results can also be used to recover affect in situations
in which participants do not give an explicit negative evaluation of
the discussed matter.

1 RALI, Département d’informatique et de recherche opérationnelle, Univer-
sité de Montréal, C.P. 6128, Succ. Centre-Ville,Montréal, Québec, Canada,
H3C 3J7, {sokolovm,lapalme}@iro.umontreal.ca

Category Refers to Examples
cognition mental state consider, hope, think, know
perception activity of the senses see,feel,hear
attitude volition and feeling enjoy,hate,love
activity a continuing action read, work, explain
event happening or transi-

tion to another state
become,reply,pay,lose

process continuing or eventual
change of state

change,increase,grow

Table 1. The list of non-modal verb categories, their main semantic refer-
ences, and examples of corresponding verbs.

2 Verb categories in human communication

Learning from records of human communication is one of the fastest
growing areas of language and machine learning technologies. Such
problems are more subjective and difficult to solve than traditional
text classification and mining tasks [11], especially when the learning
goal is the analysis of a communicated affect. They also require the
development of methods to capture the relevant characteristics from
a vast amount of data.
Stimulated by the English saying “Actions speak louder than

words”, we looked at how verbs, which express actions in language,
reveal a person’s affect towards the discussed matter either emotion-
ally or rationally. The emotional part may be expressed by attitude
(enjoy, hate) and, partially, by the perception of the situation (smell,
feel). The rational part may require the person to list facts such as
events (meet, send) or the state of affairs (depend, have). To increase
or diminish the communicative effect, people can use logic and po-
liteness or imply possibility or necessity, that can be shown through
the use of primary modals (can, will) or more conditional secondary
modals (could, should) as was shown by the studies of Leech [8, 9].
We also consider that, under certain conditions, human communi-

cation combines characteristics of spoken and written communica-
tion. This happens when humans communicate through the Web or
speak according to a prepared scenario such as in political debates.
When such a situation occurs, we want to represent texts with the
verbs that are most likely used in both spoken and written language.
For example, verbs denoting activity (play, write, send) and cogni-

tion verbs (think,believe) are the two most frequent categories when
opinions are expressed in spoken-like language. Activity, the largest
among verb categories, is the most frequent in all types of texts.
Verbs denoting process (live, look, stay) often appear in written-like
language, sometimes as often as activity verbs [2]. The high fre-
quency of mental verbs is specific for spoken language [9, 14]. They
are separated in three categories: attitude, perception and cognition.
We defined the semantic categories, shown in Table 1, from verbs
given in [8] to which we added their synonyms found the Roget’s
Interactive Thesaurus [1].
In Figure 1, we outline some involvement implications for pat-

terns containing verbs. At the highest level, we consider whether the
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closeness → firstPerson (logic | physicalAction |
mentalAction | state)

distancing → you (logic | physicalAction |
mentalAction | state)

logic → primaryModal | secondaryModal
physicalAction → [modifier] (activity | event | process)
mentalAction → [modifier] (cognition | perception |

attitude)
state → [modifier] havingBeing

firstPerson → I | we
primaryModal → can | may | will | | must | . . .
secondaryModal → could | might | should | would
activity → read | work | explain | . . .
event → become | reply | pay | send | . . .
process → change | increase | stay | . . .
cognition → believe | consider | hope | . . .
perception → feel | hear | see | smell | . . .
attitude → enjoy | fear | like | love | . . .
havingBeing → have | be | depend | consist | . . .
modifier → negation | adverb

Figure 1. Rules (non-terminal→ alternative1 | alternative2 | . . .) general-
izing the use of verb categories. | separate alternatives, [] indicate optional
parts and parenthesis are used for grouping. non-terminal must be replaced
by one of the alternatives. Alternatives are composed of other non-terminals
and terminals which are the pieces of the final string.

person involves herself in the statement (firstPerson) or projects on
interlocutors (you):

closeness uses I or we to indicate a direct involvement of the author;
sub-rules indicate different degrees of the author’s involvement:

logic expresses permission, possibility, and necessity as the rep-
resentation of logic, and superiority, politeness, tact, and irony
as the representation of practice:

primaryModal such as can and may express direct possibility,
permission or necessity of an action;

secondaryModal uses a more polite, indirect and conditional
pattern than a primary modal and indicates more hypotheti-
cally and tentatively the author’s intentions.

physicalAction denotes an author’s goal-oriented actions (activ-
ity), actions that have a beginning and an end (event) and a se-
ries of steps towards a defined end (process). This pattern cor-
responds to a direct and active involvement of the author;

mentalAction uses mental action verbs, being more polite and
tentative, that are a common face-saving technique and that
mark openness for feedback;

state indicates personal characteristics and corresponds to actions
without definite limits and strong differentiations.

distancing uses second person pronouns and shows how an author
establishes distance from the matter.
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Figure 2. Distribution of verb categories in Congress debates and Con-
sumer data.The horizontal axis estimates closeness (in per cent), the vertical
axis – distancing (in per cent). Crosses denote Consumer reviews categories,
circles – those in Congress debates. Labels indicate the verb categories of
Figure 1.

3 Empirical support

In our empirical studies, we assume that positive and negative affect
is revealed through the stated positive and negative opinion about the
discussed matter. This is why we consider that opinion scores given
in the corpus approximate the affect scores. We experimented with
two kinds of data both combining spoken and written language prop-
erties: the first are consumer-written product reviews posted on the
web which are loosely-edited, free structured texts, presumably writ-
ten by the general population; the second are records ofUS Congress
debates; they are more structured, edited and professionally written.
Consumer reviews introduced by Hu and Liu [4] in which text seg-
ments are manually tagged according to positive or negative opinions
expressed by the reviewers, such as the following which is labelled
+3 which means highly positive:

this is my first digital camera , and what a ’ toy ’ it is! i am
a software engineer and am very keen into technical details of
everything i buy, i spend around 3 months before buying the
digital camera; and i must say, g3 worth every single cent . . .

To learn the strength of opinions, for the regression problem, we
computed three numerical labels for each text: the number of
positive tags, the number of negative tags, a signed sum of the two
numbers. To solve classification problems, we applied unsupervised
equal-frequency discretization to each of the numerical labels [3].

Congress debates We also used 1117 Congress debates [15] that
either support or oppose a proposed legislature. Thomas et al. labeled
texts by numerical polarity scores, computed by SUPPORT VECTOR

MACHINE. SVM builds a decision surface that separates positive
and negative texts. A score is the distance from a text to the surface.
It can be positive or negative. The following excerpt has a positive
score of 0.712:

we have known that small businesses and working families
need tax relief, and we have fought hard to make that hap-
pen so that we see the opportunity right there . . .

For regression problems, we keep the scores as the data labels. For
classification purposes, we use score signs as the data labels.
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Verb distribution To illustrate and compare data’s verb distrib-
utions, we calculated their frequencies and projected them with
respect to closeness vs distancing axes as shown in Figure 2. As the
resulting sets of points do not overlap, we conclude that the category
distributions differ across these dimensions. The points of each set
form a near-convex cluster with only one outlier: havingBeing, for
consumer reviews and primaryModal, for Congress debates.

Information Extraction We constructed three feature sets based on
the terminals of Figure 1:

1. The first feature set presents density and diversity of the words
in each category. For a text T , for each verb category, we com-
puted the number of word tokens and the number of word types
for present, past and continuous forms. As a result, for each non-
modal verb category we built six features. To represent modal
verbs, we built four features, making 40 features in total.

2. The next set uses the 301 individual terminals as its features. Each
terminal is represented by its occurrences in the text.

3. The third feature set expands the terminals with words occurring
more than 5 times after or before a terminal.

See [12] for more information on the extraction process of verb in-
formation.

4 Learning experiments

We ran some learning algorithms available on Weka [17]. As men-
tioned in Section 3, we assumed that positive or negative subjective
feeling is consciously revealed by the stated opinion. This assump-
tion allowed us to use opinion labels as substitutes for the data affect
labels.

Our first goal was to tackle regression (quantitative) learning prob-
lems. So far, machine learning experiments of sentiment analysis
concentrated on classification (qualitative) tasks. Because of the nov-
elty of this application,we wanted to try different types of algorithms
to see what paradigms better learn the strength of the revealed af-
fect. We chose KNN, a prototype-based algorithm, an optimization
algorithm, SVM, and M5 TREES, a decision-based one. We applied
BAGGING (bootstrap aggregating) to assess the influence of training
data. In our experiments, BAGGING improved performance of M5
TREES, but not KNN nor SVM. We normalized each representation
to eliminate the bias introduced by the text length.
Table 2 reports smallest relative absolute error RAE and corre-

sponding root relative squared error RRSQ obtained by the algo-
rithms. The best performance, with the smallest error, was obtained
on the Congress data. Positive consumer opinions were learned bet-
ter than negative and overall opinions. An interesting phenomenon
emerges when comparing algorithm performance – in terms of the
learned correlation coefficients. The best performing algorithm in
terms of accuracy is BAGGED M5 TREES. Since better accuracy im-
plies that the algorithm learns dependencies between opinions and
expressed actions better than other algorithms, we conclude that the
output decision trees provide a reliable model of the data.
For Congressional debates, all output tree models agree that de-

mand, has and have are the most important features, followed by
should and would. Recall that we only report here the results of the
best performing algorithms. Since this implies that the algorithms
model better dependencies than other algorithms, we conclude that
the strong language verbs have a positive correlation with attitude to-
ward proposed legislations. On consumer review data, bagged trees
placed can, are and find as the most important features for learning

the overall opinions. Somewhat expectedly, like was among most
decisive features for learning positive opinions. Learning negative
opinions relied more on be, am, would and should than on other
verbs.
To better display abilities of our approach, we performed a more

traditional task of opinion classification. Again, we normalized each
representation to eliminate the bias introduced by the text length.
We chose SUPPORT VECTOR MACHINE (SVM) which is well-
known for its high accuracy in text classification problems. Its use
enabled us to compare our results with those of [15] obtained on
the Congress debate data. They reported a test accuracy of 66.05 for
positive/negative classification on the same data that we used for this
work. The accuracy increased to 76.16 when they linked each data
entry with previous speeches of the same speaker.

Our Congress results (78.14) have a better accuracy, even though
we did not use previous records of speakers or other data reinforce-
ments; the results are reported in the right part of Table 3. These
results thus show that the expressed actions do speak loud. Under
certain conditions, they reveal more than the previous history of the
same speaker. For consumer reviews, learning positive opinions was
easier than learning negative and overall opinions. Our method’s ac-
curacy is close to human-human agreement on positive and negative
sentiments, when it is based on verbs [5]. More details on learning
with verb-based features are provided in [12].

5 Related work

Sentiment analysis focuses on whether a text, or a term is subjec-
tive, bears positive or negative opinion or expresses the strength of
opinion. Application of learning algorithms - through classification -
has been pioneered by Lee et all [10]. However, Lee and many au-
thors that followed her, used machine learning algorithms on reviews
written by only four professional critics. This means that the algo-
rithms were trained and tested on overly specific undiversified data.
To achieve a comparable accuracy on the Congress data, they had to
enhance data with previous speeches of speakers. Our goal is to seek
general enough methods that can work with an unrestricted number
of data contributors.
For automating recognition and evaluation of the expressed opin-

ion, texts are represented throughN -grams or patterns and then clas-
sified as opinion/non-opinion, positive/negative, etc. [6]. Syntactic
and semantic features that express the intensity of terms are used to
classify opinion intensity [16]. These works do not consider a hier-
archy of opinion disclosure. We, however, built a pragmatic-lexical
hierarchy of the use of semantic categories that allows us to interpret
machine learning models formulated in lexical items and in terms of
the pragmatics.
Various verb semantic classification schemes have been suggested

and used for different purposes. Biber et al [2] examine word distri-
bution, lexico-grammatical patterns and grammatical/discourse fac-
tors of four text genres: conversation records, fiction, news and aca-
demic writing. The authors suggest seven verb categories: activity,
mental, communication, existence, occurrence, causative, aspectual.
We think that these verb categories are not specific enough to dis-
tinguish between the verb’s use in communicating personal opinions
and other texts. We opted to build verb categories that reflect pecu-
liarities of expressing personal opinions.
VerbNet [7] assigns verbs to 57 lexical-semantic categories such as

urge (ask,persuade), order (command,require), wish (hope, expect),
approve (accept,object). Since this work do not consider whether
texts exhibit communication characteristics, the verb categories the
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Algorithms Consumer reviews Congress
positive negative overall debates

RAE RRSE RAE RRSE RAE RRSE RAE RRSE

KNN 91.19 87.97 90.77 88.70 93.56 96.50 78.74 86.60
SVM 80.98 84.15 89.33 96.71 91.38 94.38 90.89 94.80
BM5P 80 .26 82.21 87 .21 85.81 89 .82 96.61 73 .73 78.84

Table 2. Smallest RelativeAbsoluteError and RootRelativeSquaredError obtained by the algorithms. Rows report results for each algorithm.
Columns report results for each problem. For each problem, the smallest RAE is in italic.

Features Consumer reviews Congress
positive negative overall debates

Acc Recall Acc Recall Acc Recall Acc Recall

Categories 74.52 74.50 63.64 61.50 66.24 67.30 65.70 67.90
Terminals 76.12 75.80 66.56 67.20 70.06 74.50 69.63 72.00
Terminals-B 76.43 75.70 67.83 73.20 73.60 75.20 70.61 73.40
Collocations 77.75 79.00 68.33 69.50 73.82 78.90 75.18 77.60
Collocations-B 78.87 80.10 70.95 71.40 75.21 79.70 78.14 81.10

Table 3. Accuracy and corresponding true positive rates obtained by SVM. Rows report results for each feature set. Columns report results for each problem.
For each problem, the largest accuracy is reported in bold. Baselines are the majority class accuracy: for the consumer data – 52.22, for Congress – 59.76.

authors suggest do not capture specifics of communication. We fo-
cused on verb categories in communicative texts, in which speakers
communicate their opinions about the discussed matters.

6 Conclusion and future work

In this study, we have shown the importance of relations between ex-
pressed actions and affect. We formalized expressed actions by build-
ing language patterns of modal, event, activity, process, cognition,
perception, state verbs and personal pronouns. We applied machine
learning methods to establish quantitative relations between the use
of verb categories and affect.

Our use of regression and classification methods allows to per-
form a more detailed learning than previous studies that usually
defined their problems either as binary classification or multi-class
classification problems. On two data sets, consumer reviews [4] and
the US Congress debates [15], we showed that regression problems
were successfully learned by BAGGED M5 TREES, whereas SVM
obtained a reliable accuracy in classification problems. Our method
extracts all its information from only the given data. Other methods
could only achieve a similar accuracy by adding personal information
about speakers, such as the history of previous comments [15]. How-
ever, such type of additional information is not often easily available.

Learning affect from the used verbs becomes practically justified
and, indeed, desirable when a social context dictates avoidance of
negative adjectives and adverbs, because empirical results showed
that negative adjective and adverbs discriminate better between posi-
tive and negative emotions than positive ones. In the future,we intend
to analyze the use of different types of verb modifiers (always, never).
We are also interested in learning the correspondence between a re-
vealed affect and pragmatics of communication, e.g. intensity and
immediacy. Another venue for future work is to investigate the phe-
nomenon of impression building, i.e. how texts allow inference of an
author’s abilities or intentions.
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eXTRA: A Culturally Enriched Malay Text to Speech 
System 

Syaheerah L. Lutfi1, Juan M. Montero1, Raja N. Ainon2 and Zuraida M.Don3 

Abstract.  This paper concerns the incorporation of naturalness 
into Malay Text-to-Speech (TTS) systems through the addition 
of a culturally-localized affective component. Previous studies 
on emotion theories were examined to draw up assumptions 
about emotions. These studies also include the findings from 
observations by anthropologists and researchers on cultural-
specific emotions, particularly, the Malay culture. These findings 
were used to elicit the requirements for modeling affect in the 
TTS that conforms to the people of the Malay culture in 
Malaysia. The goal is to introduce a novel method for generating 
Malay expressive speech by embedding a localized ‘emotion 
layer’ called eXpressive Text Reader Automation Layer, 
abbreviated as eXTRA. In a pilot project, the prototype is used 
with Fasih, the first Malay Text-to-Speech system developed by 
MIMOS Berhad, which can read unrestricted Malay text in four 
emotions: anger, sadness, happiness and fear. In this paper 
however, concentration is given to the first two emotions. 
eXTRA is evaluated through open perception tests by both 
native and non-native listeners. The results show more than sixty 
percent of recognition rate, which confirmed the satisfactory 
performance of the approaches. 
12 

1 INTRODUCTION 

Intelligent systems have been shown to increase their 
effectiveness by adapting to their individual users.  In recent 
years, it has been recognized that affective factors can play an 
important role in this adaptation.  One of the core conveyers of 
affect is speech. However, most of the research within the field 
of intelligent systems uses synthetic characters that are usually 
based on a full-blown simulated individual personalities whose 
behaviours  are psychologically [1]}or biologically-driven (e.g., 
Blumberg, 1994 in [2]. This includes having conversational 
styles that are limited to a certain content and manner of speech, 
which reduces the believability and trustworthiness of such 
characters. It is believed that the reason for this is because such 
character’s design ignores the pivotal mask of affect, which is 
the socio-cultural grounding [3];[4];[2];[5];[6]. Little research 
within the emotion-oriented technology field aims at 
understanding cultural differences which influence vocal affect.  

While some aspects of emotion are universal to all cultures, 
other aspects may differ across cultures [4];[2]. For example, 
Americans and Asians have slightly different conceptions of self. 
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American culture promotes a view of the self as independent. On 
the other hand, most Asian cultures, such as those of Japan and 
China, promote a view of the self as interdependent (collectivist 
culture).  People from these cultures tend to describe themselves 
in terms of which groups they belong to. They learn to rely on 
others, to be modest about achievements, and to fit into groups. 
Maldonado and Hayes Roth [2] pointed out that biological or 
psychological model of synthetic characters do not express “the 
essence of humanity of their constructions”, for example, 
particularly referring to speech, the intonation in the utterances 
in a particular topic addressed may not conform to a certain 
culture in terms of what, how and when it is said. This is more 
obvious when the topic being addressed is within the realm of 
persuasion. Taking into considerations the findings of these 
studies, we therefore proposed that the modeling of affective 
speech for a TTS to be expanded to include pursuits of cultural 
variability, producing a culturally-specific synthetic speech  

2  BACKGROUND STUDIES 

2.1 Culturally-dependent Vocal Affect  

The expression and perception of emotions may vary from one 
culture to another [7]. Recent studies [8];[9] reveal that localized 
synthetic speech of software agents, for example, from the same 
ethnic background as the interactor are perceived to be more 
socially attractive and trustworthy than those from different 
backgrounds. The participants in Nass’s [9] experiments 
conformed more to the decisions of the ethnically matched 
characters and perceived the characters’ arguments to be better 
than those of the ethnically divergent agents. Just as with real 
people, users prefer expressive characters that “sound” like 
them; that they can better relate with, because it's easier to 
understand and predict. Therefore, cultural localization is critical 
even in the effort of actively matching the user's ethnicity, and 
perhaps also central psychological tendency. 

Particularly in speech, the acoustic characteristics such as 
intonation, pronunciation, timbre, and range of vocal expressions 
that are localized to certain extent of variability, are constantly 
used in everyday activities to differentiate individuals across 
cultures [2]. These conversational aids can be used to determine 
not only the geographical origin of a particular person or 
character, but even their cultural influences and places of 
residences.  

Based on these studies, we realized that it is crucial to infuse 
a more familiarized set of emotions to a TTS system whereby the 
users are natives. This is because; a TTS system that produces 
affective output that is better ‘recognized’ would have a reduced 
artificiality and increased spontaneousness, hence offering users 
more comfort when interacting with the TTS system 

Additionally, by concentrating on the culturally-specific 
manner of speaking and choices of words when in a certain 
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emotional state, the risk of evoking confusions or negative 
emotions such as annoyance, offense or aggravation from the 
user is minimized, other than establishing a localized TTS. 

 
2.2  Vocal Affect in Malay Culture In Relation To 

Anger and Sadness 
 
In an attempt to understand emotions from the Malay perspective 
especially with regard to anger and sadness, we refer quite 
substantially to the work by Wazir Jahan [10]. According to her 
the description of the emotions in Malay was not based on 
empirical research but based on passing observations and 
intuitive reasoning.  She concedes that many studies have been 
carried out on latah (for women) and amuk (for men, English 
amok), since these two expressions of emotion are closely related 
to the understanding of the ‘Malay mind’ then brought about by 
rebellious reactions against colonization. Wazir Jahan examined 
the observations of the Malay mind by several western 
anthropologists who believe that the Malay people look 
‘externally impassive’ but are actually very sensitive even to 
something as normal as ‘the accidents of every day life’. 
Evidence gathered from past observations seem to show that the 
Malays are inclined  to keep their emotions in check  until the 
time when they cannot contain them anymore and that is when 
they  explode. These observations seem to be in line with what is 
expressed by the former Prime Minister, Tun Dr. Mahathir in his 
book  The Malay Dilemma, “the transition from the self-effacing 
courteous Malay to the amok is always a slow process. It is so 
slow that it may never come about at all. He may go to his grave 
before the turmoil in him explodes” [11]In this article we are not 
interested in the phenomenon of amok in itself but in its 
expression since it bears elements of a culturally specific form of 
anger.  

A study carried out by Silzer [7] illustrates that the expression 
of human emotions are cultural specific, e.g. how anger is 
expressed in  English is different from how ‘marah’ (anger) is 
expressed in Malay. He explains that the causal component of 
marah is more specific such that marah  “is the result of 
intentional personal offence, where the offender knowingly 
committed the "bad" act, while realizing it would cause the other 
person unpleasant feeling”. This causes the offended party to 
inform the offender in a certain tone of voice that he or she has 
done something wrong, and should rectify the problem. It is also 
observed that when expressing anger, Malays are inclined to 
shout. This way of expressing anger could probably be caused by 
the accumulation of negative feelings which when released 
manifest in the form of shouting or yelling.  

Preliminary studies show that Malay utterances when uttered 
in anger tend to have a slightly higher overall pitch while 
sadness is accompanied by lower overall pitch when compared 
to English utterances [12] 

2.3 Issues in Affective Speech Modelling  

In recent years, there have been an emerging number of studies 
focusing on Malay text-to-speech conversion [12-16]. These are 
concatenative speech conversion systems, which mostly apply 
phonological rule-based approach for prosody modification in 
order to invoke imitation of humans’ pronunciation. 
Nonetheless, though these prosodic models were introduced in 

the hope of providing a high degree of naturalness, it is still 
insufficient to localize the output (to make it culture-dependent), 
hence, limiting its naturalness. 

Three major issues that contribute to this problem have been 
identified; firstly, there are various linguistic features that 
interactively affect the phonological characteristics, making it 
difficult to gather complete rules to describe the prosody 
diversity [17]. The second challenge in modeling an affective 
component is the variability in speech. A speaker may not repeat 
what he says in the same way; he may not use the same words to 
convey the same message twice knowingly or not (even in read 
speech) [18]. One can also say the same word in many different 
ways depending on the context. Therefore, the instances of the 
same word will not be acoustically identical. This is quite 
difficult to map in a TTS system, especially when using 
qualitative rules, which causes the repetition of the same set of 
prosody when reading long sentences.  

The usual practise is that, the linguistic features and speaking 
styles will be translated into prosodic patterns, which are 
repeatedly applied to speech. While this may be good for a small 
amount of sentences, repeated tones become boring and tedious 
for reading whole paragraphs of text. Apart from that, the same 
sets of tones do not fit different types of sentences with varying 
contents and lengths [14]. Therefore, applying fixed qualitative 
rules to prosodic variation patterns or ranges comes with great 
limitations. Lastly, there is a dearth of prerequisite studies on 
various human emotions. Consequently, to find a solution for 
these issues, a novel approach using emotion templates to apply 
expressiveness to the output of TTS system was investigated. 
This paper presents the completed work of the prototype. 

 
 
3  THE MALAY SPEECH DATABASE 
 
The findings from the studies above lead us into building a 
database that consists of speech data with emotions that are more 
‘agreeable’ to the Malay people. This is done by directing the 
speaker to record her speech by speaking them in the two 
emotional states suitable with the Malay identity. There are two 
sets of utterances: one with neutral contents, and the other with 
emotionally-inherent contents. Each set contains thirty two 
utterances. For each of the utterances with emotionally-inherent 
contents, an accompanying scenario that elicits the 
corresponding emotion is given. For example “Kamu sungguh 
kurang ajar” (You are so rude) and “Reaksi terhadap anak murid 
yang menendang kerusi guru dengan sengaja” (Reaction towards 
a student of yours who kicked your chair on purpose) were 
sentence and scenario, respectively. Having such elicitation 
scenario helps to reduce the interpretation variations. 

To ensure that the intended emotions elicited in the speech 
samples are recognized by listeners, a series of open perceptual 
tests was conducted. Results show that the speech samples with 
neutral content set have a low recognition rate while the samples 
with emotionally-inherent content are highly recognized with 
minimum effort, in other words, these samples are perceived as 
intended by the native participants. The results are shown in 
section 6.  
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4  THE MALAY LANGUAGE SYLLABLE 
STRUCTURE 

 
It is observed that in Malay language, the structure of syllables is  
straightforward. In addition, the intonational or prosodic 
relationship between syllables within a word is more obvious 
than between two words. The simple syllable structure that the 
Malay language is based on allows for the use of an algorithm 
that focuses on the number of syllables rather than other 
linguistic features [15]. In Malay, the syllable structure units are 
as follows: 
• CVC (Consonant-Vowel-Consonant) 
• CV     (Consonant-Vowel) 
• VC     (Vowel-Consonant) 
 
 
5  IMPLEMENTATION 
 
A prototype by Wu and Chen [17] on template-driven generation 
of prosodic information for their concatenative Chinese TTS 
system has inspired the use of templates to generate emotions for 
Malay synthesized speech. Additionally, the findings in the 
interdisciplinary studies discussed in previous sections shaped 
the idea to propose a hybrid technique for building an effective 
emotion component to be used with concatenative Malay TTS 
system. The justifications are listed below: 
i. Since the hosting system uses diphone concatenative 
 synthesis (Multi-Band Resynthesis OverLap Add or 
 MBROLA), the employment of this technique is 
 compulsory.   
ii. The facts about Malay language syllable structure 
 discussed section 6, added with the restrictions of 
 phonological rule-based systems mentioned in section 4, 
 shaped the idea to create a syllable-sensitive rule-
 based system. 
iii. The effectiveness of the template-driven method proposed 

by Wu and Chen [17] has brought the idea to adapt this 
method and combine it with the techniques in (i) and (ii). 

 
Table 1: Detailed Information on the Child Components 

5.1 Template-driven Emotion Generation 
 
The combination of the techniques in (i), (ii) and (iii) above 
derives the eXpressive Text Reader Automation Layer, or 
eXTRA. Figure 1 exposes eXTRA module’s detailed internal 
architecture, while Table 1 explains the responsibilities of each 
of the child component. 
 

 Figure 1: Low-level Architecture of eXTRA 
 

For the generation of highly natural synthetic speech, the 
control of prosodic parameters is of primary importance. 
Diphone synthesis allows maximum control of prosodic 
parameters. Therefore, attempts to model the emotions in 
eXTRA took advantage of model-base mapping or “copy 
synthesis” to build the emotion templates. In other words, the 
emotional prosodic parameters from the actor’s speech samples 
are ‘copied’ into the templates. First, the actor’s speech data is 
annotated on phoneme level using speech analysis software, 
Praat [19]. Then, the exact pitch and duration information from 
each phoneme is extracted and transferred into acoustical data in 
templates, which ensures more natural emotional-blended speech 
when the target template is applied to the speech. The next 
section explains how the prototype works in more detail. 

 
5.1  How eXTRA Works 

Figure 2: A simplified framework of eXTRA 

Child Components Responsibility 

of Template Selector: 

SyllableReader 

TemplateMatcher 

 

This component reads and analyses 
syllables 

This component matches the results of the 
analysis, with data from the database in 
order to select the correct emotion 
template. 

of Merger: 

Composer 

 

Emotionizer 

 

This component provides for navigable 
structures of phonemes (input and template 
are separately handled). 

This component applies a rule-based 
algorithm to Composer data in order to 
merge input-derived data with template 
data. 
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Figure 2 provides the visual illustrations of eXTRA’s 
framework Using the syllable-sensitive algorithm, each word 
from user input is analyzed and chunked into syllables in reverse 
order (stack) to determine syllable count; the input sentence is 
processed from the last word to the first. The result is then 
matched against the emotion template that contains the sentence 
with the same syllable-count and sequence. In other words, the 
template selection is done by identifying the integers that 
represent the syllable sequence of the template-sentence – 
“2222”, “2332” etc. This is done by using a template selector 
module. When matched, the prosodic information from the 
template will be transferred to input at the level of phoneme. To 
ensure a more natural tune, the post-processing is done. It 
involves assigning silence and default parameters to additional 
phonemes correlating to each word wherever necessary. Figure 2 
shows the framework of eXTRA while Figure 3 below presents a 
screenshot of the Fasih extended with eXTRA. 

Consider the input sentence “Awak tidak tahu malu” (you 
have no shame) is to be spoken in anger. This sentence has a 
syllable sequence set of “2222”. Therefore, the anger template 
that will be selected from the database also comprises the 
syllable sequence set “2222”. The sentence in this template is 
“Kamu sungguh kurang ajar” (You are so rude). Consequently, 
the anger template is applied to the input sentence to produce an 
emotionized output. This is done by matching the emotional 
prosodic parameters from the template-sentence to the input-
sentence at the level of phonemes.  The matching process is 
explained in the next section. To ensure a more natural tune, the 
post-processing is done. It involves assigning silence and default 
parameters to additional phonemes correlating to each word 
wherever necessary.  

In other words, the eXTRA module then enhances this speech 
data to become emotional speech data by applying an emotion 
template. Thus, the generating of emotional speech output 
requires three essential components: input data and template 
data (both representing speech data) and a rule-based algorithm 
that renders the data into output (Figure 3). 

 Figure 3: Major Components That Produce Emotional Speech 

 
5.1.1 Matching Process 
 
Consider the input sentence is “Awak tidak tahu malu” (you 
have no shame) and the selected emotional state is anger. This 
sentence has a syllable sequence set of 2222, therefore the 
matched anger template would be the template that has the same 
syllable sequence as well. From the template database, the 
particular matched template consists of the sentence “Kamu 
sungguh kurang ajar”. Appendix A shows how the input 

phonemes are matched against the template phonemes. Vowels 
usually have longer duration than consonants, thus, contributing 
to more pitch points. However, vowel pitch points are not 
suitable to be transfered to consonants, since this may produce 
longer sound than expected. To solve this issue, syllabic and 
categorical matching are applied. Syllabic matching refers to the 
matching of phonemes between the input and template according 
to syllables. In other words, a pattern of syllables from the 
sentence is first identified in order to establish a match against 
another sentence's syllable pattern. Categorical matching refers 
to the matching of phonemes of the same type; vowels are 
matched against vowels while consonants are matched against 
consonants. This is illustrated in Table 2, where the vowels from 
the input sentence are matched against the vowels from the 
template sentence according to syllables. This also applies for 
consonants. 

In the case where a phoneme is left without a match, a default 
duration value or silencing is assigned. A default duration value 
is assigned to the unmatched phonemes in the input sentence 
while the unmatched phonemes in the template are put to silence. 

 
Table 2: The Organization of Matching Between the Template and 

the Input Contents 

 

Table 2 shows that the relevant prosodic parameters from the 
phonemes in the template are transferred to the matched 
phonemes in the input. A post-processing is also done for the 
purpose of assigning silence and default values to the ‘left-over’, 
unmatched phonemes. The example shows that consonant /k/ in 
the template is put to silence while consonant /k/ in input is 
given a default value of 92 for the opposite reason. Such value is 
given so that the consonant produces a basic sound when 
concatenated. This value is copied from Fasih, which assigns 
only duration parameter to its consonants. 
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Figure 4: A screenshot of Fasih extended with eXTRA 

 
6  EVALUATIONS 
 
The prototype is evaluated in an open perceptual test participated 
by 20 native and 20 non-native listeners who were not aware of 
the test stimuli. They are Malaysian and international students of 
University Malaya, Kuala Lumpur.  Native listeners were asked 
to listen to both sets of neutral and emotionally-inherent 
utterances (64 utterances) while non-native listeners only 
listened to emotionally-inherent utterances (32 sentences). A 
week earlier, they were asked to listen to the same set of 
utterances of the original samples (actress’ speech). The results 
obtained with native listeners are presented in Figure 5 and 
Figure 6 respectively, while with non-native listeners, it is in 
Figure 7. 
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Figure 5 and 6: Recognition results for both original and synthesized 

speech samples using neutral and emotionally inherent content 
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Figure 7: Results with non-native listeners 

7  SUMMARIES OF RESULTS AND 
CONCLUSION 

Comparing Figure 4 and Figure 5, the differences in recognition 
for samples of neutral contents between both charts are very 
small for both the emotions, which suggests that possibly the 
actress was relatively less successful in expressing the intended 
emotions using neutral contents. On the other hand, the 
difference of recognition for samples with emotionally-inherent 
contents shows that there is still room for improvement by 
approximately 25%, with regards to the modeling of the 
synthesized speech. The intonation and duration model for the 
emotional speech is used to generate the emotional utterances 
from neutral speech. In the original samples (Figure 4), the 
difference of recognition between the semantically-neutral and 
semantically-emotional speech bars is 45% on average while for 
the same comparison; the difference is 23.5% for synthesized 
speech. We suggest that these differences in recognition shown 
are due to content of the speech. It is observed that participants 
tend to focus on the contents rather than the tones elicited despite 
repeated reminders. Nevertheless, this kind of response is 
expected, because in real life situations, meaning and context are 
a bigger clue to the emotional state of the speaker. Lastly, the 
significant differences shown in the results from the experiments 
between neutral and emotionally-inherent contents proved that 
utterances that have no conflicting content and localized 
emotions are more suitable for use in building templates.  

As for non-native listeners, there is a high difference of 
recognition between original and synthesized speech in anger 
compared to sadness. More participants are able to accurately 
detect sadness in synthesized speech compared to anger. This is 
possibly because of most sad speech samples exhibits lower F0 
and longer duration and therefore it is easy to point out that the 
speaker is sad. Our data showed that in this open test, most 
participants from Middle East tend to perceive anger as 
“neutral”, while participants from Western countries tend to 
presume sadness as “anger”. This discovery is interesting to us 
as in some cases; even samples that produce clear angry 
expression (that can be easily detected by Malay listeners) are 
deemed as neutral. The low recognition rates clearly show that 
the non-native participants may have different perceptions from 
native participants. The findings based on data also proved 
Silzer’s statement that “expression and perception of emotions 
vary from one culture to another” 

 Overall, the recognition rates by native listeners show higher 
figures compared to previous research work([20]; [9];[21];[22].. 
Basically, these results indicated over sixty percent recognition 
rates for both intended emotions expressed in the synthesized 

N-Neutral 
E-Emotionally-Inherent 
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utterances, which are encouraging, considering that people 
recognize only sixty percent emotion in human voice (Shrerer, 
1981 in Nass et al., 2000). This is possibly because due to the 
effort in localizing the emotion for better perception. 
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Single Speaker Acoustic Analysis of Czech Speech for
Purposes of Emotional Speech Synthesis

Martin Grůber 1 and Milan Legát 2

Abstract. This paper deals with an acoustic analysis of the sets

of Czech sentences uttered by single speaker. The data used in this

analysis consists of both emotional and neutral sentences. We have

been especially interested in some features which are supposed to

influence the perception of speech, such as F0, phoneme duration,

formant frequencies or energy. The analyzed sets of sentences were

composed of utterances expressing various speaker’s attitude. We

have tried to reveal some acoustically measurable differences among

various speaker’s attitudes so that we could incorporate this knowl-

edge into our speech synthesis system [8] to obtain emotional syn-

thetic speech.

1 Introduction
Without question, contemporary speech synthesis techniques pro-

duce high quality and intelligible speech. However, the synthetic

speech cannot sound completely natural until it expresses a speaker’s

attitude. Thus, emotional speech synthesis is a frequently discussed

topic and has become a concern of many scientists. In spite of the fact

that some results have already been presented, this issue has not been

satisfactorily solved yet. Some papers which deal with this problem

include, but are not limited to [1] [2] [3] [4] [5] [9] [11] [13].

To incorporate some expressivity into the synthetic speech, we

firstly need to find out which factors are important for listeners to

perceive spoken speech as expressive speech. In the first phase of

this research, we have focused on acoustic characteristics of the ex-

pressive speech. The results of our analysis cannot be generalised

as we have analysed sentences uttered by single speaker and due to

this reason they are not statistically representative. Nevertheless, we

can utilize the revealed acoustic characteristics for incorporation of

emotions into our speech synthesis system.

This paper is organised as follows. Section 2 deals with the de-

scription of the data used in the analysis. In section 3 the acoustic

analysis as such is described. In this section we list the features that

were measured on the data and the techniques which were used for

their acquisition. Section 4 is dedicated to an overview of the attained

results. Some conclusions and future work are also presented in this

section.

2 Speech material used in analysis
Just for experimental purposes, we have recorded a database of utter-

ances containing various speaker’s attitudes. The speech data were

1 University of West Bohemia in Pilsen, Faculty of Applied Sciences, Depart-
ment of Cybernetics, Czech Republic, email: gruber@kky.zcu.cz

2 University of West Bohemia in Pilsen, Faculty of Applied Sciences, Depart-
ment of Cybernetics, Czech Republic, email: legatm@kky.zcu.cz

uttered in an anechoic room by a semi-professional female speaker

with some radio-broadcasting experience. Before the recording of

emotional sentences, the speaker was instructed to try her best to

portray the emotions.

The database is composed of four sets of sentences uttered in

neutral speaking style - 100 wh questions (referred to as whQuest),
97 yes-no questions (ynQuest), 91 imperative sentences (imperSen)

and 100 indicative sentences (indicSen). We consider these four sets

of sentences to be emotionally neutral and we have used them as

referential ones in our analysis.

In addition, the database contains six sets of sentences in which

two emotions are expressed by the speaker - happiness and sadness.

These two contrasting emotions have been chosen because they are

supposed to be well distinguishable, according to [4], [10] and [12].

Another reason for the selection of these two emotions is that the

emotional speech synthesis is a very complex task and our short-

term plan is to enable our synthesis system to use sad, neural and

happy speaking style. For each emotion, three sets of utterances were

analysed.

The first pair of sets (happyHC / sadSC) contains sentences with

emotionally dependent content corresponding with the particular

emotion, in each of these sets there are 100 sentences. The second

pair of sets (happySel / sadSel) is a selection from the first one. These

sets contain the amount of 30 and 20 items, respectively. The selec-

tion was made by a few listeners, whose task was to mark sentences

which seemed to them to correspond perfectly with the given emo-

tion. The last pair of sets (happyNC / sadNC) is similar to the first

one but the content is emotionally neutral and identical for both emo-

tions. Again, both of these sets contain 100 sentences. The speaker

was instructed to utter the same sentences using both happy and sad

speaking style.

This division of emotionally uttered sentences has been intended

to show whether the content of a sentence affects the speaker when

portraying the emotion. Further, a comparison between two given

emotions was required. We have decided to compare the sets of sen-

tences with neutral content for exclusion of an influence of the con-

tent. The reason for making a selection of some emotional sentences

by listeners was to find out whether these perceptively slightly dif-

ferent sentences differ also from other emotional utterances in terms

of their acoustic characteristics.

3 Acoustic analysis

In the following subsections, there are presented the results of the

acoustic analysis of expressive speech. Each subsection corresponds

with one feature which is supposed to influence the perception of

speech significantly. These are the fundamental frequency F0 (in sec-
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tion 3.1), duration of phonemes (in section 3.2), values of the formant

frequencies F1, F2 and F3 (in section 3.3) and values of the RMS en-

ergy (in section 3.4).

The part of the database containing emotional utterances was

recorded at another time and with slightly different settings of record-

ing equipment (assembling/disassembling of the recording devices

because of sharing the anechoic room with other projects) than the

part containing questions, indicative and imperative sentences. This

is due to the fact that emotional utterances were recorded only for ex-

perimental reasons whereas the other sentences were selected from

the huge speech corpus which was recorded in neutral speaking style

and which is currently used by our speech synthesizer. Unfortunately,

the different settings of recording equipment resulted in a slight dif-

ference in the intensity level of these two sets of utterances. Because

of this fact, we have not performed the analysis of RMS energies of

these two groups of sentences.

3.1 F0 analysis

To determine F0 contours, we took advantage of having correspond-

ing glottal signals recorded along with speech signals. We have used

Robust Multi-Phase Pitch-Mark Detection Algorithm [7] for mark-

ing of pitch pulses in speech and derived the F0 contour from this

sequence. First, we obtained local F0 estimates calculated as median

of inverse values of distances between four consecutive pitch marks.

Then, the sequence of these local F0 estimates was smoothed by me-

dian filter of order 3 (see Fig.1).

Table 1. Mean values and standard deviations of the F0.

set of sentences mean value [Hz] standard deviation [Hz]

sadSC 184.82 28.55
sadSel 181.27 28.31
sadNC 181.32 29.01
happyHC 202.40 44.73
happySel 209.57 49.34
happyNC 203.62 46.28
indicSen 193.76 36.63
whQuest 188.96 43.67
ynQuest 197.72 32.94
imperSen 198.78 39.15

The results summarized in Tab. 1 show that all the sentences rep-

resenting happiness have higher F0 than the sentences representing

sadness. The F0 mean value of the neutral utterances is in the middle

of the values for two emotional sets.

A major difference between happySel and the other sets for hap-

piness could be also noticed. It could suggest, that the listeners’ se-

lection may express the given emotion more than the sets containing

all sentences. However, the same conclusion cannot be drawn for the

sentences representing sadness.

Some differences were also found among the sets expressing vari-

ous speaker’s attitude, i.e. indicSen, whQuest and ynQuest. Note that

these sets of sentences were all uttered in a neutral speaking style.

In Fig. 1, there is shown the F0 contour for a neutral sen-

tence and for sentences representing sad and happy emotion.

All three sentences have the same content - “A připı́jı́ vı́nem”
[a pQ\ipi:ji: vi:nem] - according to the Czech version of

SAMPA phonetic alphabet. The difference in mean values and vari-

ances of F0 is visible as is the different duration of the whole sen-

tence, as described in 3.2.
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Figure 1. F0 contour of neutral sentence and sentences expressing
emotions (selected from sadNC and happyNC sets).

3.2 Duration analysis

For the determination of durations of phonemes, an automatic seg-

mentation technique using HTK Tools improved by a statistic ap-

proach [6] was utilized. To calculate the duration of a phoneme, the

time of its end and its beginning were simply subtracted. The results

of this analysis are shown in Tab. 2.

Table 2. Mean values and standard deviations of the phonemes duration.

set of sentences mean value [ms] standard deviation [ms]

sadSC 96.5 60.3
sadSel 98.7 63.6
sadNC 97.6 62.0
happyHC 91.6 48.6
happySel 92.7 50.8
happyNC 85.5 43.2
indicSen 84.2 47.1
whQuest 77.0 47.7
ynQuest 79.4 44.9
imperSen 81.3 44.6

The average duration of the phonemes appearing in neutral sen-

tences is 84.2 ms. For sadness, the duration is longer, for sadSC set

the mean value is 96.5 ms (by 15% above the neutral set). The dif-

ferences among three sets with sentences expressing sadness are not

statistically significant, according to the performed t-test.

For happiness, quite surprising results were obtained. The average

duration for happyHC and happySel was about 92 ms, that is longer

than the average duration in neutral sentences (by 9%), but the mean

value in the happyNC set is almost at the same level as the mean value

in the neutral one, no statistically significant difference was detected

between these two sets. It suggests that the speaker was not able to

portray the happy emotion in the sentences with neutral content, in

terms of phone duration.

As mentioned above, the listeners’ selections have almost the same

average phonemes duration as the sets containing all emotional sen-

tences with emotionally dependent content. The average phone dura-

tions for sentences expressing various speaker’s attitudes were also

different. The mean value for whQuest set was the lowest across all

the sets.
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3.3 Formant analysis

To obtain formant frequency estimates, we used Speech Filing Sys-

tem3. We employed the formanal program which is referred to as

currently the best one in SFS to perform fixed-frame formant analy-

sis. This program was originally implemented in the Entropic Signal

Processing System and it is used under licence from Microsoft. The

formant estimates which are presented in Tab. 3 come from the mid-

dle parts of vowels which were found by cutting the initial and the

final quarter of the vowel length.

Table 3. Mean values and standard deviations of the formant frequencies
for Czech short vowels.

a F1 [Hz] F2 [Hz] F3 [Hz]
sets mean std mean std mean std
indicSen 640 124 1377 223 2623 380
happyNC 695 126 1405 270 2657 441
sadNC 649 140 1320 235 2598 375

e F1 F2 F3
sets mean std mean std mean std
indicSen 487 96 1859 352 2697 224
happyNC 513 116 1949 313 2754 209
sadNC 492 137 1803 350 2634 250

i F1 F2 F3
sets mean std mean std mean std
indicSen 387 61 2054 445 2739 167
happyNC 371 59 2180 355 2782 226
sadNC 375 77 1975 381 2657 214

o F1 F2 F3
sets mean std mean std mean std
indicSen 444 57 1050 197 2719 222
happyNC 443 74 1026 211 2741 387
sadNC 421 74 1063 183 2683 275

u F1 F2 F3
sets mean std mean std mean std
indicSen 377 109 985 267 2698 184
happyNC 344 76 933 257 2634 391
sadNC 339 71 969 280 2544 396
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Figure 2. F1-F2 diagram for 5 Czech short vowels. A comparison of
vocalic triangles for sentences uttered in neutral speaking style and happy

and sad emotion (values measured for happyNC and sadNC sets).

3 Speech Filing System – http://www.phon.ucl.ac.uk/resource/sfs

Regarding the analysis of formant frequencies, various differences

were detected across all the sets in terms of various vowels. Results

for happyNC, sadNC and indicSen (as a referential set) are shown in

Tab. 3. Since tendencies of formant frequencies shifts are not clear

from this table, the vocalic triangle is depicted in Fig. 2. It represents

the distribution of Czech short vowels in the F1-F2 space for various

speaker’s attitudes. Unfortunately, the influence of different emotions

on F3 is not visible from this figure.

It seems that the vocalic triangle is expanded for values measured

in sentences portraying happiness, it means that low formant frequen-

cies are lowered and high ones are increased, in comparison with

neutral speech. This phenomenon applies to both F1 and F2. The

formant frequencies obtained for sentences conveying sadness cause

a counter-clockwise rotation of the vocalic triangle. Again, these re-

sults apply only to our speaker and further analysis of more speakers

would be necessary to generalise this phenomenon.

There were detected also differences among the mean values for

various sets representing the same emotion. The differences were not

tested by any test in order to find out whether they are statistically

significant or not, but it could be said that the emotions are well

represented by sets happyNC and sadNC. The differences between

particular emotions were greater than the differences among the sets

representing the same emotion.

Regarding the neutral sets of our database, no considerable differ-

ences were found.

3.4 RMS analysis
RMS4 energy is a value that characterizes the intensity of a speech

signal. Using this feature, the differences of intensity level in dif-

ferent sets of sentences can be measured. For this analysis, we had

to divide our speech material into two parts and analyze them sepa-

rately. One group contains the emotional sentences and the other one

contains the neutral sentences. This separation was necessary due to

slightly different settings of technical equipment for recording, as

explained in the second paragraph of the section 3.

For the calculation of the RMS energy (1) of a sentence, initial and

final pauses were cut off.

RMS =

√√√√
n∑

i=1

s(i)2

n
, (1)

where s(i) is i − th sample of the signal and n is the length of the

signal.

The results obtained for the emotional part of the corpus are shown

in Tab. 4. It is obvious that there is a difference between given

emotions. The RMS energy of the sentences portraying happiness

is higher than for the sentences portraying sadness. It means that

the happy sentences are spoken louder. The difference is statistically

significant which was proved by t-test. On the other hand, the differ-

ences between sets representing the same emotion are not statistically

significant, except the sets happyNC and happyHC. In this case, the

p-value reached the value 0.0407, which means that these two sets

can be regarded as equal in terms of the mean value of the RMS

energy considering lower significance level, e.g. α = 0.01.

The results for the neutral part of our database are presented in

Tab. 5. Comparing indicSen vs. whQuest and ynQuest vs. imperSen,

4 RMS = Root Mean Square, also known as the quadratic mean; a statistical
measure of the magnitude of a varying quantity. It is especially useful when
variates are positive and negative, e.g. waves.
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Table 4. Mean values and standard deviations of the RMS energy (signal
range 〈−1, 1〉).

set of sentences mean value standard deviation

sadSC 0.0232 0.0039
sadSel 0.0232 0.0031
sadNC 0.0224 0.0038
happyHC 0.0307 0.0050
happySel 0.0299 0.0055
happyNC 0.0294 0.0039

Table 5. Mean values and standard deviations of the RMS energy (signal
range 〈−1, 1〉).

set of sentences mean value standard deviation

indicSen 0.1333 0.0179
whQuest 0.1282 0.0217
ynQuest 0.1480 0.0393
imperSen 0.1518 0.0373

no statistically significant differences can be observed, the other

cases seem to be different.

4 Conclusions & future work
In this study, we have compared and contrasted some emotional and

neutral utterances in terms of F0, phoneme duration, formant fre-

quencies and RMS energies. Some results are briefly summed up in

Tab. 6, where the analysed emotional speech is compared with the

referential one in terms of F0, duration and RMS. Initially, this pa-

per was intended to cover single speaker analysis of both emotional

sentences and sentences expressing various speaker’s attitude in spite

of being uttered in neutral speaking style. However, we are currently

more concerned with the synthesis of emotions which is why we de-

cided to prefer analysis of emotional utterances to obtain some re-

sults useful for speech synthesis.

Table 6. Brief overview of the acoustic analysis.

set of sentences F0 duration RMS
indicSen 194 • 84.2 • —
happyNC 204 ⇑ 5% 85.5 ⇑ 2% 0.0294
sadNC 181 ⇓ 7% 97.6 ⇑ 16% 0.0224

The discussion of the results of the formant analysis seems to be

too complex and it is out of scope of this paper. Moreover, at the

present time, incorporation of the results into our speech synthesis

system would require more modifications of the current approach

in comparison with incorporation of F0, duration and RMS energy

results. However, in Fig. 2 there is depicted an influence of emotion

being present in the spoken speech on the formant frequencies.

The results reached confirmed that all the features measured on the

speech signal are important acoustic correlates of various speaker’s

attitudes. Nevertheless, it cannot be concluded that these features are

sufficient for the distinction of all emotions from speech signal. In

the future a similar analysis should be performed on more extensive

database containing more emotions, e.g. anger, boredom and con-

tentment.

The results found in this analysis could be confirmed by classifi-

cation task using F0, duration, RMS energy and formant frequencies

as predictors for determining emotion from speech signal. The ref-

erence data would be obtained by means of more complex listening

tests. In the case that any classification model were able to give good

results using these predictors, we could conclude that it would be

sufficient to modify these characteristics of neutral speech to obtain

emotional output.

Our future work will be focused on the incorporation of the ob-

tained results into our speech synthesis system. It includes the mod-

elling of prosodic features based on emotionally recorded data for

single instance concatenation approach and the extension of a fea-

ture set for the unit selection approach.
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Abstract.  This paper1 deals with the problem of generating 

emotional speech within the Unit Selection approach to text to 
speech synthesis. By taking into account state-of-the-art research 
in different fields, from psychology to linguistics, we claim that 
a complex interplay between the phonetic level and the 
pragmatic level of language constitutes the basis of voice 
expression of emotions, and that the phonetic-pragmatics 
interplay can be accounted for in a text-to-speech system by 
providing accurate representations of contextually relevant 
discourse markers. The availability of an inventory of expressive 
cues implementing discourse markers, can improve the 
naturalness and expressivity of generated speech, moving toward 
the ambitious goal of emotional speech generation.  

1 INTRODUCTION 

In the last few years the demand of more expressive and 
natural human-computer interfaces has increased along with the 
range of applications of computer mediated communication. In 
particular, when natural language is the medium of the 
interaction between humans and computer, the complexity of the 
linguistic interface requires that the problem of naturalness and 
emotional attitude be approached at several different levels. For 
example, the linguistic competence of the interface should be 
sophisticated enough to capture the emotional state of the human 
conversational partner, and it should express context relevant 
contents in a natural-sounding, expressive, and emotional 
believable voice.  

The fact that rhythm and intonation of the human voice are 
elective loci where emotional experiences can be represented, is 
considered almost an uncontroversial datum by scholars working 
on theoretical and experimental models of emotions within 
different fields, including linguistics (see [3], [7], [8], and [20]), 
psychology (see [9], [12] and [21]), automatic speech processing 

                                                 
1 This work has been partially supported by the EU’s 6th framework 
project “COMPANIONS”, contract IST 034434. 

(see [14]), neurosciences and psychoanalysis (see [18]). Of 
course, despite of that consensum, the study of how emotional 
states can affect voice characteristics has been approached in 
very different ways within those very different research areas. In 
the past few years, experimental psychologists focused on some 
individual aspects of emotional speech: In particular, their works 
were based on the partition between basic and complex 
emotions, aiming to discover their distinctive features in the 
acoustic signal. Most of those studies hypothesized the 
psychological and neurophysiological onset of a set of basic 
emotions, independently from other relevant aspects of the 
emotional experiences. For example, a huge amount of research 
has been devoted to the identification of the prototypical 
intonation profiles (F0) associated with “anger”, “joy”, “pain”, 
“depression”, and so on (see [12], and [19] for a review). 
Cognitive psychologists claim that affects are the prime movers 
of human motivation: In this view affects are 
neurophysiologically generated, sensationlike signals. The 
activation of the neurobiologic affect generators triggers tone of 
voice as a motor stereotype, and this in turn transmits the 
physical data underlying empathy and emotional 
communication.  

Despite of the tremendous advancements in the field of 
emotional studies, state-of-the-art research on acoustic and 
prosodic properties of voice expression of emotions does not 
provide yet an in-depth understanding of how the different 
features of the emotional experience show themselves in speech 
in terms of acoustic correlates and lexical choices. However, 
converging evidence from neuroscience, psychology, and 
linguistics can provide a promising framework for investigation. 
In particular, linguists take seriously into consideration the fact 
that speaking is a motory activity occurring on an affective basis. 
They showed that the analysis of speech segments can hardly 
show pure, prototypical intonation profiles of single emotional 
states if they are kept apart from the speaker’s conscious or 
unconscious intentions.  
In our work we exploited the intention-based linguistic analysis 
proposed by Cresti ([7] and [8]). Cresti’s work is based on the 
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analysis of the intonation profiles of utterances from a large 
corpus of  Italian spontaneous speech, collected in several real 
situations of language uses. Her results show that acoustical 
characteristics of emotions are influenced not only by the 
internal state of the speakers, but also by the external context of 
occurrence of their utterances, where the context includes the 
complex interplay between subjects’ affects, and the network of 
interpersonal relationships where emotional experiences occur.  
In our view some of the difficulties in implementing emotional 
behaviour in artificial agents, often reported by artificial 
intelligence and voice scientists, reflect the importance of taking 
into account the way in which context affect different parameters 
such as lexical choices, occurrence of extra-linguistic 
phenomena, and the onset of voice parameters.  

In this paper, we will show that useful insights in the desired 
direction can come from combining linguistic, acoustic and 
pragmatic evidences. In particular, for improving the 
expressiveness of the Loquendo text-to-speech system we 
created an inventory of discourse markers and speech acts that 
constitute contextually relevant part-of-speech that can be 
combined with neutral speech in order to generate emotionally 
connoted speech.  

The plan of the paper is as follows: Paragraph 2 sets the 
problem from the point of view of text-to-speech technology, 
paragraph 3 proposes the linguistic analysis underlying the 
selection of discourse markers and speech acts, and paragraph 4 
offers details related with implementation issues.  

2 EXPRESSIVE SPEECH SYNTHESIS  

Speech synthesis systems, also called Text to Speech systems 
exploit different technologies providing very different degrees of 
quality and naturalness. The most effective systems are the so 
called corpus based synthesizers. They are based on the 
concatenation of variable length speech units, selected from a 
large database containing speech data from a single speaker. The 
core technology of these systems is the search algorithm that, 
given the input text, has to detect the best fitting units in the 
database depending on the phonetic and prosodic representation 
of the same input. 

The naturalness and intelligibility of these systems is mainly 
due to the fact that “exact” replicas of human speech are 
concatenated, avoiding any kind of signal processing that could 
introduce artefacts. The longer the average length of the selected 
units is, the better is the naturalness and acoustic quality, since 
fewer concatenations are necessary (every concatenation is a sort 
of discontinuity point). Consequently, for a given language, the 
goal is to design a database providing an adequate statistical 
coverage of the most frequent phonetic contexts. Several hours 
of recording sessions are therefore necessary to collect the audio 
data and an important point is that talents have to maintain their 
reading style uniform throughout the various sessions. Generally, 
this is a neutral “standard” reading style, i.e. no expressive 
attitude has to be adopted as well as no emphasis has to be 
introduced in the read sentences.  

In this way corpus based synthesis systems, despite their 
intelligibility and quality, are extremely static in terms of 
expressive capabilities, since only one, and generally “flat” style 
is adopted. Adding expressivity to synthetic speech is a matter of 
research and investigation whose results have led to two main 
approaches, even if not completely satisfactory. 

The first approach is based on the acquisition of speech data 
not only providing good phonetic coverage, but also providing a 
sort of expressive coverage. This is obtained by adopting 
different expressive styles beyond the neutral one when speech 
data is recorded [10]. Of course, only a limited number of styles 
is affordable and a preliminary choice has to be done also 
depending on the domain of the application. This solution is 
particularly effective in specific contexts, since the output 
quality is comparable to the one of the neutral database, but it is 
not flexible. 

The second approach is based on the signal manipulation of 
the output signal obtained through the selection of speech units 
from a mono-stylistic (neutral) database. This kind of operation 
mainly aims at modifying the prosody and voice quality of the 
concatenated speech. In practice, the intonation path, the speech 
rate, intensity and spectral shape are jointly manipulated 
according to models that indicate how these parameters change 
depending on the context and the target expressive style 
[13,15,25]. In order to get effective models, statistical analysis of 
significant amounts of annotated data is necessary. The critical 
aspect of this approach is that, despite its flexibility, the 
algorithms exploited to impose the target contours often 
introduce distortions and compromise the naturalness of the 
original waveforms [23]. 

The paradigm here proposed is different from the two 
approaches previously described and less ambitious in terms of 
general purposes expressive synthesis. The key idea is in fact to 
start from a linguistic point of view that, considering the most 
common application domains, takes into account expressive cues 
that have a pragmatic function, like for example greetings, 
apologies, recalls, etc. These prompts are recorded and inserted 
into the voice database and used only in certain contexts, 
providing expressivity to the synthesised speech. 

3 PRAGMATIC FEATURES OF THE 
EXPRESSIVE CUES 

As discussed in the previous paragraph the goal of reaching 
naturalness and emotional expressivity of the synthesized speech 
can hardly be met by modifying only the acoustic and spectral 
features of the speech signal, given current state of the art of 
speech synthesis technologies. However, the investigation of 
linguistic phenomena lying at the interface between phonology 
and pragmatics, has showed helpful for selecting the lexical 
structures carrying out expressive and emotional contents.  

Our goal was the creation of a rich acoustic inventory of 
expressive cues [5], in order to be able to integrate them in the 
synthesized message [11], without impairing the naturalness and 
the fluidity of the speech provided by the Unit Selection 
technique.  

The expressive cue inventory is language specific. It includes 
phrases classified into different categories of speech acts [8,17] 
and discourse markers [3,22], and some extra-linguistic elements 
such as interjections, onomatopoeia and human sounds. It is 
worth noticing that the acoustic-prosodic and lexical structures 
of these phrases contribute to increase the pragmatic values of 
the sentences that include them. This is particularly important in 
a range of applications, such as human-machine interaction, e-
learning, human-human computer-mediated communication, 
among others. 
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Underlying this approach is the hypothesis that the expression 
of emotions in human voice, can seldom, if any, be separated 
from the linguistic contexts [1,17] where the speech acts occur. 
In its turn the context affects a number of parameters of the 
speech act, including acoustic modifications, lexical choices, and 
extra-linguistic voice mediated phenomena, such as deep sigh, 
winks, back-channelling sounds, and so on [2,16]. 

Recent research in pragmatic linguistics has pointed out that 
the structure of human speech is modulated pragmatically [4] 
thanks to the competent use of discourse markers by the 
speakers. Bazzanella [3] offers an in-depth analysis of discourse 
markers, showing their potential inter-relational function. In 
particular, this scholar classifies discourse markers on the basis 
of two points of view, both of them necessary for the success of 
the conversation, that is the point of view of the speaker and the 
point of view of the co-conversant. From both point of views 
discourse markers are linguistics expressions that derive their 
meaning and pragmatic values mainly from the utterance 
context. For example, from the speaker’s point of view, the 
author proposes a large set of inter-relational functions such as: 
 

1. taking and leaving turn (i.e., well, but, …) 
2. fillers (i.e. you know, see, …) 
3. requests of attention and agreement (can you 

understand this? do you agree? don’t you, …?) 
4. phatisms (in my view, …) 
5. request of agreement (do you agree?...) 

 
From the point of view of the co-conversant, she identifies the 
following functions, among others:  

 
1. interruption (but, yes but, …) 
2. back-channels (aha, mhm, I see, ...) 
3. confirmation of attention (sure, OK) 
4. phatisms (you are welcome) 
5. reinforcement (true, of course, …) 

 
On the basis of this analysis we have identified a set of 
expressive cues also reported in Table 1 [24].  
 

SPEECH ACT EXAMPLE 
Refuse  Absolutely not! … 
Approval  Exact! … 
Disapproval  Absurd! … 
Recall  Let’s keep in touch! … 
Announce  Here I am! … 
Request of Confirmation  Isn’t it? … 
Request of Information  Why? … 
Request of Action  Help! … 
Prohibition  This is forbidden! … 
Contrast  I don’t think so! … 
Disbelief  That’s unbelievable! … 
Surprise  What a surprise! … 
Regret  I’m so sorry! … 
Thanks Thanks a lot! 
Greetings  Welcome! … 
Apologies  I’m sorry! … 
Compliments  Congratulations! … 

Table 1. Speech acts categories with examples 
 

The items and phrases we selected are representative of 
speech acts that reflect the speaker’s attitude with respect to 
her/his conversational partner in different contexts of uses. For 
doing this, the linguistic analyses have been done on a corpus 
basis.  

Also the communicative potential of human sounds is 
relevant. For example, a throat could communicate 
embarrassment, distancing, request of attention, or it could play 
the role of back-channelling. The inventory also includes human 
sounds as throats, bitter and hearty laughs, sobbings.  

On the basis of this inventory, we could implement the 
acoustic counterpart of a limited, but rich, set of speech acts, 
including: refuse, approval/disapproval, recall in proximity, 
announce, request of information, request of confirmation, 
request of action/behaviour, prohibition, contrast, disbelief, 
surprise/astonishment, regret, thanks, greetings, apologies, and 
compliments. 

4 IMPLEMENTATION OF THE EXPRESSIVE 
FEATURES 

The design of the speech acts corpus, as previously explained, is 
based on linguistic rather than phonetic criteria. There is a 
substantial difference in the way these data are recorded with 
respect to the acquisition of the baseline voice data, where 
emphasis and too marked intonation movements are avoided. In 
fact, in this case, we asked our speaker to adopt the more 
suitable voice registry according to the semantic and pragmatic 
function of the scripts. Nevertheless, during the recording 
sessions, talents had to be accurately directed, particularly 
concerning the level of activation. This hasn’t to be too high 
because the stylistic difference with the base synthetic voice 
would be too marked and consequently judged as unnatural. The 
main goal is adding expressivity without compromising the 
continuity of prosodic patterns. As concerns the acquisition of 
the speech data, for each linguistic category a set of samples is 
recorded. Some sets are bigger than others depending on the 
variety of the speech acts and on their frequency in the 
considered spoken language. Generally, for each voice, the 
database is composed of about 500 expressive utterances. The 
speaker is free to interpret the scripts and adopt the suitable 
attitude while the director only controls his/her level of 
activation and the pronunciation accuracy. At the end of the 
acquisition the best samples are selected in terms of acoustic 
quality, effectiveness and reliability. These data are then 
normalised to better match the acoustic characteristics of the 
base voice data and the same coding is also applied. The 
expressive speech data corresponding to the illocutionary acts is 
also automatically labelled like the neutral speech data. In fact 
phonetic and prosodic labels are assigned to each elementary 
unit (phoneme). One more label identifies the stylistic class of 
the utterance which the unit was extracted from. These classes 
are, for example, declarative, interrogative, marked interrogative, 
exclamation, etc. 

In the selection phase the TTS avoids mixing units belonging 
to different categories and, in particular, will choose the 
expressive utterances only when an exact matching with the 
phonetic counterpart of the graphemic input string and the target 
stylistic class occur. Regarding the latter this is simply obtained 
through the analysis of the final punctuation of the sentence. On 
the contrary, if the marked input text has no correspondence in 
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the expressive set of data, then the concatenation of neutral 
speech segments is exploited. 

Beyond the expressive utterances, the paralinguistic events are 
also recorded (laughs, coughs, hesitations, etc.). Of course, these 
data are not analysed at segmental and phonetic level. Only one 
identification label is assigned to each of them as a whole. The 
“synthesis” of these events is realised by inserting in the input 
text these labels preceded by a special control tag.  

In order to make the expressive features effective, they have to 
be a priori known by the user. To this end we have developed a 
client application suitable for producing vocal prompts. One 
important feature of this application is the possibility to show all 
the available linguistic and paralinguistic events, having them 
classified according to the previously described categories. In 
this way the user can easily choose and insert the expressive cues 
into the synthesised speech, obtaining a more colourful synthetic 
speech, in terms of intonation movements and voice quality. 

5 CONCLUSIONS 

In this paper we approached the problem of generating emotional 
speech within the Unit Selection approach to text to speech 
synthesis by taking advantage of state-of-the-art research in 
different fields, from psychology to linguistics. A common 
evidence of research in those areas concerns the relevance of the 
utterance contexts, and the identification of different levels from 
where each human speech act is marked in terms of 
intentionality, expressivity, content, and emotion expressions. 
These results are in some sense disruptive for the traditional 
organization of levels of linguistic models. Actually, in the near 
past it was unusual to hypothesize interfaces between acoustic 
models and pragmatic modules when describing the 
implementation of computational models of language analysis 
and generation. On the contrary, we claim that the complex 
interplay between the acoustic level and the pragmatic level of 
language constitutes an important aspect of voice expression of 
emotions. We also claim that the phonetic-pragmatics interplay 
can be accounted for in a text-to-speech system by providing 
accurate representations of contextually relevant discourse 
markers. The availability of an inventory of expressive cues 
implementing discourse markers, can improve the naturalness 
and expressivity of generated speech, moving toward the 
ambitious goal of emotional speech generation.  
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