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The goal for this lab is for you to get more familiar with backpropagation learning. Last week you used it to have the program automatically learn connection weights for XOR. This lab assumes you’ve already done that.

Learning
Open or rebuild the same network you ended with last time – two inputs, two hidden nodes, one output node, and a biases for nodes 1-3. Note that this is slightly different from the XOR network included in the examples directory. The input-output correspondences should be an XOR function. Reopen or recreate the appropriate pattern file. 

Now use backprop to automatically learn the connection weights. Go to the 'learning' dialog box and  increase the number of cycles to 1000 or 5000. The learning rate (eta) should be 0.1 and the maximum error (dmax) should also be 0.1. Open the error display and the log, so you can track the learning.

Now train the network ('init' then 'learn all'). Mark down about how many training cycles it takes for the error to get down to about 2%. (You might have to let the network continue to train beyond 5000 cycles – to continue training where you left off, select 'learn all' without initializing first.) If the error curve flattens out to horizontal at much higher than 2% error, then there's no need to continue to train the network – mark this down as an instance of the network failing to learn. Do this 10 times for the each of the learning rates below. For each, calculate the mean number of cycles it takes for the network to go below 2% error (including only successful runs), as well as the failure frequency.
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Learning rates typically are set to between 0 and 1 but can be as high as 10. On the basis of your data above, which learning rates appear to let the network get below 2% error the fastest? 

With which learning rate or rates is the network least likely to learn the appropriate weights at all? Why do you think this is? 

Does there appear to be a relationship between average number of cycles to success and lieklyhood of failure? If so, what is it?

Even when backprop is training on a solvable problem, it can sometimes get stuck. This is usually because the network has hit what's called a local minimum. Imagine the set of possible weights for a network on the x-axis, and the average error those weights produce over all the patterns on the y-axis. Backprop works by finding changes in weights (movement along the x-axis) that produce a decrease in error (descent along the y-axis). Depending on the size of the steps the algorithm is allowed to take (as determined by eta), and depending on where the weights are randomly initialized to, it may or may not be possible for the network to reach the best solution - the global minimum. In some cases, such as when the network's weights are initialized to point p below, if the network can only make small weight changes, it might get stuck in the local minimum Ml. Similarly, if it can only take large steps, larger than the distance between the two walls of the valley Mg is in, then it might never drop down into the global minimum, instead jumping from side to side. 
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One way to visualize this is to watch the connection weights change through learning. You can see a graphical depiction of the weights by opening the 'weights' display under the View menu. In this display, the x-axis is the nodes that connections are from and the y-axis is the nodes that the connections are to. The colors represent how positive or negative the connection is. If you leave the connection weights diagram open while you train the network, you will see the strengths change over time. If you try this about ten times, you should notice that the random weights the network starts with seem to influence what solution it chooses, and the local minima it occasionally gets stuck in. Play around with this until you get an intuitive feel for how weights change or don't through learning.

Momentum

There is another concept in backprop that will be useful for us to cover, called momentum. Momentum is an additional term that's added to the equation calculating the change to make to a given connection, which is simply a proportion of the change made to the same connection on the previous cycle. This is one way to overcome local minima. To add momentum to backprop, change the learning function in the control panel from 'backpropagation' to 'backpropagation-momentum'. You will see a new field appear with the letter mu: (. This is the momentum, and can be set between 0 and 1. The field 'c' should be set to 0 for now. 

Experiment with momentum – see what affects setting the momentum to 0.5 it has on the rate of learning and rate of success of the network at the learning rate values below. 
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Compared with your data from the version with no momentum, how does momentum affect the rate of learning and rate of success of the network, holding the training rate constant?

You should be able to see why this parameter is called momentum – whatever changes were made last time through the pattern set will carry over to some degree on the current pass through the pattern set. 

Generalization

We’ve seen how backprop can learn XOR, which has binary (on-off) inputs and outputs. But how well does it generalize to new inputs and outputs?

You can add a second pattern set that for the network to be tested on, called a validation set. The network is not trained on the validation set, but as it learns you can see how the network does on it in both the error graph and log. 

Create a validation file that looks just like your XOR pattern file, but where every value is off by 0.1. E.g. instead of 0 and 1 producing output 1, 0.1 and 0.9 should produce output 0.9. To add a validation file to your network, open it as you would any other pattern file, then select it as the validation set under patterns in the control panel. Every time you open a validation file, you will need to make sure the Training Set under Patterns has not changed to this new pattern file. 

Train the network on the original XOR pattern set so that is has less than 2% error. Watch how the error on the training set and the test set change. How well does the network generalize? (You can use 'updating' under the control panel, but in order to see how the network performs on the validation set, you will need to select it as the training set under 'patterns' first.

